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Preface

This book describes the main findings and achievements of the CONVERGENCE
project, co-funded by the European Union, within the seventh Framework Pro-
gramme. The project was conceived and submitted to the European Union services
in October 2009. It started in June 2010, and ended in May 2013.

The rationale of the project lies in the evolving nature of the Internet. The
Internet was originally conceived as an ‘‘Internet of Hosts’’, whose underlying
protocols were designed to support exchange of simple unstructured information
between well-identified nodes. Today, by contrast, it is becoming an Internet of
Things (devices and appliances associated with their own IP address), an Internet
of Services (in which users in different localities access different functionalities on
different hosts), an Internet of Media (shared and managed across different net-
works) and an Internet of People (boosted by the explosion of social networking
and the emergence of the Web 2.0 paradigm). In this evolving scenario, the key
elements are no longer ‘‘hosts’’ but data and services. In other words, what we are
observing is a shift from a ‘‘host-centric’’ Internet to a ‘‘data-centric’’ or ‘‘content-
centric’’ or ‘‘information-centric’’ Internet.

A new Information-Centric Internet should support not only traditional service
models such as client–server and conversational services but also peer-to-peer and
publish–subscribe service models. In client–server models, the server provides a
function or service to one or many clients, which initiate requests for such services.
In peer-to-peer models, each node plays both the role of client and server for other
nodes in the network allowing shared access to various resources such as files,
peripherals and sensors without the need for a central server. In publish-subscribe
models, subscribers register their interest in an event, or a class or a pattern of
events, and are subsequently asynchronously notified of events generated by
publishers. In practical terms, publishers (i.e. information providers but also
simple users) make available in the network content that they produce; subscribers
declare their interest for a given content or a pattern or a class of content. Pub-
lications and subscriptions are fully decoupled in space but also in time. Normally,
subscriptions precede publications, and in this case the subscriber will receive the
required content only if and when a publisher will make that content available in
the network. In addition, we envisage that subscriptions can also follow publica-
tions, and in this case the subscriber will promptly receive the required content as
in a traditional request/response or pull model. Subscribers can express interest
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both for known specific content (e.g. the repair manual for a piece of equipment)
or content satisfying a given search criteria (e.g. all songs by a certain musician).

A new Information-Centric Internet should be able to handle any kind of digital
data: classical media contents, data about services, but also digital representation
of real-world objects (e.g. items of merchandise identified with an RFID) and
people (e.g. profiles). Thus, a new Information-Centric Internet should provide
structured and flexible data units allowing to contain and transport different kinds
of information, each with its own characteristics and needs, together with meta-
information, describing the information itself, its characteristics and needs, and
possible actions that the network must exert on it.

More specifically, we believe that a new Information-Centric Internet should
allow to:

• create a data unit, in a modular and flexible way, defining licenses and rights that
apply to the information that it contains;

• sign and/or encrypt a data unit;
• support client/server, conversational, peer-to-peer and publish–subscribe service

models; the latter implies the ability to publish a data unit and to subscribe to a
data unit, meeting specified criteria;

• search and retrieve a data unit, with the meta-information contained in the data
unit easing semantic searches and operation of search engines;

• verify the authenticity of a data unit;
• allow the publisher or owner of a data unit to monitor its use in the network;
• allow to communicate with owners or publishers of a data unit;
• versioning a data unit and linking it to other data units;
• update a published data unit;
• delete a data unit, allowing implementing digital forgetting and garbage col-

lection, deleting ‘expired’/obsolete contents from the whole network;
• do all of this in an efficient way, simplifying operations for all the involved

players, including providers, business users and final users.

Now, to reach these objectives and provide the functionality and service models
listed above, we were faced with two alternatives: (i) design and deploy different
applications, each with its own data unit, operating on top of the current Internet in
an overlay fashion and adding more and more patches to the basic operation of the
network layer; (ii) define a common, standard unit of distribution and transaction;
define a middleware implementing complex functionality at the service of all
interested applications; transform the current network layer in a new information-
centric network.

The project CONVERGENCE adopts the second alternative, providing new
results in the following four areas.

CONVERGENCE defines a unit of distribution and transaction, called Versatile
Digital Item (VDI), which contains all necessary supporting information, including
signalling, control and security/privacy information.
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CONVERGENCE defines a middleware supporting sophisticated functional-
ities, which we think are too complex to be implemented at the network layer in all
routers, namely publish/subscribe services, searching functions, security functions;
the data unit of our middleware is the VDI. It is important to observe however that
not all CONVERGENCE communications must necessarily use a publish/sub-
scribe paradigm. The CONVERGENCE middleware also accepts direct requests to
immediately provide specific requested data, with a traditional request–response
service model.

CONVERGENCE defines an information-centric network (ICN) layer. Infor-
mation Centric Networking (ICN) is a new paradigm in which the network layer
provides users with content, instead of providing communication channels
between hosts, and is aware of the name (or identifiers) of the contents. The basic
functions of an ICN infrastructure are to: (i) address content by adopting an
addressing framework based on names, without a reference to the current content
location (i.e., location-independent names); (ii) route a user request, based only on
the content-name, towards the ‘‘closest’’ location containing the required content;
potential locations include not only the origin server of that content but also
network caches or even devices of other users that downloaded the same content
beforehand; (iii) deliver the content back to the requesting host.

CONVERGENCE defines specific tools and of applications showing the
CONVERGENCE potentiality. Tools are reusable Application elements, which
facilitate reuse of code in Applications; an Application can make use of several
tools. Our tools and applications exploit the VDI concept and make use of our
middleware and network functionality, so offering to end-users the advantages
brought about by our system. The project designed and implemented four main
applications to show the usefulness of CONVERGENCE in four real-life
scenarios. The four scenarios are: (i) management of audio–visual material;
(ii) management of a large photo archive; (iii) customer relationship management
and logistics for the retailing sector, exploiting information about Real World
Objects; (iv) augmented lecture podcast service, enabling a collaborative learning
environment. Two other applications have been built later on by integrating the
four main applications; the first integrated application merges the first (video) and
fourth (podcasts) original applications; the second integrated application merges
the second (pictures) and third (retail) original applications. The aim of the inte-
grated applications is to show that our system is flexible enough to combine
different applications in one and to exploit common VDIs.

The end result of the project is the definition and evaluation of a complete ICT
system able to provide the following advantages.
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Advantages Deriving from Using an Information-Centric
Network Layer

1. Efficient content-routing. Even though today’s Content Delivery Networks
(CDNs) offer efficient mechanisms to route contents, they cannot use network
resources in an optimal way, because they operate over-the-top, i.e. without
knowledge of the underlying network topology. ICN would let ISPs perform
native content routing with improved reliability and scalability of content
access. This would be a built-in facility of the network, unlike today’s CDNs;

2. In-network caching. Caching enabled today by off-the-shelf HTTP transparent
proxies requires performing stateful operations. The burden of a stateful
processing makes it very expensive to deploy caches in nodes that handle a
large number of user sessions. ICN would significantly improve efficiency,
reliability and scalability of caching, especially for video;

3. Simplified support for peer-to-peer like communications, without the need of
overlay dedicated systems. Users could obtain desired contents from other
users (or from caching nodes) thanks to content-routing and forward-by-name
functionality, as it is done today with specialized applications, which, once
again, do not have a full knowledge of the network and involve only a subset
of possible users;

4. Simplified handling of mobile and multicast communications. As regards
handovers, when a user changes point of attachment to the network, she will
simply ask the next chunk of the content she is interested in, without the need
for storing states; the next chunk could be provided by a different node than
the one that would have been used before the handover. Similar considerations
apply for multicasting. Several users can request the same content and the
network will provide the service, without the need for overlay mechanisms,
multicast is an inherent capability in ICN;

5. Content-oriented security model. Securing the content itself, instead of
securing the communications channels, allows for a stronger, more flexible
and customizable protection of content and of user privacy. In today’s net-
work, contents are protected by securing the channel (connection-based
security) or the applications (application-based security). ICN would protect
information at the source, in a more flexible and robust way than delegating
this function to the channel or the applications. In addition, this is a necessary
requirement for an ICN: in-network caching requires to embed security
information in the content data-unit, because content may arrive from any
network or user node and we cannot trust all nodes; thus, end-users must be
able to verify the validity of the received data; caching nodes must make the
same check, to avoid caching fake contents;

6. Content-oriented quality of service differentiation (and possibly pricing);
provision of different performance in terms of both transmission and caching.
Network operators (especially mobile ones) are already trying to differentiate
quality and priority of content, but they are forced to use deep packet inspection

viii Preface



technologies. ICN would let operators differentiate the quality perceived by
different services without complex, high-layer procedures and off-load their
networks via caching, a very handy functionality, particularly for mobile
operators who can differentiate quality and priority of content transferred over
the precious radio real estate;

7. Content-oriented access control, providing access to specific information
items as a function of time, place (e.g. country) or profile of user requesting
the item. This functionality also allows implementing: (i) digital forgetting, to
ensure that content generated at one period in a user’s life does not come back
to haunt the user later on, and (ii) garbage collection, deleting from the net-
work expired information;

8. Possibility to create, deliver and consume contents in a modular and per-
sonalized way; ICN provides opportunities for better customization of the
interests of users and the content that is published by providers. This will
enable more efficient consumption of content because of better ‘‘granularity’’
in how content is described and identified;

9. Network awareness of transferred content, allowing network operators to
better control information and related revenues flows, favouring competition
between operators in the inter-domain market and better balancing the equi-
librium of power towards over the top players;

10. Support for time/space-decoupled model of communications, simplifying
implementations of publish/subscribe service models and allowing ‘‘pieces’’
of network, or sets of devices to operate even when disconnected from the
main Internet (e.g. sensors networks, ad hoc networks, vehicle networks,
social gatherings, mobile networks on board vehicles, trains, planes). This last
point is a very important one, especially to stimulate early take up of ICN in
selected (and possibly isolated) environments.

A final overall advantage of ICN, which in a way comprehends the specific
advantages listed above, is a simplification of network design, operation and
management. Currently, content and service providers have to ‘‘patch’’ short-
comings and deficiencies of IP data delivery by using several ‘‘extra-IP’’ func-
tionalities, such as HTTP proxies, CDNs, multi-homing and intra-domain
multicast delivery, to name a few. This implies the involvement of several parties,
the use of several specific protocols, the deployment of ad hoc devices and the
interplay of different functionalities, often offered and managed by different
companies and businesses. Apart from technical complexity, such operations also
add management and administrative complexity. In an ICN environment, such
diverse functions can be integrated in the network in a smooth and seamless way,
e.g. by supporting inherently data replication, caching, multi-homing and multicast
delivery.
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Advantages for End-Users

CONVERGENCE allows end-users to:

1. Publish VDIs to the CONVERGENCE networks, using the same publish/
subscribe services for different categories of information;

2. Manage and protect the information contained in VDIs, using the same
security and privacy standards for all transactions;

3. Define and enforce licenses;
4. Monitor the use of published materials;
5. Communicate with the users of VDIs;
6. Operate on VDIs at all stages in the data life cycle, examine different versions

of the same VDI;
7. Update VDIs that have already been published;
8. Delete VDIs that have already been published (digital forgetting);
9. Search for VDIs using semantic search mechanism;

10. Subscribe to VDIs;
11. Define how much identity information they wish to disclose when publishing

or searching for information (multiple options available from full anonymity
to full disclosure);

12. Enjoy better performance thanks to ICN;
13. Exchange data with nearby connected devices also when disconnected from

the main Internet.

Advantages for Developers

1. Exploit the functionality of the CONVERGENCE middleware avoiding the
need to use proprietary solutions;

2. Develop basic functionality using the CONVERGENCE tools and focus on
adding value to the CONVERGENCE framework.

Advantages for Network Operators

1. Distribute content over the network more efficiently, reducing costs;
2. Differentiate Quality of Service for different categories of content;
3. Exert better control over information transfer and related revenues flows;
4. Compete more effectively with ‘‘over the top’’ players.

This book is organized into ten chapters. The introductory chapter contextu-
alizes the work developed by the CONVERGENCE consortium, analysing the
main limitations of the current Internet architecture to support the increasingly
stronger user- and content-centricity trends. It provides an overview of the
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emergent Information Centric Networking (ICN) paradigm, addressing design
principles, evolution scenarios and briefly describing the main research initiatives
conducted in the last years.

Consequently, the next eight chapters strive to describe to the reader how
CONVERGENCE has embraced the quest for answering the above-referred
challenges and to contribute with innovative solutions for the future Internet.
These chapters provide high-level descriptions of the concepts and design prin-
ciples behind CONVERGENCE as well as details on how the different compo-
nents operate individually and how they simultaneously co-operate among them,
to deliver the desired functionality whilst facilitating the deployment of advanced
business models. The conclusions chapter summarizes the main achievements and
contributions of CONVERGENCE towards the future Internet, drawing paths for
using and extending the CONVERGENCE outcomes.

Chapter 2 describes the overall architecture of the CONVERGENCE system.
The objective of this chapter is to provide a concise, yet complete, understanding
of the concepts and high-level functionality of the CONVERGENCE architecture
and how its components interact in concrete deployment scenarios.

Chapter 3 covers the design principles, functionality and implementation details
of the CONVERGENCE network level, the CoNet. It shows how this Information-
Centric Network extends the content-centric paradigm in several aspects, includ-
ing routing scalability and security handling, among others, whilst providing a
graceful incremental solution, backwards compatible with the current Internet.

The Content Level of CONVERGENCE, conceived and implemented as the
CONVERGENCE Middleware (CoMid), is described in Chap. 4. This chapter
starts by presenting MPEG-M, which is the standard that provides the foundations
for CoMid. It then describes the key components of the Content level, which
comprise a diversified set of middleware engines to manipulate Versatile Digital
Items (VDIs) and extending MPEG-M, as well as semantic tools, namely the
Community Dictionary Service (CDS). The chapter describes how the semantic
mechanisms are used together with the standardized technology to support the
semantic publish–subscribe paradigm. It explains how CONVERGENCE manip-
ulates rich metadata within a content-aware semantic overlay, running on top of
the information-centric networking platform, namely on top of the CoNet.

Chapter 5 provides the definition of the Versatile Digital Item (VDI), the basic
unit for data distribution used within the CONVERGENCE system. It explains
how the VDI extends the scope of the MPEG-21 Digital Item specification to
provide a self-contained data package that can be used to encapsulate any kind of
digital information in an information centric, publish–subscribe framework.

Security aspects are analysed in Chap. 6. This chapter presents the distributed
architecture of the CONVERGENCE security core component (CoSec), describing
the use of smart cards as a secure token to provide sensitive security functions on a
tamper-resistant device. The chapter starts by introducing the concepts and the
architecture of the security infrastructure, then presenting the high-level security
functionality, based on a description of the CONVERGENCE basic cryptographic
primitives, as well as advanced cryptographic schemes.
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Chapter 7 describes the CONVERGENCE’s licensing scheme and its gover-
nance, using and extending the MPEG-21 part 5 standard to support specific
content protection and rights management requirements of the future Internet. It
explains how Rights Expression Language data is embedded into the CONVER-
GENCE data unit, the Versatile Digital Item (VDI) and how digital certificates can
be used to enforce the rights and conditions expressed in CONVERGENCE
licenses.

The overall CONVERGENCE functionality is explored and benefits are dem-
onstrated, through the use of applications that were specifically designed and
developed to implement a set of four use cases, which are likely to become
commonplace in the future Internet. Accordingly, Chap. 8 provides a description
of those four realistic use cases and the corresponding applications: Photos in the
Cloud and Analyses on the Earth (under the responsibility of partner Alinari);
Videos in the Cloud and Analyses on the Earth (under the responsibility of partner
FMSH); Augmented Lecture Podcast (under the responsibility of partner LMU);
and Smart Retailing (under the responsibility of partners WIPRO and UTI). This
chapter also discusses the impact of the CONVERGENCE technology to the end-
users, according to the user feedback obtained from the conducted field trials, as
well as further exploitation scenarios of the developed applications. Such addi-
tional scenarios were exemplified through an extra use case that was built by
integrating three of the CONVERGENCE applications. The integrated scenario
proved that CONVERGENCE is flexible enough to combine different applications
in one and to exploit common VDIs.

Finally, Chap. 9 presents the envisaged CONVERGENCE business Models for
the commercial and non-commercial exploitation of CONVERGENCE applica-
tions and technology. This chapter discusses the feasibility and implications of
alternative exploitation strategies, identifying competing products and services, as
well as market risks and threats.
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Chapter 1
Approaches for the Development
of Information Centric Networks

Fernando Almeida, Teresa Andrade, Nicola Blefari Melazzi,
Richard Walker, Heinrich Hussmann and Iakovos S. Venieris

Abstract The new generation of applications is following the trend of user-
centricity where users are not seen just as consumers, but are active participants,
sometimes being the application itself. Likewise, the trend of content or information-
centricity is already being adopted, where content and no longer location is being the
main driver of network-based operations, more specifically of routing operations.
This chapter analyzes the main limitations of current Internet architecture to support
such trends and consequently provides an overview of the emergent Information-
centric Networking (ICN) paradigm, addressing design principles, evolution
scenarios and potentialities. Furthermore, the main research initiatives conducted in
the last years concerning the ICN paradigm are presented and discussed.
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1.1 Introduction

The Internet was originally conceived as an ‘‘Internet of Hosts’’, whose underlying
protocols were designed to support exchange of simple unstructured information
between well-identified nodes. Today, by contrast, it is becoming an Internet of
Things (devices and appliances associated with their own IP address), an Internet
of Services (in which users in different localities access different functionalities on
different hosts), an Internet of Media (media resources shared and managed across
different networks) and an Internet of People (boosted by the explosion of social
networking and the emergence of the Web 2.0 paradigm). In these ‘‘new Inter-
nets’’, the key elements are no longer ‘‘hosts’’ but data and services (or content).

The Networked Society embraces all stakeholders: people, businesses
and society in general (Fig. 1.1). Different stakeholders have different interests and
drivers for adopting ICT solutions. For people, it is more about lifestyle, fun and
‘‘wants’’ rather than ‘‘needs’’. On the other hand, enterprises are exposed to an
ever-increasing competitive business environment requiring cost reduction,
branding and differentiation. From a society perspective, saving energy, sustain-
ability, efficiency and safety are important drivers.

This interesting paradigm shift, centers the problem on the process of
dissemination of information, through a long set of heterogeneous devices
(e.g., mobile phones, tablets, etc.) with an expected agnostic behavior in terms of
network technology. This approach brings a new demanding challenge in terms of
a well-defined content awareness structure that was initially addressed at the
beginning of the last decade. Typically two main general approaches have been
investigated: (i) content tagging routing, whereby tags are attached to content at
ingress points, describing content attributes which are then used for routing (Mitra
and Maheswaran 2003); and (ii) overlay content-based networks, whereby an
overlay point-to-point network is formed, implementing a high-level routing
scheme (Carzaniga et al. 2004). The subject was also addressed in experimental
terms, within the context of distribution of multimedia resources, by European-
funded research projects such as the Enthrone FP6 project (Carvalho et al. 2007).

Fig. 1.1 Drivers of the
networked society (Höller
and Arkko 2012)
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Since then the field has evolved and the currently active and well advanced area of
research is known as Content-Aware Networking (CAN), addressing the efficient
delivery of multimedia content, where networking equipment manipulates the
content to adapt it according to network conditions with the aim of maximizing the
quality of experience (QoE) (Ying et al. 2009; Grafl et al. 2012).

Content-centric networking (CCN) or Information-centric networking (ICN),
aim at achieving the same goals by radically changing the traditional IP protocol
stack, transforming it into chunks of named data. The main concept is based on the
use of two types of packets: interest and data packets. Users inject and propagate
their interests in the network; network nodes listen to these interest packets,
responding with data packets if they have the required data (Van Jacobson et al.
2009). It essentially tries to deal with the lack of a global content naming and
addressing scheme, as well as with the need for unified content access and con-
sumption. These current limitations also restrict the capability of the networks to
seamlessly adapt content and offer the appropriate QoE to the end users.

The proposed benefits of ICN are wide. Within such a system, content would be
uniquely addressed with the ability to be accessed from any location using a
simple request/reply paradigm. According to Tyson (2010), this would make
application development simpler and allow an array of network-level optimiza-
tions to be performed relating to the storage and distribution of content. While
imaginative solutions through incremental changes to the network stack or overlay
networks have been successfully proposed (Broberg et al. 2009; Demmer et al.
2009; Polyzos 2011), it is widely admitted in literature that these solutions have
also limitations and drawbacks, in terms of scalability, security, mobility, and
manageability, to encourage the creation or deployment of more ambitious
and innovative services (Smetters and Jacobson 2009; Carofiglio et al. 2011;
Perino and Varvello 2011).

1.2 Current Internet Limitations

The Internet architecture is a constantly and rapidly evolving interconnection of
thousand of networks that act as simple carriers providing basic packet delivery
services without guarantees and based on locations. This means that they make
their best effort to try to deliver to receivers anything that senders want to send
using IP addresses to identify end-hosts for data forwarding, being unaware of the
content that is being delivered.

The current Internet architecture and its main supported functionalities are
illustrated in Fig. 1.2.

The Internet architecture consists of the following types of nodes:

• Content servers or caches (either professional or user-generated content and
services);

• Centralized, decentralized or clustered servers, including search engines and
supporting servers;
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• Core and edges routers and residential gateways;
• Users connected via fixed, wireless or mobile terminals.

The above architecture works for current applications and usage, and will
continue to work adequately if there is sufficient resource (e.g., bandwidth
capacity, low delay, low latency, etc.) in the system do deliver it. However, the
same architecture would not be suitable if there are billions of connected devices;
users demand high resolution videos that require increased bandwidths or more
and more users conduct delay-critical real time video and audio communications
over the Internet. Additionally, if we shift into a wireless scenario, taking into
account the massive growth of mobile devices, the bottleneck can be considerable.
Supporting these requirements efficiently in an integrated wired-wireless global
network will require major changes.

Actually, the vast majority of today’s traffic is indeed driven by information
production and retrieval, ranging from simple RSS feed aggregators to advanced
multimedia streaming services, including user-generated or dynamic Web content.
The relationships between network entities are not restricted to the view of net-
work topology, but also represent social or content-aware connections between
users that can additionally share common interests (e.g., newsgroups, online photo,
video sharing and social networks) (Moustafa and Zeadally 2012). Therefore, the
resulting graph modeling today’s Internet is becoming very complex. Nodes are
mainly pieces of content, rather than endpoints (locators) addressed by the
underlying IP protocol, and are connected by one or more type of interdependency
based on the notion of intention, interest or policy-based membership (FIA 2009).
While still overlaying on top of the host-to-host conversation model, all the current

Fig. 1.2 Today’s network architecture (FIA 2009)
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workarounds for Internet support of emerging content-centric applications increase
the complexity and do not efficiently map all the relevant ties between the nodes
in terms of security, mobility, multicast, scalability and quality of service (QoS)
(Jian 2006; Feldmann 2007; Roscoe 2006).

These required changes will only be supported in the Internet through massive
investment, and even so, the resulting architecture may contain unstable charac-
teristics. As a consequence, it will be necessary to consider an evolution of the
Internet architecture based on the concept of information-centric networks, which
will lead to much more efficient use of available resources and provide a business
environment that encourages investment.

1.3 Information Centric Network

1.3.1 Design Principle

Traditional communication networks have always been based around establishing
communications paths to specified end-points, connected to servers that would in
turn contain content, media and services. This model requires users to know where
content is located or even the methods through which the content should be
accessed.

However, this model is no longer appropriate for advanced Networked Media
Systems. The location of content, servers, services or users should not be an issue
of concern. One of the major research challenges is, therefore, how to make
communications network as location-independent as possible. Furthermore, as
applications become more distributed and interactive, alongside increasing content
demand, many of the traditional network functions of naming, addressing, routing
and forwarding become strongly influenced by the applications and the content/
media in question.

In an attempt to answer these challenges and optimize content delivery to end-
users, a number of content distributing technologies have emerged in the past
years. Such is the case of content distribution networks (CDNs) and Peer-to-Peer
(P2P) systems. These solutions enable the access to content based on its name,
regardless of the location of the server or peer that is actually providing the
requested content. However, these solutions employ different means to achieve the
goal of optimal content delivery and location-independence. Accordingly,
deployed solutions act as separate networks, which means that it is not possible to
access named content abstracting the underlying distribution infrastructure. Fur-
thermore, although they allow users to access content using its name, without the
need to know the location of the specific sources of that content, they still use the
underlying networking functionality based on routing-by-location.

ICN, on the other hand, is a longer-term approach to respond to the current
Internet requirements, aiming at incorporating right at its core functionality to
support the routing-by-name paradigm. Nonetheless, even though not adopting
intrinsically the routing-by-name concept, the CDN and P2P solutions already in
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use constitute the first approaches towards a named-centric Internet and will thus
play an important role in optimizing content distribution in the immediate future.

Content Delivery Networks (CDNs) are privately owned networks, deployed as
an overlay, with the goal of optimizing the delivery of content to end-users in
terms of performance, availability and cost. They contribute to improving the user
QoE without requiring Content Service Providers (CSP) to bear additional major
costs. QoE is improved via three main features, achieved essentially through the
use of multiple caches (known as surrogates) placed in strategic locations: lower
latency, higher throughput and increased robustness/availability. Containing costs
is achieved through lower bandwidth usage in the core network (due to the cached
content) and the requirements of internal infrastructures (such as repository/stor-
age capacity and space). Users are not aware of the cache server that is actually
delivering them the content. They simply request the desired content using a
content locator (such as a URL). The CDN management system is then responsible
for selecting the surrogate that will optimize the delivery of content. This process
thus decouples the content identifier from the actual location of the content.

A Content Distribution Network (CDN) is a networked system of intercon-
nected computers that cooperate to deliver efficient and predictable distribution of
contents. Its operation is transparent to the users and it is essentially based on
geographic location: content delivery servers, replicating the original content, are
placed as near as possible to communities of users, thus creating the illusion of
proximity between origin content and end-users. This is one solution to the
growing problems of distributing contents effectively over the Internet, as band-
width requirements increase (with the exponential rise of available content as well
as of user demand) and the QoE requirements become stricter.

CDNs create copies of the content (either on demand or preemptively) to
strategically placed servers hosted by CDN providers, called surrogate servers, and
deliver it to end-users based on their characteristics (Buyya et al. 2008). CDN
providers are either commercial (i.e. Akamai, EdgeCast, Limelight) or academic/
free (i.e. Coral, CoDeeN), and sign contracts with Content Providers. Thus, when a
user requests some content from a Content Provider, the requests are automatically
redirected to the closest/more adequate CDN sever. The scheme of the CDN
structure is shown in Fig. 1.3.

The CDN architecture consists of a content delivery infrastructure to host
multiple copies of content, a routing infrastructure so that users’ requests are
redirected from the Web to CDN servers and copies of content are kept up-to-date,
a content distribution infrastructure responsible for moving sources of content
close to requesting users, and an accounting infrastructure which accounts users’
accesses to CDNs and records CDN servers’ traffic and usage, in order to support
CDN provider’s billing operations.

In general, there are two overall architectures that a CDN provider needs to
choose from in order to structure their system; the active network approach and the
overlay approach. The former requires the use of network components (i.e. routers
and switches), which are not only used to forward packets but also, with the use
of special software, to identify application types and use custom policies for each
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to route the content. The latter uses application-specific caches and servers to
distribute a set of specific content types (static web pages, live TV etc.). The active
network approach actively uses network components to assist the delivery of
content whereas the overlay approach does not actively make use of them other
than for providing basic network connectivity. Some CDN providers may use the
two approaches in combination (Sjöberg 2008).

Another important aspect of the CDN infrastructure is the way that servers are
placed geographically to optimize content delivery. The placement is decided
using algorithms to calculate the most efficient locations (Pallis 2006). Once the
placement is decided, CDNs make use of content replication and caching tech-
niques in order to distribute the content closer to the potential end users, rather
than repeatedly transmitting identical versions of the content from an origin server.
Since surrogate servers are not meant to serve as exact replicas of the origin server,
due to their capacity limitations, only a subset of the content is usually distributed
to them. Different distribution approaches are used for different circumstances and
they can affect the efficiency of the end-to-end content transfer (Pathan 2007). The
three most popular include cooperate push-based, non-cooperative pull-based and
cooperative pull-based.

Since the users require a global identifier to request each piece of content,
CDNs need a mechanism to route their request to the closest and appropriate
surrogate server that can more efficiently serve them. This redirection can be done
either via DNS, where DNS servers redirect users’ requests to optimal CDN
servers, based on users’ characteristics (users’ location, network topology and
condition, servers’ health and load) or by URL rewriting, where requested URL
links are rewritten and requests are redirected to optimal CDN servers. With these
techniques, CDNs improve the load of the servers and the latency of the distributed
content consumption.

ICN shares the optimization goals of CDNs to deliver content. Apart from the
fact that CDNs constitute an already deployed solution, whereas ICNs are still
under research, one of the main differences between CDNs and ICNs is that the

Fig. 1.3 CDN Scheme in an intelligent content distribution service (Salguero 2010)
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former are always implemented as an overlay, on top of existing network infra-
structures (which route by location). By contrast, ICNs are usually implemented at
the network level, using ICN-enabled equipment that is capable to route-by-name.
Additionally, the tools they employ to operate and achieve optimization may differ.
ICNs normally rely on network elements (mostly routers) that are able to cache
content and to support QoS as well as traffic differentiation. There is no central
management in ICNs, with requests being routed throughout the network, based on
a content identifier. Routers with caching capability are dynamically populated with
content based on actual user-demand. There is thus no prior planning on how to
place content on the network. In CDNs, content is previously distributed to servers
placed in selected locations (the surrogates, at the network edges), according to
predicted user-demand. There is a centralized management system in charge of
redirecting requests to specific surrogates, according to some optimization criteria.
A requested content with a given identifier may be re-directed to surrogates placed
in different locations, depending on the origin of the request and on the optimization
criteria. Even though both ICNs and CDNs decouple content identifiers from
location, in ICNs this is an intrinsic/built-in aspect, whereas in CDNs it is a
consequence of their deployment topology and optimization goals.

It is foreseen that the reach or ‘‘footprint extensions’’ of ICNs (covering larger
areas and audiences) will be dynamically increased as user-demand grows and new
ICN-enabled routers are deployed. For CDNs to enlarge their area of intervention,
there are two possibilities: (1) the CDN provider re-structures his surrogate
deployment architecture alongside the management system; this implies a
re-planning of the distribution of content across surrogates; (2) different CDN
providers interconnect their infrastructures. Either way, it is a decision up to the
CDN providers, although the second option requires minimal modifications to
existing infrastructures.

An example of benefits that could arise from the interconnection of CDNs can
be illustrated by a simple example1 in which a Content Service Provider 1 (CSP1)
has an agreement established with a CDN Provider (CDNPx) for the delivery of its
content; at some point in time, CDNPx agrees with a second CDN Provider
(CDNPy) to interconnect their CDNs. When a given customer of CSP1 requests
content, CDNPx may choose to deliver the content using its own infrastructure or
using the infrastructure of CDNPy. If, for instance, CDNy is an access network to
which CSP1’s customer is attached to, the best option would be to deliver the
content via CDNy. Accordingly, CDNPx can redirect the request to CDNPy and
the content is actually delivered to the user by CDNPy. With this example the
following benefits can be enumerated:

(1) Benefits to the user: better QoE, because the content is delivered from a nearby
surrogate, thus achieving lower latency, and avoiding bottlenecks;

1 Based on an example provided in IETF RFC 6770 available at http://tools.ietf.org/html/rfc6770.
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(2) Benefits to CDNPx: without the need to deploy new and extensive network
infrastructure, it may offer an enhanced service to the Content Service Pro-
vider (and to the user ultimately), thus potentially increasing its revenue;

(3) Benefits to CDNPy: without having a direct contract with CSP1, it may
receive some compensation for the delivery of its content;

(4) Benefits to CSP1: it only needs to establish a contract to one single CDNP
whilst being able to offer a QoS to its customers as it would have established
contracts to multiple CDN providers.

Despite the potential benefits of interconnecting CDNs, notably that of ‘‘foot-
print’’ extension, most of existing CDNs are still stand-alone networks (IETF
2012). However, this state of things is expected to change in the very near future,
especially fostered by work that is being conducted within the IETF, ETSI, EFIA,
Eurescom and other organizations interested in the evolution of Internet towards
the ICN paradigm.

1.3.2 Benefits

Information Centric Networks brings the following main advantages (see e.g.,
Blefari Melazzi et al. 2013):

1. Efficient content-routing. Even though today’s CDNs offer efficient mecha-
nisms to route contents, they cannot use network resources in an optimal way,
because they operate over-the-top, i.e. without knowledge of the underlying
network topology. ICN would let ISPs perform native content routing with
improved reliability and scalability of content access. This would be a built-in
facility of the network, unlike today’s CDNs;

2. In-network caching. Caching enabled today by off-the-shelf HTTP transparent
proxies requires performing stateful operations. The burden of a stateful
processing makes it very expensive to deploy caches in nodes that handle a
large number of user sessions. ICN would significantly improve efficiency,
reliability and scalability of caching, especially for video (Detti et al. 2012);

3. Simplified support for peer-to-peer like communications, without the need of
overlay dedicated systems. Users could obtain desired contents from other
users (or from caching nodes) thanks to content-routing and forward-by-name
functionality, as it is done today with specialized applications, which, once
again, do not have a full knowledge of the network and involve only a subset
of possible users;

4. Simplified handling of mobile and multicast communications. As regards
handovers, when a user changes point of attachment to the network, she will
simply ask the next chunk of the content she is interested in, without the need
of storing states; the next chunk could be provided by a different node than the
one that it would have been used before the handover. Similar considerations
apply for multicasting. Several users can request the same content and the
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network will provide the service, without the need of overlay mechanisms,
multicast is an inherent capability in ICN.

5. Content-oriented security model. Securing the content itself, instead of
securing the communications channels, allows for a stronger, more flexible
and customizable protection of content and of user privacy. In today’s net-
work, contents are protected by securing the channel (connection-based
security) or the applications (application-based security). ICN would protect
information at the source, in a more flexible and robust way than delegating
this function to the channel or the applications (Van Jacobson et al. 2009). In
addition, this is a necessary requirement for an ICN: in-network caching
requires to embed security information in the content data-unit, because
content may arrive from any network or user node and we cannot trust all
nodes; thus, end-users must be able to verify the validity of the received data;
caching nodes must make the same check, to avoid caching fake contents;

6. Content-oriented QoS differentiation (and possibly pricing); provision of
different performance in terms of both transmission and caching. Network
operators (especially mobile ones) are already trying to differentiate quality
and priority of content, but they are forced to use deep packet inspection
technologies. ICN would let operators differentiate the quality perceived by
different services without complex, high-layer procedures (Oueslati et al.
2011), and off-load their networks via caching, a very handy functionality, par
ticularly for mobile operators who can differentiate quality and priority of
content transferred over the precious radio real estate;

7. Content-oriented access control, providing access to specific information
items as a function of time, place (e.g., country), or profile of user requesting
the item. This functionality also allows implementing: (i) digital forgetting, to
ensure that content generated at one period in a user’s life does not come back
to haunt the user later on, (ii) and garbage collection, deleting from the net-
work expired information;

8. Possibility to create, deliver and consume contents in a modular and per-
sonalized way; ICN provides opportunities for better customization of the
interests of users and the content that is published by providers (SKA 2012).
This will enable more efficient consumption of content because of better
‘‘granularity’’ in how content is described and identified;

9. Network awareness of transferred content, allowing network operators to
better control information and related revenues flows, favoring competition
between operators in the inter-domain market and better balancing the equi-
librium of power towards over the top players;

10. Support for time/space-decoupled model of communications, simplifying
implementations of publish/subscribe service models and allowing ‘‘pieces’’
of network, or sets of devices to operate even when disconnected from the
main Internet (e.g., sensors networks, ad-hoc networks, vehicle networks,
social gatherings, mobile networks on board vehicles, trains, planes). This last
point is a very important one, especially to stimulate early take up of ICN in
selected (and possibly isolated) environments.
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A final overall advantage of ICN, which in a way comprehends the specific
advantages listed above, is a simplification of network design, operation and
management. Currently, content and service providers have to ‘‘patch’’ short-
comings and deficiencies of IP data delivery by using several ‘‘extra-IP’’ func-
tionalities, such as HTTP proxies, CDNs, multi-homing and intra-domain
multicast delivery, to name a few. This implies the involvement of several parties,
the use of several specific protocols, the deployment of ad hoc devices and the
interplay of different functionalities, often offered and managed by different
companies and businesses. Apart from technical complexity, such operations also
add management and administrative complexity. In an ICN environment, such
diverse functions can be integrated in the network in a smooth and seamless way,
e.g., by supporting inherently data replication, caching, multi-homing and multi-
cast delivery.

On the cons side, ICN has some drawbacks and challenges. A first, obvious con,
is that it requires changes in the basic network operation. A second con is that it
raises scalability concerns: (i) the number of different contents and corresponding
names is much bigger than the number of host addresses; this has implications on
the size of routing tables and on the complexity of lookup functions; (ii) in some
proposed ICN architectures (Van Jacobson et al. 2009), delivering contents back to
requesting users requires maintaining states in network nodes.

1.4 Research Initiatives

A range of different research initiatives and solutions have been proposed to
mitigate some of today’s problems, as highlighted in the previous sections. Some
of such initiatives, briefly described in this section, include caching and load-
balancing techniques in CDNs, dynamic increase of infrastructure, adaptation of
multimedia contents and better QoS and QoE. Various research initiatives are
investigating alternative approaches, including native information-centric network
technologies, dynamic adaptation of content and optimization of overlay networks.
The goal of these initiatives tries to essentially looking for the following answers:

• Should content access, storage and delivery be decoupled from the network
layer or are there significant advantages in a more tightly coupled content-aware
network infrastructure?

• Do the advantages offered by an information-centric network layer outweigh the
costs of deploying a new infrastructure? Are there hybrid solutions that achieve
the performance and usability gains without impacting today’s network? Do we
need a new clean state approach or is current IPv4/IPv6 sufficient?

• To what degree should applications and overlay networks cooperate with
underlying networks to optimize content delivery, reducing infrastructure cost
and improving QoE for the user?
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• How should content be pushed closer to end-users to reduce inter-domain traffic
and other delivery costs? How can CDNs interwork and cooperate with one
other to balance load and extend geographic reachability?

Many ICN architectures have been proposed so far in the framework of research
projects, including Publish-Subscribe Internet Technology (Ahlgren 2012). Such is
the case of the European-funded research projects PURSUIT, 4WARD, COAST,
SAIL, DONA, COMET and CONVERGENCE. Additionally, several initiatives
have emerged within the context of standardization organizations, notably the
Internet Research Task Force (IRTF) with goals similar to IETF but focusing on
longer-term research issues related with the Internet; the European Future Internet
Alliance (EFIA); the European Telecommunications Standards Institute (ETSI);
among others.

In next sections we will analyze the main concepts behind these architectures.

1.4.1 DONA

Data-Oriented Network Architecture represents a new paradigm that suggests that
current Internet limitations reside essentially in how Internet names are structured
and resolved (Koponen et al. 2007). Therefore, it proposes replacing DNS names
with flat, self-certifying names, and replacing DNS name resolution with a name-
based anycast primitive that lives above the IP layer.

DONA improves data retrieval and service access by providing stronger and
more architecturally coherent support for persistence, availability, and authenti-
cation. It can also be extended to provide support for caching and RSS-like
updates. However, DONA’s impact is not limited to data and service access; they
use these applications as motivating examples because they force us to think
differently about some fundamental issues, but most of these issues are not
particular to data/service access. As a result, as we describe below, DONA’s
overall design has architectural implications that range far beyond data/service
access. DONA’s name-based anycast primitive is useful for many kinds of
resource discovery; for instance, it can provide the basic primitives underlying SIP
(Session Initiation Protocol), support host mobility and multi-homing, and estab-
lish forwarding state for inter-domain multicast. Placing anycast at the naming
layer, rather than at the IP layer, allows us to design for functionality rather than be
limited by concerns about scalability, since the mechanisms need not operate at
link speed.

There is another issue where historical design is at odds with current usage. The
original Internet architecture, following the end-to-end principle, intended the
network to be a purely transparent carrier of packets. Today, however, the various
network stakeholders (such as enterprises) use middleboxes to improve security
(e.g., firewalls, proxies) and accelerate applications (e.g., caches) (Blumenthal and
Clark 2001). Because DONA’s anycast name resolution process follows
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essentially the same administrative path as the ensuing data packets, DONA can
treat the stakeholders along the path as relevant Internet actors. This allows DONA
to provide clean support for network-imposed middleboxes. This is not a repu-
diation of the end-to-end principle, in that functionality is still provided at the end
points; it is merely a recognition that operators should have, at their disposal,
architecturally coherent mechanisms to control how and what traffic traverses their
network.

DONA thus constitutes an approach to ICN, which works differently from the
CCN approach originally proposed by Jacobson (Van Jacobson et al. 2009), as it
can be see by the information contained in Table 1.1.

1.4.2 PURSUIT

The PURSUIT initiative contributes to the larger vision of Internet by focusing on
changing the routing and forwarding fabric of the global inter-network so as to
operate entirely based on the notion of information (associated with a notion of
labels to operate the fabric on) and its surrounding concerns, explicitly defining the
scope of the information. While the project does not embed the higher-level
semantics of information into the network, it intends to devise means that will
enable the higher levels to embed concerns and social structures surrounding this
information deeply within the architecture (PURSUIT 2012).

PURSUIT formulates the objectives as designing, developing and evaluating a
novel information-centric pub/sub-based inter-networking architecture that:

• Provides an improved impedance match towards application-level concepts:
One of the major functions of an inter-networking architecture is to provide an
appropriate interface to network functions that be effectively utilized by
application developers;

Table 1.1 Comparing DONA and CCN architectures (Koponen et al. 2007)

CCN DONA

Naming Structured, human-readable Unstructured, self-certifying name
carry a hash of the public key

Public key cryptography PKI associates a key with name;
names and content are signed

A directory maps public key to
real-world identity, content is
signed

Name governance Centralized or distributed Distributed
Name resolution Integrated with routing DHT resolution to Internet address
Routing Routes hierarchical names Uses internet routing for data
Caching Integrated with routing Can route through caches
Layering Independent of IP and other

layers
Shim between IP and transport
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• Provides tussle delineation of crucial functions: Building a distributed system
requires the mediation of interests stemming from (distributed) stakeholders.
The occurring tussles (i.e. the conflicts of such interests) need to be accom-
modated by the architecture in order to provide a suitable ground for innovation
and overall societal viability;

• Enables optimization of sub-architectures: The inter-networking architecture
provides a unifying approach for inter-networking disparate systems on global
scale. PURSUIT assumes that the current heterogeneity of technological
approaches to networking in particular domains will prevail, expressed in a
variety of wireless and wireline technologies. It is the clear goal of each
infrastructure provider to optimally utilize the resources its infrastructure pro-
vides. Hence, optimization of individual sub-architectures is an important design
goal in order to make the inter-networking architecture viable in large scale;

• Provides high performance: The inter-networking function is crucial to make
distributed applications work in high performance. Hence, developing design
choices that follow suit with the expected evolution of technologies such as
optical or new wireless is essential for any adoption of the network architecture;

• Scales to the needs of the Future Internet: Scale is essential for the inter-
networking function in a global Internet. The proliferation of digital technolo-
gies drives the need for scale in the future, driven by increasing digitization of
material that is being made available in the network.

PURSUIT, similar to its predecessor publish-subscribe internet routing para-
digm (PSIRP), is an architecture design project that attempts to build solutions for
a new form of internetworking. The project intends to undergo all the stages from
early evaluation of existing work to design of a solution that is intended to be very
different from what we know today in our networks. The PSIRP project established
and successfully tested a design methodology that has proven to be effective in a
project of the size of PSIRP (and PURSUIT) as well as accommodate the desire of
individual researchers to perform world-class research. This approach has been
also adopted for PURSUIT.

The major challenge in PURSUIT is to create the right combination of bottom-
up ideas and top-down rationalization (which can be seen as forming a somewhat
rigorous design process). The promoters of the initiative recognize that the bottom-
up approach is of utmost importance to push the limits within the goals of the
PURSUIT project. The team structure of PURSUIT encourages this bottom-up
approach and it is expected that in particular design choices are pushed forward in
this manner.

This view on PURSUIT approach, as a combination of bottom–up work and
top–down rationalization, leads to the following methodology for the architecture
design (Fig. 1.4).

There are many scenarios in which the development of a PURSUIT Internet
would be beneficial, ranging from content distribution over improvements to the
World Wide Web and collaborative value chains to sensor networks. Within the
work in the predecessor project PSIRP, PURSUIT developed a set of specific
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examples that intends to highlight the benefits of an information-centric Internet in
terms of (i) information access anywhere and anytime, (ii) security and safety, and
(iii) policy-based handling of information.

1.4.3 4WARD

4WARD has performed research on the architecture of a Future Internet adopting a
‘‘clean slate’’ research approach. This means that the practical constraints of
evolving from the existing TCP/IP-based network architecture is temporarily
ignored in the interest of discovering a design that is ideally adapted to present and
expected future usage and is not forced to adapt to architectural decisions made
some 30 years ago with quite different objectives and constraints. An architecture
following this approach may be seen as a target for the current network to evolve
to. It may alternatively be seen as the blueprint of a parallel architecture that could
coexist and interoperate with IP, gradually expanding and taking over the func-
tions of the old network (4WARD 2012).

The strategic objective of 4WARD is to increase the competitiveness of the
European networking industry and to improve the quality of life for European
citizens by creating a family of dependable and interoperable networks providing
direct and ubiquitous access to information. 4WARD’s goal is to make the
development of networks and networked applications faster and easier, leading to
both more advanced and more affordable communication services.

Fig. 1.4 Architecture design
principles of (PURSUIT
2012)
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4WARD approach combines on one hand innovations needed to improve the
operation of any single network architecture and on the other hand multiple
different and specialized network architectures that are made to work together in
an overall framework. More specifically, 4WARD works:

• On innovations overcoming the shortcomings of current communication net-
works like the Internet;

• In a framework that allows the coexistence, inter-operability, and complemen-
tarity of several network architectures;

• In an integrated fashion, avoiding pitfalls like the current Internet’s ‘‘patch on a
patch’’ approach.

4WARD introduces a New Architecture Concepts and Principles (NewAPC)
and explores a new approach to allow for a plurality and multitude of network
architectures: the best network for each task, each device, each customer, and each
technology. Unlike the multitude we had in the past, where different incompatible
technologies were competing with each other, NewAPC is working on developing
an architecture framework that will allow networks to bloom as a family of
interoperable networks. Networks will coexist and complement each other, each of
them addressing individual requirements such as mobility, QoS, security, resil-
ience, wireless transport and energy-awareness.

One of the basic tenets of 4WARD is that the Future Internet shall allow
multiple networking solutions to coexist, not only in the link and the application
layer as in the Internet today, but also in the network and transport layers. Network
Virtualization is ideally suited to allow the coexistence of different network
architectures, legacy systems included. Virtualization is thus not only an enabler
for the coexistence of multiple, possibly revolutionary, architectures, but also
provides a smooth path for the migration towards more evolutionary approaches.
This way, virtualization can help to keep the Internet evolvable and innovation-
friendly, particularly since it can mitigate the need to create broad consensus
regarding the deployment of new technologies among the multitude of stake-
holders that make up today’s Internet. By decoupling the infrastructure from the
services, virtualization can provide the opportunity to roll out new architectures,
protocols, and services without going through the slow and difficult process of
creating such consensus.

Virtualization further provides a general approach for network service providers
to share a common physical infrastructure. This is particularly beneficial in net-
work domains where the deployment costs per user are predominant and are an
encumbrance for frequent technology replacement, as is the case for instance in
access networks. The architecture adopted by 4WARD for virtualization man-
agement is provided in Fig. 1.5.

4WARD introduces the In-Network Management, which is a novel paradigm
to manage networks in the Future Internet. Discovery of network capabilities
and adaptation of management operation to current working conditions are key
elements in the novel management paradigm.
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In traditional Internet management (Fig. 1.6), the management functionality
resides outside the network, in dedicated management stations and servers. In
commercial networks, interactions between these elements often occur out-of-band,
through special communication networks. For emerging large-scale, dynamic

Fig. 1.5 Virtualization management architecture (4WARD 2012)

Fig. 1.6 Traditional internet
management approach
(4WARD 2012)
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network environments however, the approach turned out to be inadequate and
alternative approaches must be developed.

In-Network Management (Fig. 1.7) is a new paradigm for network manage-
ment, where management functions come as embedded capabilities of the devices.
With this approach, network elements have embedded ‘‘default-on’’ management
capabilities, consisting of several autonomous components that interact with each
other in the same device and with components in neighboring devices. Glued
together with a set of discovery and self-organizing algorithms, the network ele-
ments form a thin ‘‘management plane’’ embedded in the network itself.

The In-Network Management paradigm can be interpreted as pushing man-
agement intelligence into the network, and, as a consequence, making the network
more intelligent: as a consequence, objectives and costs of management operations
can be adapted according to local working conditions. The network, which now
includes the management plane as a part, can execute end-to-end management
functions on its own and perform, for instance, reconfigurations in an autonomous
fashion. It reports results of management actions to an external management
system, and it triggers alarms if intervention from outside is needed.

The architecture of In-Network management first of all models how manage-
ment capabilities are embedded inside the services of a node. On this basis, it is
then possible to compose them, in such a way that the embedded functions are
coordinated with each other. Out of smaller autonomous components, more
complex management functions can be constructed in the management plane.

The goal of In-Network Management is to achieve scalable, robust management
systems with low complexity for large-scale, dynamic network environments. The
guiding principles to achieve this goal are decentralization and self-organization.

Fig. 1.7 In-network
management approach
(4WARD 2012)
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The networking of information approach was also an important contribution of
4WARD. The traditional role of networking has been to interconnect remotely
located devices like computers or telephones. This function is increasingly rec-
ognized to be ill-adapted and inadequate for the information-centric applications
that currently generate the vast majority of Internet traffic.

In 4WARD a different approach was taken. Instead of the node-centric para-
digm, the project adopts an information-centric paradigm. In this paradigm, the
communication abstraction presented to applications is based on transfer of
application data objects instead of the end-to-end reliable byte-stream used by the
majority of applications today.

The current semantic overload of the IP-address as both node identifier and
locator, indicating the current point of attachment in the network topology, is
replaced by a clear separation of information self-certifying object identifiers and
locators. Several models for abstracting the location and focusing on networking
between (mobile) hosts have been proposed, e.g., the Host Identity Protocol (HIP),
the Internet Indirection Infrastructure (I3), the Layered Naming Architecture and
the NodeID proposal. 4WARD will build on this prior work and by taking it one
step further, the user will be able to design a networking architecture where
mobility, multi-homing and security is an intrinsic part of the network architecture
rather than add-on solutions. It will also allow users to gain increased control over
incoming traffic, which will enable new possibilities for defending against denial
of service attacks. The self-securing property also intrinsically facilitates possi-
bilities for effective content protection and access rights management.

The need for ICN is manifested by the increasing number of overlays that are
created for the purpose of information dissemination (e.g., Akamai CDN,
BitTorrent, Skype, and Joost). Their objective is to distribute information by relying
on users to exchange pieces of data between themselves, massively distributing the
load away from any central server, and scaling automatically to any group size.
4WARD will integrate much of the functionality of these overlays, including
caching functions where the ‘copies’ are as the originals, in a common and open
information networking service that can generally be used by applications.

4WARD extends the networking of information concept beyond ‘‘traditional’’
information objects (e.g., web pages, music/movie files, streaming media) to
conversational services like telephony, and store-and-forward services like email.
Special attention will be paid to how this affects wireless communication and to
how services can be made to work in an environment with a heterogeneous and
disruptive communication infrastructure.

1.4.4 COAST

The COAST project aims to build Future Content-Centric Network (FCCN)
overlay architecture able to intelligently and efficiently link billions of content
sources to billions of content consumers and offer fast content-aware retrieval,
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delivery and streaming, while meeting network-wide Service Level Agreements
(SLAs) in content and services consumption (COAST 2012). This will be achieved
by combining intelligent network caching, searching, and network, terminal and
user context awareness.

In short, we may specify the COAST functionality as a FCCN that:

1. Provide mechanisms to get the location of contents;
2. Identify/analyze what content and traffic is flowing through the network routers;
3. Replicate and cache the content efficiently at the ‘‘best’’ place in the network;
4. Dynamically identify what is the ‘‘best’’ host/cache and the end-to-end path (in

terms of both efficiency and network-friendliness) for content delivery and
streaming to a user;

5. Provide the ‘‘best’’ Perceived Quality of Service (PQoS) to the user by inter-
actively adapting the content, based on the user and the terminal capabilities,
requirements and context.

A major key enablers of COAST is to allow for incremental deployment of
intelligent services into the network. COAST will progressively move intelligence
in the network by implementing new networking nodes (edge routers, home
gateways, terminal devices), with visibility into the type of data that they are
carrying or caching. This content-level information can then be used by the routers
to make more intelligent retrieval, routing and data handling decisions. Unlike
other approaches, COAST relies on distributed ‘‘on-line’’ searching of published
content (digital objects, streams and services) and ‘‘on-the fly’’ extracting infor-
mation of the flowing streams, leaving the actual decision-making to the routers. In
a second step, COAST provides for content adaptation and optimal distribution
over the Future Media Internet.

COAST aims to build a Future Content-Centric Network (FCN) overlay
architecture (Fig. 1.8), where the users will just specify which content or service
they need, and the COAST framework will find the desired or the most relevant
data and forward it to the users in an efficient, timely and network-friendly way.

To realize the above vision, COAST focus on three key innovation pillars:

• ‘‘On the fly’’ identification and distributed ‘‘on-line’’ discovery. COAST creates
a content-aware network of intelligent nodes (edge routers, home gateways,
terminal devices), which will (a) ‘‘on the fly’’ identify/classify content and
identify Web services via inspection of the traffic that flows through them and
(b) discover ‘‘on line’’, where services are located and content is located/cached,
in order to optimal match users’ requests with availability, while meeting
specific Service Level Agreements (SLAs) in content consumption;

• Content-Aware Delivery Network Architecture. COAST efficiently and
dynamically discovers the underlying network infrastructure as well as user
terminal devices and user needs considering the (possibly variable) capacity and
quality (especially variable with mobility), the actual foreground (multimedia
distribution) and background (other traffic) load, and construct content-aware
overlays to offer distributed, robust and network-/service-provider friendly
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content delivery with optimal utilization of the networking topology and
resources;

• Future media content adaptation and enrichment. COAST provides for scalable,
high-definition 3D/free-viewpoint video with interactive virtual panning/
zooming, which will be on-the-fly adapted, enriched and optimized to the user
preferences, network and terminal characteristics and conditions and optimal
streamed over dynamic constructed overlays.

COAST provides a number of service scenarios, which tries to demonstrate the
COAST added value and extract the major COAST functionality and core COAST
services. The scenarios created are the following:

• Home based scenarios—this group of service scenarios mainly correspond to
Internet access and infotainment consumed or generated from the home
environment;

• On-the-move scenarios—this group of scenarios describe the COAST func-
tionality that target mobile devices such as laptops, PDAs or mobile smart
phones (with calendar and sensory support);

• Social Networks/Enterprise Related Scenarios – this group of scenarios include
the utilization of COAST in enterprise and social environments.

1.4.5 SAIL

SAIL’s objective is the research and development of novel networking technol-
ogies using proof-of-concept prototypes to lead the way from current networks to
the Network of the Future. SAIL leverages state of the art architectures and
technologies, extends them as needed, and integrates them using experimentally-
driven research, producing interoperable prototypes to demonstrate utility for a set
of concrete use-cases. According to the SAIL consortium (SAIL 2012) the SAIL’s

Fig. 1.8 Proposed overlay architecture of (COAST 2012)
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architecture reduces costs for setting up, running, and combining networks,
applications and services, increasing the efficiency of deployed resources (e.g.,
personnel, equipment and energy).

SAIL aims at improving application support via an information-centric para-
digm, that replaces the old host-centric one, whilst developing for that purpose
concrete mechanisms and protocols to realize the benefits of a Network of
Information (NetInf). SAIL enables the co-existence of legacy and new networks
via virtualization of resources and self-management, fully integrating networking
with cloud computing to produce Cloud Networking (Murray et al. 2012). SAIL
embraces heterogeneous media from fiber backbones to wireless access networks,
developing new signaling and control interfaces, able to control multiple tech-
nologies across multiple aggregation stages, implementing Open Connectivity
Services (OConS).

In SAIL the interaction patterns of emerging applications no longer involve
simply exchanging data end-to-end. These new patterns are centered on pieces of
information, being accessed in a variety of ways. Instead of accessing and
manipulating information only via an indirection of servers hosting them, putting
information objects at the centre of networking is appealing and has resulted in the
notion of a Network of Information. A Network of Information simplifies com-
munication compared to end-to-end or store-and-forward networking, making it
more suitable for large-scale, complex applications and for improved programmer
and network efficiency. By caching multiple, equal copies of the same information
object, a Network of Information natively supports large-scale content distribution.
These properties also make a Network of Information suitable for delay tolerant
networking. The Network of Information architecture natively supports mobility of
information objects, nodes, users, and applications. But it is still unclear how to
make sure that such a Network of Information-based communication model can be
supported efficiently in the network at runtime. For example, the model mandates
that information be available near to its point of consumption, but that entails
caching inside the network—it is not clear how to integrate such caches in routers,
especially as the overall network scales up. However, such integration will provide
substantial benefits, e.g., by reducing information access delay and required
bandwidth, improving dependability, and simplify network operation.

Furthermore, network applications can fluctuate rapidly in popularity and in
terms of the amount of user interaction. This makes provisioning a difficult
problem, both on the server and storage side, as well as on the networking one. On
the server and storage side, cloud computing has successfully addressed many of
these challenges, using virtualization as a core technique. However, it is still
unclear how to provide suitable network support for such highly variable appli-
cations when they run not just over the tightly-controlled, custom-tailored network
of a cloud computing operator, but inside more complex, more diverse telecom-
munication operator networks. Even if it is possible to provide the computational
resources, it is not obvious how to dynamically provide the necessary networking
support/capacity or the complex networking topology required by, e.g., a multi-tier
web application. Nor is it obvious how to provide networking support for
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distributed cloud systems, spanning multiple networks and operated by different
entities. A complex example scenario would be a Network of Information not only
serving static, but dynamic information (e.g., results of database queries made to
travel websites, or cookie-like state of a distributed application), requiring com-
puting resources dynamically allocated and networked in a flash network slice
when the Network of Information entities are reaching capacity limits.

In principle, the raw technologies for efficiently transporting even very large
amounts of data are already in place (e.g., optical circuit switching), but these do
not mesh well with current Internet control concepts (e.g., packet switching and
connection-less networking). Indeed, current solutions struggle with the hetero-
geneity of the deployed networks and cannot seamlessly integrate control of these
resources from the edge (i.e. using the context known to the application). For
example, it is practically impossible to exploit the diversity of communication
technologies used at two endpoints by switching between technologies, as the rate
of the data flow changes (e.g., random variations in channel quality or structural
differences in channel properties like different delay/data-rate tradeoffs). Similarly,
efficient multi-path/multi-protocol/multi-layer optimization is still infeasible.
Cloud Networking, and especially Network of Information, will substantially
change the traffic patterns and data flows in the Internet and make the requirement
for agile connectivity service even higher.

SAIL deals with particular aspects of a real, complex network. Figure 1.9 shows
how entities are all reflected differently in Network of Information, Cloud Net-
working, and Open Connectivity Services, yet all three aspects stay connected and
in relation to each other. The figure also highlights that one expects the Network of
Information and Cloud Networking aspects to appear multiple times, while the
Open Connectivity Services one constitutes a single basis for the other two.

Fig. 1.9 SAIL’s three main technical objectives (SAIL 2012)
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1.4.6 COMET

The COntent Mediator architecture for content-aware nETworks (COMET)
intends to take a unified approach to content location, access and distribution,
irrespectively of the intermediary used. COMET introduces a global naming
scheme and optimizes both content source selection and distribution, by mapping
the content to the appropriate network resources based on transmission require-
ments, user preferences, and network state. Content and network-aware mapping
will consider current, evolutionary and revolutionary network approaches
(COMET 2012). The architecture addresses two key aspects:

• Global content naming and addressing, with supporting infrastructure for search
and content name resolution to the relevant identifiers required for access;

• Unified access and user-, content- and network-aware distribution by mapping
the content onto the appropriate network resources through supporting infra-
structure, providing content- and network-aware access to every type of content
through all possible types of distribution media.

There are two major conceptual entities in COMET: Content Mediation Server
(CMS) and Content Aware Forwarder (CAF).

The CMS is a key conceptual entity introduced by COMET that is responsible
for the diverse forms of content manipulation, as for instance, content publication,
resolution or delivery operations. All these processes need collaborations between
CMS entities, in which case communication protocols are necessary between
CMSs for fulfilling specific tasks. Although conceptually the CMS is one entity, in
real implementations, it can be a combination of several physical machines with
each of them providing separate services but interconnected to form a coherent
mediation plane.

The CAF is another key entity for enabling content distribution across the
global Internet. CMSs are not necessarily responsible for actually carrying the
content from the content source to the individual Content Consumers. Instead,
such role is fulfilled essentially by content aware forwarders (CAF entities).
Compared to legacy IP routers, content aware forwarders are capable of processing
content packets based on their identifiers in a native way, while it is not necessary
to force all routers within an ISP’s network to be content aware. In such a scenario,
content aware forwarders form a virtual network infrastructure for actually
delivering the content.

Besides the tow major entities presented above, two other entities have the
mission to identify the physical end points involved in the end-to-end content
distribution. These are the following:

• Content Server—the server that actually hosts content is referred to as Content
Server. It should be noted that Content Server are typically maintained by
Content Providers, and hence it does not belong to the COMET system;
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• Content Client—the actual end host machine, which is the destination of a content
flow. In practice, Content Clients are owned by Content Consumers. Like the
entity above, also Content Client is not an integral part of the COMET system.

COMET system offers two types of content-based operations: content publication
(Content Provider oriented) and content consumption (Content Consumer oriented).
Figure 1.10 schematizes these processes and represents the involved entities.

The content publication is the process of making content available to Content
Consumers. Replicas of a specific content object are stored in content server
owned by Content Providers. Once a Content Provider has new content, it needs to
notify the COMET system, specifically the CMS entity, for making it available for
access across the Internet. On the other side, content consumption is the process
initiated by a Content Consumer to receive the requested content. This process is
mostly transparent to the Content Consumer who, through a Web browser, just
needs to click on a hyperlink or to type in the corresponding URL.

The COMET project follows a 2-plane approach, including a Content Media-
tion Plane (CMP) and a Content Forwarding Plane (CFP), as shown in Fig. 1.11.

Fig. 1.10 Schema of content publication and content consumption (COMET 2012)

1 Approaches for the Development of Information Centric Networks 25



The basic task of CMP is to locate the actual content server that hosts the
requested content. In case multiple content servers have the requested content, it is
the responsibility of the CMP to find the best candidate according to specific
criteria, such as server load conditions and/or the associated delivery path quality.
From this point of view, both the aforementioned name resolution and content
resolution functions are typically enforced in the CMP.

The Content Forwarding Plane (CFP) is in charge of delivering the content,
once requests are resolved based on its current knowledge of both the network and
server status. Thus, once the requested content has been found (or the best copy is
identified, when there are available multiple copies of the same content), the CFP
will be responsible for enforcing the actual path back to the Content Consumer
from the identified content source.

The two planes (CMP and CFP) are not independent of each other and are
required to communicate to achieve smooth and complete operation of content
access (i.e. from the request issued by the Content Consumer to the final delivery
of the content back to the requester). As an example for such a vertical interaction
between the CMP and the CFP, the CMP will require information from the CFP to
achieve network-awareness, whereas, on the reverse direction, the CFP will
require information from the CMP in establishing the most suitable paths for the
transportation of content with specific QoS requirements. This bi-directional
interaction of both planes is instrumental in achieving a seamless content delivery.

1.4.7 CONVERGENCE

CONVERGENCE advocates that the original Internet conceived as a ‘‘network of
hosts’’ is evolving into an Internet of services, an Internet of media, an Internet of
people and an Internet of things. This implies a strategic shift from ‘‘host-centric’’

Fig. 1.11 COMET two-plane approach (COMET 2012)
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to ‘‘content-centric’’ and ‘‘data-centric’’ networking. Against this background,
CONVERGENCE proposes to enhance the Internet with a novel, content-centric,
publish-subscribe service model, based on the concept of Versatile Digital Item
(VDI): a common container for all kind of digital content, derived from the
MPEG21 standard (CONVERGENCE 2012).

The VDI is a ‘‘package’’ of digital information with a unique, host-independent,
self-certifying identifier, capable of encapsulating any kind of digital information,
including information on media, services, people and ‘‘real world objects’’. A VDI
also contains metadata, describing its content. VDIs can be used both to publish
and to subscribe to content. Networking functionality allows storage and routing of
VDIs through the network. An open source middleware exposes network func-
tionality to information providers and consumers, allowing them to search for,
retrieve, modify and revoke VDIs. CONVERGENCE makes it possible to main-
tain access to VDIs when they move from one host to another, protect user security
and privacy, and provide support for ‘‘digital forgetting’’, ensuring that VDIs are
deleted when they pass a user-defined expiry date. An RDF-based Community
Dictionary Service supports search for user-defined metadata. CONVERGENCE
concepts have been tested in iterative cycles of research, design and experiment,
studying their usefulness in real-life business scenarios, integrated into partners’
product cycle, and using large-scale FIRE facilities to investigate their scalability
and robustness.

CONVERGENCE targets professional and non-commercial providers and
consumers of digital content, allowing them to publish, control, search for, and use
content, independently of the structure or geographical location of the content.
Users will be able to define their own policies for using, authenticating, protecting
and revoking VDIs. The functionality provided by VDIs supports new models of
use and new business models, difficult or impossible to implement on the current
Internet architecture.

The next chapters of this book will analyze with some level of detail the
architecture of CONVERGENCE, its main functionalities and implementation
strategy.

1.5 Conclusions

Information Centric Networking is one of the major themes driving research
challenges in the Future Media Networks over the next decade. As applications
become more distributed and interactive, many of the traditional network functions
of naming, addressing, routing and forwarding become strongly influenced by the
applications and the related content/media.

Currently, the originally ‘‘best effort’’ principle of Internet operation is not good
enough to deliver the QoE end-users want. Furthermore, streaming audio and
video, file downloads, online games, software-as-a-service and social networking
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demand different quality parameters such as bandwidth and network delay, and
such selectiveness is not natively supported in the current Internet.

CDNs need to be customized according to the content they deliver, which
implies that there is no single solution for all applications. In addition, CDNs are
typically used by professional content creators and are not for free, which leaves
small players and non-professional providers without a content distribution
service.

The future approaches should try to harmonize the overall CDNs, rather than
focusing on individual network entities, in order to support an end-to-end QoS and
QoE architecture over heterogeneous networks, applied to a variety of audio-visual
services that are delivered to various user terminals. Furthermore, future approa-
ches shall mitigate the current main challenges of CDN architecture in terms of
security, efficient algorithms for load balancing, content caching and replication.
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Chapter 2
CONVERGENCE Architecture a Concise
Overview

Maria Teresa Andrade, Nicola Blefari Melazzi,
Charalampos Patrikakis and Richard Walker

Abstract Conceived as a network of Hosts, the Internet is evolving into a network
of content and services. To meet new demands associated with this evolution,
CONVERGENCE proposes a novel content-centric architecture, supporting a
publish-subscribe paradigm for this enhanced Internet. The strategic goal of the
project is to design, test and refine this framework using one or more available
experimental facilities. This chapter starts by providing a description of the major
concepts and challenges that guided the conception and design of the CON-
VERGENCE architecture. It then describes, with some level of detail, the devised
solution, in terms of its components, corresponding high-level functionality and
hierarchy. It concludes by illustrating how such architectural components can be
used, with the presentation of concrete deployment scenarios.

2.1 Introduction

The Internet was developed with a host-centric approach. However, it is now
evolving into a direction where the key elements will no longer be ‘‘hosts’’, but
rather exchanged data and services (Aitenbichler et al. 2010, Zahariadis et al.
2010). In this process, the amount and variety of resources available on-line, which
has already significantly increased, is expected to continue to rise, turning search
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and retrieval of useful content into an extremely difficult task for the average
Internet user. Within this context, it is of utmost importance to allow the efficient
establishment of relationships between comparable resources and to allow search
engines to use those relationships with the aim of helping users to find resources of
their interest.

The current Internet architecture and the services that are made available
through it, are not fully adequate to address these new challenges in an optimal
manner, nor are they prepared to allow on-line businesses to be deployed taking
full advantage of Internet’s overall potential. In this context, the CONVERGENCE
project proposes to develop key enhancements to the current Internet architecture,
to support and foster the referred on-going Internet evolution. Specifically,
CONVERGENCE introduces:

• the concept of the Versatile Digital Item (VDI), an extension of the MPEG-21
Digital Item (DI) (MPEG-21 2005), acting as the fundamental unit of transac-
tion and distribution of resources, representing information about media, Real
World Objects, services and people;

• a new networking functionality supporting publication/subscription, discovery,
routing and authentication of VDIs;

• a new middleware that operates on top of the networking mechanisms, sup-
porting and taking advantage of its novel functionality whilst pervasively
employing the VDI container. This middleware platform offers application
developers an open set of tools to deploy their own applications over it; the
middleware includes a Community Dictionary Service, supporting semantically
accurate search;

• novel security and privacy mechanisms including support for ‘‘digital
forgetting’’.

• applications, relevant to the needs of business and educational organizations
participating in the project, and tools, which are re-usable elements, facilitating
re-use of code in applications: an application can make use of several tools.

Based on the identified challenges and on the substantiation of the paradigm
shift currently being observed in the Internet, CONVERGENCE has set as a major
goal, the enhancement of the Internet by means of a content-centric, publish-
subscribe service model Eugster et al. (2003). Simultaneously, and contributing to
this aim, it defined and built the necessary functionality to manipulate a novel
format for the declaration and representation of resources on the Internet.

This new format, the Versatile Digital Item (VDI), is able to support all
information objects and services, as well as representation of people and Real
World Objects (RWOs). VDIs are the basic packaging, distribution and transaction
unit in the CONVERGENCE system and hence in the new Internet architecture
that CONVERGENCE advocates. They can incorporate any kind of information,
including, for instance, signaling and control information. This minimizes the need
for information storage outside this data unit (though this is still possible).

The introduction of VDIs is one of the key features of the new Internet solution
envisioned by CONVERGENCE. This choice is coherent with the current trend of
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‘‘content-centric’’ networking, whereby the network layer provides users with
content, instead of communication channels between hosts, and is aware of this
content, i.e. it knows at least its name. This shift is analogous to the shift from
circuit to packet switching. In circuit switching a PCM slot contains only user data
whereas in packet switching, an IP datagram also contains (among other things), a
destination address. Similarly, in ‘‘content switching’’, the VDI contains a com-
plete package of user data and meta-data describing content and how to handle it.

As previously explained, the VDI container can be used to declare and package
any kind of digital resources, such as media files or data about services. It is also
able to perform the declaration of people and RWOs, such as, for instance, items of
merchandise identified with an RFID. Furthermore, VDIs bind meta-information to
the declared resources, in order to describe the context, content and structure of
such resources (other VDIs, audio, images, video, text, descriptors of RWOs,
descriptors of people etc.). The employed meta-data include: structural informa-
tion for the description of the composition of VDIs; semantic information to
provide a characterization of the declared resources; cryptographic information to
enable the robust authentication and protection of information included in the
VDIs; usage rights information for the definition of users’ rights to manipulate the
VDIs and their resources; expiration information to provide support for ‘‘digital
forgetting’’; and identification information to enable the universal differentiation of
all VDIs as well as their logical binding to their corresponding network-level
information packets.

Another key feature of CONVERGENCE is the support of a publish/subscribe
service model. Within such a model, subscribers register their interest for a sub-
ject, or for a pattern of subjects, and are asynchronously notified of relevant
resource publications, (done by publishers). The publish/subscribe service model
effectively decouples the application end points in both space and time. This
decoupling enables a greater systemic scalability, a more dynamic network
topology and a much enlarged and flexible typology of services.

Figure 2.1 depicts the main players in the CONVERGENCE pub/sub frame-
work, i.e. publishers and subscribers. Publishers advertise their resources (data and
service-access-points) on the CONVERGENCE system, by way of publications.
Subscribers register, within the system, their interest in specific resources or topics.
The system notifies subscribers when resources matching their interests become
available. Users can also search for resources, in which case the system imme-
diately provides a response. A search can be seen as a special form of subscription
where the response is synchronous to the request.

The publication and subscription procedures in CONVERGENCE naturally
employ VDIs. In a publication event, a resource is published by creating its VDI
and injecting it onto the CONVERGENCE system. Publication VDIs contain
meta-information as listed above, among which information that semantically
characterizes the declared resources. Subscriptions are performed by creating a
VDI containing the criteria that represent the subscriber’s needs and preferences.
Subscription VDIs thus contain meta-information that identifies the users’ needs
and preferences. The CONVERGENCE system compares subscription VDIs with
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publication VDIs to detect matches and subsequently notify the relevant sub-
scribers of the existence of resources meeting their requirements.

The VDI object is thus seen by CONVERGENCE as the vehicle through which
the future Internet will provide the support for a whole set of operations inherent to
the publication, subscription, access to and transaction of any kind of resources
within a publish-subscribe operational paradigm. The CONVERGENCE archi-
tecture delivers a comprehensive, distributed and extensible set of open software
engines, that collectively provides the necessary functionality to manipulate VDIs,
enforcing a publish-subscribe operation and enabling the implementation of a
broad range of services on top of it.

2.2 The Layered Architecture

CONVERGENCE specifies an Information and Communication Technology (ICT)
system adopting a three-level architectural model. It comprises a set of innovative
technologies, partially based on open standards, which cooperate to offer the
content-centric publish-subscribe functionality referred to in the previous section.

Figure 2.2 illustrates the layered approach adopted by CONVERGENCE for
the new Internet architecture that it advocates. The picture depicts the three
functional levels of the CONVERGENCE system (Application, Middleware and
Computing Platform), summarizing the scope of each level and the kind of
information exchanged at the interfaces between levels. Each such functional level
is an aggregate set of conceptually similar functionality.

Fig. 2.1 Service model
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2.2.1 Application Level

The set of all CONVERGENCE applications comprises the Application Level, or
CoApp. These applications, which can be freely downloaded and installed, provide
any user with the means to create, process, manage and consume VDIs and their
components and resources, albeit not requiring that users have specific knowledge
on VDIs. They are the direct vehicle through which users can flexibly manipulate
digital resources and deal with physical objects and their digital counterparts, as
well as with people and their digital identities.

The CoApp level thus provides the mechanisms to transparently exploit the
functionality offered by the services running at the lower levels of the CON-
VERGENCE architecture, specifically, at the Middleware level. Creators who
want to make their resources available on the CONVERGENCE network need to
generate corresponding publication VDIs. This is accomplished via CoApp
mechanisms. Once created, these VDIs are injected in the network through the
Middleware level, where they undergo further manipulation. This step allows the
system to extract meta-data, which is crucial for enabling VDIs to be subsequently
searched and accessed. Accordingly, the CoApp and Middleware levels exchange
resources and VDIs at the interface between them. For that purpose, the Mid-
dleware level offers a standard Application Programming Interface (API) known as
the CoMid API. Employing it, applications can resort to the services of local or
remote middleware instances.

Convergence Applications

Convergence Middleware

Convergence Computing Platform

CoMid API

CoNet and CoSec API
APIs to local HW/SW resources

Middleware level
VDI management
Resource-discovery and storage
Publication/Subscription handling

Infrastructure level
Access to named - resources
Delivery of named – data
and un-named-data
Security services
Local filesystem and HW

Application level

VDIs
resources

Named-resources
Un-named-data

Credentials
Access rights

Fig. 2.2 Overview of CONVERGENCE architectural levels
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To expedite the development of applications, CONVERGENCE defines special
re-usable application elements called tools, which facilitate the re-usage of code
across applications. The CoApp level is thus logically divided in two sub-levels: a
User Applications sub-level and a Tools sub-level. Therefore the term Application
can be used in a wider sense to refer to both User Applications and Tools.

As illustrated in Fig. 2.3, five major Application functionalities and corre-
sponding Tools have been defined within the CoApp level. They have been
identified as the ones that provide the core functionality needed by the vast
majority of high-level applications populating the future Internet. Further func-
tionality may be provided by accessing the services offered by the middleware or
through the development of new Tools.

2.2.2 Middleware Level

The CONVERGENCE Middleware (CoMid) level enable and handle the creation,
retrieval, manipulation and consumption of VDIs. The CoMid allows users who
create resources (User-producers) to submit and publish their creations as VDIs,
making them available to all other users (User-consumers). Upon publication of
such VDIs, CoMid provides CONVERGENCE users with the means to search for
them according to semantically precise search criteria. CoMid also handles the

Fig. 2.3 The CoApp level and its interface to the CoMid
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registering of User-consumer subscriptions, their matching to incoming publica-
tions and the automatic notification of relevant User-consumers when VDIs
matching their interests become available. The CoMid is thus responsible for the
delivery of search results and notifications to the Application level.

CoMid is based on the MPEG-M standard (MPEG-M 2013 a, b, c). This
standard provides a distributed eco-system of Engines, i.e. components that can be
activated by Applications running on MPEG-M compliant devices. Similarly,
CoMid defines a set of Engines providing services that are exposed to Applications
running on CONVERGENCE devices. The set of Engines defined by CoMid
builds on and expands the MPEG-M design. Specifically, new Engines are
introduced by CONVERGENCE to deliver the following functionality, non-
existent in the MPEG-M standard:

• implementation of the publish/subscribe paradigm on top of MPEG-M Event
Notification services;

• possibility to perform semantically precise search for and subscription to pub-
lished resources.

There are two main classes of Engines:

• Protocol Engines (PE) that activate functionalities in remote or local peers;
• Technology Engines (TE) that are typically called by PEs to execute specific

operations.

PEs can be seen as the coordinators of specific procedures to be performed over
VDIs. These engines configure, interconnect, trigger and use TEs to perform such
procedures. TEs can be seen as the unitary operational components that make up
the PEs. They implement specific unitary operations and cooperate amongst
themselves to deliver the complete desired functionality of the PE.

PEs are associated to Elementary Services (ESs). An ES, a concept imported
from the MPEG-M standard (MPEG-M 2013tris), consists of a basic unit of
functionality, offered by MPEG-M, having a specific value or meaning to the
Application or User. An ES constitutes a pillar functionality of MPEG-M and,
likewise, of CoMid.

In functional terms, the CoMid is composed of two major building blocks: the
block providing functionality to manipulate VDIs and the block providing func-
tionality to enable semantically-rich processing of VDIs.

The former block is composed by a number of MPEG-M defined Engines, as
well as by a limited number of CONVERGENCE-specific Engines. Among those
that have been adopted from MPEG-M, some are used in their original format,
whereas others have been extended to adapt to requirements identified in
CONVERGENCE.

The latter block comprises essentially two components: the CONVERGENCE
Core Ontology (COO) and the Community Dictionary Services (CDS). The CCO
enables the creation of a semantic overlay, organized into fractal spaces with
precise semantic meaning, for an efficient distribution of VDIs. The CDS is
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implemented as a TE and it enables the translation between ontologies (more
specifically, between external ontological models and the CCO’s and vice versa).
It thus enables the CoMid to support ontologies with concepts and properties
different from those defined in the CCO, and, consequently, enables users to
develop and employ dedicated ontologies when describing their resources.

Being an intermediate level, CoMid offers two APIs. Through them, applica-
tions at the upper level can invoke functionality offered by CoMid, as explained in
the previous sub-section. At the lower level, CoMid may request services from the
Computing Platform level. VDIs are exchanged through these interfaces in both
senses: from top to bottom, upon creation of resources and subsequent encapsu-
lation into VDIs, as well as when publishing and distributing these VDIs within the
network; from bottom to top, when accessing, retrieving and consuming VDIs
previously published into, and disseminated throughout, the network.

An application call may involve more than one PE or TE. Therefore CON-
VERGENCE provides a standard mechanism for ‘‘aggregating’’ PEs and
‘‘orchestrating’’ TEs. A similar approach can also be adopted to manipulate
applications.

Figure 2.4 depicts how an application call may involve a chain of PEs and TEs.
Applications normally access the services of CoMid by invoking specific PEs.
These may require the services of other PEs and TEs forming cooperating engine
chains, where the participating elements communicate via the CoMid API.
However, chains need not be linear: where useful, applications can directly call
TEs without intermediation by a PE.

At the lower level, CoMid provides direct interfaces to the two key components
of the Computing Platform: CoNet and CoSec. To that aim it includes two specific
TEs, the CoNet TE and the Security TE, implementing counterpart functionality at
the middleware level.

2.2.3 Computing Platform Level

The CONVERGENCE Computing Platform Level (CoComp) is responsible for
the provision of networking and security functionalities, as well as for performing
the interfacing to local resources, (e.g. file-systems, processing power, etc.). It
comprises two key functional blocks providing network level services, namely,
novel content-centric networking (CoNet) and secure handling of resources within
the networked environment (CoSec). The Computing Platform Level handles the

Fig. 2.4 A chain of protocol and technology engines
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storage, routing and retrieval of resources in a reliable manner. Also, it provides
security features to simultaneously enable the controlled access to resources, the
protection of their integrity and of their privacy. The former set of features is
provided by the CoNet component, whereas the latter is mostly provided by the
CoSec component.

CoNet is an inter-networking technology that interconnects underlying CoNet
Sub Systems (CSS), in the same way as IP interconnects the sub-networks that
collectively form the current Internet (Detti et al. 2011). A CSS contains CoNet
nodes and exploits an under-CoNet technology to transfer data among CoNet
nodes. A CSS could be (see Fig. 2.5, for more details see Chap. 3 and Detti et al.
2011):

• a couple of nodes interconnected by a point-to-point link, e.g. a PPP link or a
UDP/IP overlay link;

• a layer-2 network, e.g. Ethernet, or a layer-3 network, e.g. a private/public IPv4
or IPv6 network, or a whole IP Autonomous System, or even the whole current
Internet.

The devices within a CSS use an autonomous and homogeneous under-CoNet
addressing space and, if necessary, an interior under-CoNet routing protocol. CSSs
can be defined rather freely. For instance, if CoNet protocols are implemented only
in user equipment, interconnected by the current Internet, then we have only one
CSS: the current Internet. If CoNet protocols are implemented in current border
gateways (i.e. where BGP runs), then CSSs coincide with current Autonomous
Systems. If CONET protocols are implemented in all current routers, then CSSs
coincide with current IP subnets. If CoNet protocols are implemented in nodes that
interconnect different layer 2 networks, removing IP, then CSSs coincide with
such layer 2 networks.

Fig. 2.5 Conet architecture
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CoNet nodes are distinguishable according to the functionality they provide
when handling data units within CoNet, in regards to:

• forwarding capability;
• caching and verification of cached data;
• data repository;
• address mapping capability;
• reliable data transfer.

CoNet has five different types of nodes, specifically: Border nodes, Internal
nodes, Name Routing System (NRS) nodes, Serving nodes and End nodes (see
Fig. 2.5). Internal nodes are optional and could be deployed inside a CSS to
provide in-network caches; differently from border-nodes, internal-nodes forward
carrier-packets by using only under-CONET routing mechanisms.

Border, Serving and End nodes all have the capability to forward data units
within CoNet. Border and Internal nodes can cache data and verify cached data.
Serving nodes provide for permanent secured repositories of data. End nodes
assure reliable transfer of data to users. Finally, NRS nodes provide routing
information needed to route requests of content to End nodes or Serving Nodes
holding that content, on the basis of the Network Identifiers (names of data units)
of such desired content.

The overall role of CoNet is to distribute, discover and exchange content
objects, divided into named chunks. Thus, to enable the delivery of a specific
content, a server node splits it into blocks of data, (the mentioned chunks), assigns
a unique Network Identifier (NID) to each such chunk, and disseminates them
throughout CoNet. To obtain a chunk, a user issues an Interest message, which
contains the name of the desired chunk. CoNet nodes route-by-name the Interest
message, using a longest prefix matching forwarding strategy and a name-based
routing table. The first en-route device that has the chunk (cached or in a repos-
itory), sends it back as part of the response message. CoNet nodes forward it
towards the requesting client, through the same sequence of CoNet nodes previ-
ously traversed by the Interest message. Downloading a whole item of content is
achieved by sending a flow of Interest messages to retrieve all the chunks that
compose the content.

CoSec is a technology that implements security services on this networking
architecture. The main security features offered by the system, achieved through
the cooperation between CoSec, CoNet and CoMid levels, are: the assurance of
VDI integrity and authenticity; the governance of VDI access restrictions (confi-
dentiality); the identification and authentication of users; the issuing and enforcing
of licenses; the protection of user privacy; and network level security functions.
The latter functions regard network level data units (named resources) and tackle
several aspects: i) integrity: received content has not been modified, i.e. it is the
originally published one; ii) provenance: source of the content is authentic, i.e.
the data is provided by the original creator; iii) relevance: received content is really
the content requested by the user (for more details see Chap. 3).
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CoNet’s communication functionality is accessed via the CoNet middleware
TE. There are other CoMid engines that use the CoNet TE to perform ‘‘raw’’
CoNet operations (such as Advertise, Get or SendToName). These operations
enable a CoMid engine to directly exploit CoNet functionality to handle named-
resources. For instance, CoMid engines may use the CoNet TE to interact with
CoNet to store and advertise VDIs or any other named resources, so as to make
them accessible to other remote middleware entities. CoMid Engines can also
employ the CoNet TE to retrieve advertised named-resources. CoNet’s function-
alities are accessed via the CoNet API.

Credentials and access-rights, extracted from licenses, and embedded within
VDIs, are exchanged with the CoSec components of the Computing Platform
Level. Applications access these functionalities via the CoMid’s Security TE. The
Security TE resorts to the services offered, directly, by CoSec via the CoSec API.

2.2.4 Deployment Architecture

A CONVERGENCE system is an implementation of the CONVERGENCE
specification, resulting in a set of interconnected peers and nodes collectively
called ‘‘CONVERGENCE devices’’.

Peers are devices based on the just described triple-layered functional archi-
tecture of CONVERGENCE. From the top down:

• Application level (CoApp)—optional component;
• Middleware level (CoMid)—mandatory component;
• Computing Platform level (CoComp)—mandatory component.

The existence of two mandatory components in peers, implementing the
functionality of the two lower levels of the CONVERGENCE architecture, ensures
that any peer is able to satisfy the requests of any other peer to manipulate and
perform any kind of operation over VDIs.

Nodes are devices that implement only the Computing Platform level, either in
its entireness or only partially. Nodes include a CoNet networking component and/
or a CoSec component. There can thus be CoNet and CoSec nodes. The high-level
structure of nodes and peers is illustrated in Fig. 2.6.

Figure 2.7 depicts the complete architecture of a peer. Each of the three levels
has its own structure and communicates with other levels via standard APIs.

Figure 2.8 provides a distributed view of the CONVERGENCE system, seen as
a set of interconnected peers and nodes. The services offered by CoMid Engines,
deployed in multiple peers, provide the required functionality to the upper level in
a distributed fashion. Network level and security functionality are also realized in a
distributed way, employing CoNet and CoSec nodes.
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2.2.4.1 Peer Deployment Architecture

A CONVERGENCE peer is deployed by installing both the CoMid and CoComp
levels in a host. Some peers may also include the CoApp level. This means that the
deployment of a peer requires that all CoMid and CoComp software modules be
installed and running to offer the functionality associated to those levels.

CoMid is developed in the Java programming language. As such, all peers
require a Java Virtual Machine (JVM). Additionally, depending on the engines a
peer hosts, it may also be necessary to install the BouncyCastle library for Java
security extensions, and the Enterprise Java Beans (EJB) framework. This setup
contemporarily provides the support for the Tomcat or JBoss application servers,
which are required to host elementary services and applications, as well as smart

CoNet node peerCoSec node

Apps

CoMid

Computing Platform

CoNet CoSec

Computing
Platform

CoNet

Computing
Platform

CoSec

Fig. 2.6 CONVERGENCE nodes and peers

Fig. 2.7 Architecture of a CONVERGENCE peer
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card hardware and software components for the security module. In addition to
EJB3 (Enterprise JavaBean3), further libraries/frameworks may be necessary, due
to specific requirements imposed by certain engines. These are specified in the
engines’ own dependencies.

Peers can be deployed on hosts running different operating systems. At present,
tests have been conducted on Windows Vista and Windows 7, Linux kernel ver-
sions 2.6.35.X and Mac OS version OSX 10.6. There is though no particular
feature of the developed software modules that would prevent its porting also to
mobile platforms, notably Android.

Figure 2.9 depicts the deployment architecture for a peer containing CoMid and
CoComp levels.

At the CoMid level we can identify Protocol and/or Technology Engines. At the
CoComp level, CONVERGENCE supports CoSec (through the use of smart cards)
and CoNet. Given that the first full-functional implementation of CoNet was
available only for Linux, CoMid includes a CoNet TE to provide an abstraction
layer for CoNet. Moreover, it is possible to have different implementations of the
CoComp, (notably an implementation that still employs the address-based IP
protocol stack currently in use on the Internet). Accordingly, the CoMid level is
able to operate without the CoComp modules, operating directly on top of existing
TCP/IP protocol stack. Likewise, the CoComp might be able to offer network
services to other middleware frameworks.

The hardware and connectivity requirements of a full CONVERGENCE peer
depend on the number of services it has to provide and the frequency of
the incoming requests. As such, it cannot be deterministically calculated. Based on
the requirements of the VM, and of the application servers, we estimate that the
minimum requirements for a normal configuration are:

• CPU: [=2 cores, [=2.1 GHz/core;
• RAM: [=4 GB;

Fig. 2.8 Distributed view of the convergence system

2 CONVERGENCE Architecture a Concise Overview 43



• Storage: [=10 GB (minimum OS configuration).

However, configurations that support only a small number of Technology
Engines may have lower requirements. If a peer contains only the Security TE and,
to perform other operations, relies on remotely installed elementary services which
it invokes whenever necessary, it may well run on a low cost laptop or a mobile
device. All that is required is that it contains the software to run the local engines
(JVM, libraries, etc.).

In addition to implementing the CoMid level, and optionally the CoApp level, it
is mandatory that peers implement the CoComp level. As the other type of
CONVERGENCE devices, the nodes, implement only the CoComp level,
deployment details concerning this level are provided in the next section, dedi-
cated to the description of the functionality and deployment architecture of
CONVERGENCE nodes.

2.2.4.2 Node Deployment Architecture

Nodes are CONVERGENCE devices that implement CoComp level functionality.
As already indicated, nodes may include the two CoComp components, CoNet and
CoSec. Alternatively, they may contain only one of such components.

Figures 2.10, 2.11, 2.12, 2.13 and 2.14 present the functionality offered by each
type of CoNet node.

Fig. 2.9 Peer deployment architecture
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Fig. 2.10 Functionality of
border nodes

Fig. 2.11 Functionality of
internal nodes

Fig. 2.12 Functionality of
serving nodes

Fig. 2.13 Functionality of
end nodes
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2.3 Conclusions

The ultimate goal of CONVERGENCE is to facilitate and enhance the access to
and transaction of resources in loosely coupled networked environments, such as
the Internet. Resources can be media contents, services or the digital representa-
tion of real-world objects and people. CONVERGENCE has defined a common
container, the Versatile Digital Item, based on an open standardized format, the
MPEG-21 DI. This data unit embeds all information required to attain the above
stated objectives. CONVERGENCE proposes the employment of this extended
concept, together with a new layered architecture, to achieve a new operational
paradigm for the Internet, whereby resources are routed, located and accessed
based on their names and contents. The CONVERGENCE architecture imple-
ments the necessary functionality to efficiently use VDIs.

The defined architecture, structured in layers of functionality, is especially
suited to enable multiple progressively evolving scenarios to be deployed on the
Internet, from the current host-based Internet model towards the future Informa-
tion-centric Internet. The definition of clear and open interfaces between such
layers, guarantees up to some extent, independence between them, whilst offering
developers the flexibility to use different and restricted sets of functionality as
needed to satisfy distinct specific requirements. Each CONVERGENCE archi-
tectural layer comprises: sets of APIs, through which its services may be reached,
the corresponding WSDL definitions and JAVA implementations; services to
create, process and manipulate VDIs in networked and shared environments.
These services can be used to provide specific functionality to upper layer
applications, involving the exchange and transaction of digital resources or of
digital representations of physical resources on the Internet. Third parties can
develop varying applications supporting different business models by using the
lower levels functionality as needed. Through those applications, users may benefit
from increased quality of experience, gaining access to useful resources in a
seamless way.
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Chapter 3
The Network Level (CONET)

Andrea Detti, Stefano Salsano and Nicola Blefari Melazzi

Abstract CONET (Convergence Network) is the network-layer of the
CONVERGENCE project. It is an Information Centric Network, which extends
the CCNx one in several aspects, including routing scalability, transport mecha-
nisms, security handling, integration with IP, etc. This section describes services
and functionalities of CONET and reports some performance evaluations, carried
out through laboratory and PlanetLab test-beds.

3.1 Introduction

Network level functionalities of the CONVERGENCE system are provided by an
Information-Centric Network (ICN), named CONET (Convergence Network).

The ICN paradigm envisages a network-layer thoroughly meant for information
dissemination, rather than for point-to-point transfers of raw bits (Cheriton and
Gritter 2000; Koponen et al. 2007; Jacobson et al. 2009a; Smetters and Jacobson
2009; Trossen et al. 2010; Detti et al. 2011a). In ICN, the network layer provides
users with named content, instead of communication channels between hosts. The
basic functions of an ICN infrastructure are to: (i) address content by adopting an
addressing framework based on names, without a reference to the current content
location (i.e., location-independent names); (ii) route a user request, based only on
the content-name, towards the ‘‘closest’’ location containing the required content;
potential locations include not only the origin server of that content but also
network caches or even devices of other users that downloaded the same content
beforehand; (iii) deliver the content back to the requesting host.

A. Detti (&) � S. Salsano � N. Blefari Melazzi
Electronic Engineering Department, University of Rome Tor Vergata,
Via del Politecnico 1, 00133 Rome, Italy
e-mail: andrea.detti@uniroma2.it
URL: http://netgroup.uniroma2.it/people/faculties/andrea-detti/

F. Almeida et al. (eds.), Enhancing the Internet with the CONVERGENCE System,
Signals and Communication Technology, DOI: 10.1007/978-1-4471-5373-3_3,
� Springer-Verlag London 2014

49



The main ICN benefit is a simplification of design, deployment and manage-
ment of content distribution services. In this sense, an ICN does not extend the set
of end-user services that an IP stack could provide; rather simplifies the business of
content and service providers.

Currently, major content and service providers ‘‘patch’’ the inefficiency of IP
data dissemination, by using dozens of custom extra-IP functionalities, e.g. HTTP
proxies, Content Delivery Networks, multi-homing, multicast delivery, etc. The
drawback of such heterogeneous deployment is the burden of achieving an effi-
cient interplay among several functionalities, in case offered by different company.
This tune up is critical and complex, not only from a technical point of view but
also from a management one.

An ICN is directly meant for information dissemination. Consequently, an ICN
relieves providers from arranging extra-ICN functionalities. For instance data
replication, caching, multi-homing and multicast delivery are inner ICN func-
tionalities, directly handled by the network layer, so simplifying network design,
deployment and management.

Through an ICN Application Programing Interface (API), a user may request
by-name an information item and the ICN network-layer provides the user with the
item, fetching it from a serving device that the network-layer has autonomously
selected. Serving device could be the original server publishing the information, a
replica of the original server or a cache of a network device or even a device of
another user that downloaded the same information item beforehand.

Through an ICN API a content-provider may publish by-name an information
item and the ICN network-layer properly configures its routing plane so that
requests of the published item will be served.

An ICN is aware of distributed information, since the network-layer identifies
each information item with a unique name-based identifier, and uses data units that
include such name-based identifiers. ICN data-units may also convey request of
information items. In both cases, a node is aware of ‘‘what’’ a data-unit refers to.
This awareness is the enabler of content-based functionalities such as: (i) routing-
by-name, (ii) caching; (iii) support for mobile, multicast and peer-to-peer
communications; (iv) support for time/space-decoupled model of communications;
(v) content-oriented security model; (vi) content-oriented quality of service, access
control and traffic engineering.

From theory to practice, the design of an ICN architecture sets up several
technical challenges, as for instance:

Primitives & interfaces—define the relationship of the ICN protocols with the
overall architecture, including their positions and connections with IP and current
protocols; for instance, will ICN be the new narrow waist of the Internet (i.e. the
lowest-level global network primitive, the only way to establish global commu-
nication) or will it sits over IP? Other important issues of this component include
the basic primitives and interfaces, e.g., does the ICN layer offer a publish/
subscribe primitive or is this functionality delegated to upper layers? How can we
change/extend the socket API, which is one of the main responsible of the current
‘‘ossification’’ of the Internet?
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Naming scheme—the naming-scheme specifies the identifiers for the informa-
tion addressed by the ICN. The choice of a naming-scheme impacts different
aspects an ICN, including the handling of name uniqueness and trademarking,
routing scalability, flexibility of supporting different applications, usability,
security. For instance, human-readable flat-names improve usability; hierarchical
names foster aggregation of names in name-based forwarding tables; names
containing the public key of the owner of the content simplify security.

Name resolution—a node routes by-name a request of an information item
towards a selected serving device. Hence, the ICN node should resolve the name of
requested items in the ‘‘physical’’ address of next ICN node towards the selected
serving device. Several name-resolution approaches are possible, ranging from an
off-path resolution, e.g. based on DHT, to an en-route hop-by-hop resolution
exploiting name-based routing tables.

Routing scalability—with respect to IP, the routing plane of an ICN has to
handle a number of information items and corresponding names that is much
bigger than the number of IP network prefixes. This has implications on the size of
ICN routing tables, on the complexity of lookup functions and on the distribution
of ICN routing information and is one of the main concerns of ICN.

Information delivery—an ICN addresses information items rather than hosts, so
it needs a technique to route back the requested information item from the serving
device to the requesting device. Some architectures propose to use plain IP means,
other ones propose to face the issue through ICN’s own means.

Segmentation mechanisms—these mechanisms are needed to split an infor-
mation item or a content in different chunks (each chunk is an autonomous data
unit with embedded security and addressable by the routing plane). Content to be
transported over an ICN can be very variable in size, from few bytes to hundreds
of Gigabytes. Therefore it needs to be segmented in smaller size data units, typ-
ically called chunks, in order to be handled by ICN nodes. A chunk is the basic
data unit to which caching and security is applied.

Transport mechanisms—as regards the transport protocol, we favour a receiver-
driven approach: in ICN the transport of an information item does not exploit an
end-to-end session and while the requesting device remains the same, the serving
device may change also on a chunk-by-chunk basis. This requires a complete
rethinking of actual Internet transport mechanisms towards a receiver-driven
approach, where the whole transport logic is on the receiver side. Serving appli-
cations split information items in chunks and assign unique names to chunks. On
the other side, application clients fetch sequentially these chunks, according to a
receiver-driven transport algorithm. As in IP, transport mechanisms should be
tailored to application characteristic, e.g. file download, video streaming, voice
over ICN, etc.

In-network caching—ICN nodes may cache chunks of information. Differently
from traditional HTTP caching, an ICN is a cache network; this implies the need of
properly devising a replication strategy that optimizes the caching space, e.g. by
avoiding excessive duplication of content in the network caches.
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Security and privacy challenges—security and privacy issues in ICN tackle
several aspects: (i) integrity: received content has not been modified, i.e. it is the
originally published one; (ii) provenance: source of the content is authentic, i.e. the
data is provided by the original creator; (iii) relevance: received content is really
the content requested by the user. The verification of these criteria should be done
not only at the receiver side, but also in network nodes, as it is important that the
network be protected from pollution of content-caches with fake information
items. In addition, the network should protect information consumers from
profiling or censorship of their requests. These issues, extensively addressed in
traditional networks, require a significant rethinking when challenged against the
unique distinguishing characteristics of ICNs. Traditional network security pro-
tocols such as IPsec or TLS focus on protecting the communication between an
information consumer and a content server, and do this by deploying trustworthy
infrastructures devised to enforce authentication and access control primitives on
dedicated servers. In ICN, the requested content is not anymore associated to a trusted
server or an endpoint location, but it can be retrieved from, say, a network cache
managed by an hardly trusted administrative domain. This calls for data-centric
security and privacy solutions, being hardly viable a secure infrastructure which
involves storage servers and network caches in heterogeneous non-collaborative
domains. The data-centric security model increases the communications overhead
with respect to traditional IP-based solutions, where security related information
are exchanged only one time per information transfer, i.e. at the start of the end-
to-end session. Furthermore, the architectural binding of security and network
layer functionality has to be carefully designed. In fact, it may impose severe
deployment limitations. For instance, an ICN architecture based on digital
certificate may not properly operate without a PKI, thus making difficult to realize
self-forming ICN networks. Another example regards the denial of service due to
the presence of fake content in the cache, caching should be secure, i.e. node must
verify the validity of cached contents. This operation should be carefully devised
to operate as much as possible with a time scale close to the line rate of nodes.
Otherwise only a limited set of forwarded information items can be cached by a
node.

Push services—an ICN is primarily meant to enable clients to ‘‘pull’’ infor-
mation items. However, today, several Internet services are customized to the user
and these services require that client ‘‘pushes’’ information to server. For instance
home banking, trading on-line, dynamic web servers, belong to this class of
services. Therefore, an ICN architecture aiming at being the narrow waist of the
Future Internet has to support also a push service model.

Smooth migration path—an ICN architecture should be usable and deployable
in a scalable way, i.e. should support a smooth migration path from current
applications and networks technology based on TCP/IP, to ICN applications and
networks.

In this section, we describe the Information Centric Network of the Conver-
gence project, namely CONET (Detti et al. 2011a, 2012b). In short, we can say
that CONET:
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1. Uses a hierarchical naming scheme;
2. Performs name-resolution on-path, by using name-based routing table;
3. Copes with the routing scalability issue by using our proposed Lookup and

Cache routing architecture;
4. Delivers information to requesting user either by means of control data tem-

porary left in network nodes, or inserted in network data units;
5. Implements an efficient receiver driven TCP-like transport algorithm for

information delivery services;
6. Uses Identity Base Signature and/or self-certifying names to carry out security

related operations;
7. Provides in-network secure caching;
8. Supports push services by our proposed named-sap concept;
9. Can be deployed with an IP overlay or a clean slate approach or with our

proposed integration approach (see Detti et al. 2011a, b).

Some of these features (1, 2, and 4) are derived from the CCNx architecture
(Jacobson et al. 2009b); the remaining ones are CONET’s own. In what follows,
we describe CONET in details.

3.2 Integration of the CONET Network Layer
in the CONVERGENCE system

Figure 3.1 describes the architecture of the CONVERGENCE system. We have
publishers that wish to provide customers with their information or services (e.g.
text, picture, movie, home bank access, etc.). Information or services are described
by a set of metadata that are embedded in the middleware data-unit, namely the
VDI. The VDI can either contain also the actual information item or contain only a
reference to it, where the reference is a network-layer identifier.

VDIs are exploited by middleware engines for different aims; engines are
middleware technologies/protocols carrying out specific tasks. For instance, the
middleware can exploit VDIs to offer content-based publish-subscribe services
(Chiariglione et al. 2012; Eugster et al. 2003) as follows: applications express their
interests; the interest is stored by the middleware and when a corresponding
information item or service is published, the middleware returns the matching
VDIs; at this point, the application can exploit the CONET to either fetch the
desired information item or interact with a server providing the desired service;
this is possible since the VDI contains the network-layer reference to the infor-
mation item or to the service.

However, publish-subscribe is not the only possible interaction model. For
instance, an application could also use a request-response model in which a search
engine provides the user with the VDI matching her request.
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The VDI and the related information item or service are accessed through the
CONET as named-resources. A named-resource can either be an information item
or a service, addressed by the CONET by means of a NEtwork Identidier (NID),
which is a name.

Named-resources that refer to information items are called named-data.
Figure 3.1 reports a case where a text file and its associated VDI are disseminated
in the CONET as two named-data items. The named-data item related to the text
file has the name (i.e., a NID) ‘‘foo.com/text1’’, and the named-data item related to
the VDI has the name ‘‘foo.com/VDI/text1’’.

Named-resources that refer to services are called named-service-access-point,
briefly named-sap. A named-sap is merely a ‘‘port’’ towards an upper layer entity
addressed by the CONET through a name. The use of named-saps enables CONET
to support interactive services, i.e. services that require a custom client/server
interaction to provide personalized contents or actions. Examples of this interac-
tive service class include: services offered by Protocol Engines (PEs) of the
CONVERGENCE middleware (COMID), HTTP servers of dynamic Web pages,
home banking or trading on-line HTTP servers and SMTP servers.

Figure 3.1 reports also a case where a home banking service and its associated
VDI are disseminated in the CONET as a named-sap and a named-data item,

Fig. 3.1 Integration of CONET within the CONVERGENCE system
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respectively. The named-sap of the home banking service has the name ‘‘foo.com/
bank’’, and the named-data of the VDI has the name ‘‘foo.com/VDI/bank’’. The
figure reports a named-sap associated with a COMID IdentifyContent PE, which is
addressed by the CONET through the ‘‘foo.com/IdentifyContentPE’’ named-sap.

3.3 CONET Services

3.3.1 Publication of Named-Resources

The CONET enables users to publish and to revoke named-resources. A resource
can be replicated in different geographical locations by using the same name.

Figure 3.2 reports the case of a user that publishes both a named-data item and
a named-sap. The named-data of Fig. 3.2 is a text file identified by the CONET
with the name ‘‘foo.com/text1’’. To publish the named-data, the user exploits the
API provided by a CONET Serving Node (SN) to store the named-data item in a
local Repository, and to advertise the presence of ‘‘foo.com/text1’’ on the CONET
routing plane.

The named-sap of Fig. 3.2 is a home banking service provided by a Server and
identified by the CONET with the name ‘‘foo.com/bank’’. To publish the named-
sap, the user exploits the API of the Serving Node to advertise the reachability of
the service ‘‘foo.com/bank’’ on the CONET routing plane.

Albeit not reported in Fig. 3.2, the user may exploit the CONET API to remove
the text file from the repository and to withdraw the identifier ‘‘foo.com/text1’’
from the CONET routing plane. A similar action may occur in case of revocation
of the home banking named-sap.

Store and Advertise 
named-data

“foo.com/text1”

text

---
---

Routing plane advertisements CONET

Data
Repository

SN

Server

Advertise
named-sap 

“foo.com/bank”

Fig. 3.2 Publication of
named-resources
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3.3.2 Access to Named-Resources

CONET provides users with the possibility of accessing named-resources by using
their network identifiers (NIDs), i.e. their names. When a named-resource is a
named-data item, the CONET delivers it to intended recipients. When a named-
resource is a named-sap, the CONET provides the means to exchange information
between a requesting upper layer entity and the upper layer entity addressed by the
named-sap.

Figure 3.3 depicts the access to named-resources provided by the CONET. In
case of the named-data item ‘‘foo.com/text1’’, the network routes-by-name the
request of ‘‘foo.com/text1’’ towards the best Serving Node that has the item.
The Serving Node provides the named-data item, and the CONET sends it to the
recipient. As we will see in the next section, a CONET node may cache named-
data items, therefore the named-data ‘‘foo.com/text1’’ item could also be sent to
the recipient by an en-route node, rather than from the original Server.

Figure 3.3 also reports the access to a named-sap. In this example, the user
sends her credential (‘‘usr:pwd’’) towards a remote named-sap, whose name is
‘‘foo.com/bank’’ and gets back a response from the Server.

3.4 Naming Model

To identify named-resources, the CONET uses a hierarchical naming scheme,
formed by a PrincipalId and a Label, i.e. PrincipalId/Label. PrincipalId is a string,
e.g. ‘‘foo.com’’, that uniquely identifies the principal of the resource. Label, e.g.
‘‘text1’’, is an identifier that uniquely identifies a resource among those published
by a principal. To make a comparison with Internet URL, the PrincipalId is the
domain-name and the Label is the Path.

Data
Repository

Get “foo.com/text1”

foo.com/text1 SN

Server

Send to foo.com/bank “usr:pwd”

“response OK” SN

Fig. 3.3 Access to named-data and named-sap
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In general, both the PrincipalId and the Label are formed by name-components
that are strings separated by the ‘‘/’’ character. For instance, the identifier ‘‘foo.com/
content/doc/text1’’ is formed by foo.com as PrincipalId and ‘‘content/text/text1.txt’’
as Label, and this Label has three components: ‘‘content’’, ‘‘doc’’, and ‘‘text1’’.

A PrincipalId could be a human-readable name or the public key of the principal.
In the latter case, we have a so called self-certifying name (Koponen et al. 2007).
Therefore CONET supports both human-readable and self-certifying names.

3.5 Data Model

3.5.1 Data Model for Named-Data Related Services

Figure 3.4 reports the data model used by the CONET for named-data. An
information item is linked with a unique network identifier, e.g. ‘‘foo.com/text1’’,
so as to form a named-data.

A named-data is segmented in different chunks and each chunk is packaged in a
data unit called named-data Content Information Unit (CIU). A named-data CIU is
uniquely identified by the network with the name of the whole named-data item
and an identifier of the chunk number. The identifier of the chunk number can
either be included in the name, e.g. ‘‘foo.com/text1.txt/chunk1’’, or included in a
suitable field of the CIU header (Detti et al. 2011a). A named-data CIU contains
security information (Smetters and Jacobson 2009), so that traversed nodes may
securely cache it, by avoiding denial of services attacks due to caching of fake
contents. Thus, the named-data CIU is the caching data-unit of the CONET.

Named- Data Item                  Named-Data Item

chunk (foo.com/text1.txt)

Request

nameddata

named -data CIUs

named -data CPs

(foo.com/text1.txt/chunk1)

named-data

(foo.com/text1.txt/chunk1/sn1)

-

Interest CP(foo.com/text1.txt/chunk1/sn1)

under CONETdata unit
(e.g.IPpackets, UDP/IPdatagram,Ethernetframe, etc.)

Fig. 3.4 Data model for named-data services
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To reduce the security overhead and the rate of security checks performed by
caching nodes, the size of the named-data CIU should be greater than the usual
payload transported by IP packets. For instance, reasonable size of the named-data
CIU could be in the order of tens or hundreds of IP packets/Ethernet frames. For
this reason, a named-data CIU is further segmented into so-called named-data
carrier packets (CP), whose size fits the end-to-end maximum transfer unit.
A named-data CP is uniquely identified by the network with the name of the
named-data CIU plus a segment number; also in this case, segment number can
either be included in the name, e.g. ‘‘foo.com/text1.txt/chunk1/sn1’’, or included in
a suitable field of the CP header (Detti et al. 2011a).

As we will see in the next section, applications download a named-data by
sequentially downloading all CIUs and, hence, all CPs. To request a named-data
CP, a user issues a named-data Interest CP,1 which includes the identifier of the
desired carrier packet (see Fig. 3.4).

3.5.2 Data Model for Named-Sap Related Services

Figure 3.5 reports the data model used by the CONET for named-sap related
services.

A named-sap is the coupling between a server upper layer entity and a network
identifier, i.e. a name. For instance Foo’s server for home banking could be
addressed by the CONET through the named-sap ‘‘foo.com/bank’’.

A client upper layer entity interacts with a server upper-layer entity by
exchanging data that are of exclusive interest of such client–server interaction and,
hence, are un-cacheable for further re-use. For this reason, we refer to this type of
data as un-named-data.

ok

under-CONET data-unit
(e.g. IP packets, UDP/IP datagram, Ethernet frame, etc.)

un-named-data CP usr:pwdun-named-data
Interest CP

Response from named-sap Send to named -sap

(foo.com/bank/0x0123)

(foo.com/bank/ 0x0123)

Fig. 3.5 Data model for named-sap services

1 We note that in (Detti et al. 2011a), we denoted this named-data Interest CPs with another
name: Interest CIU. We changed the name because an Interest CIU is directly mapped in an
underlying carrier-packet.
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Client data (e.g., ‘‘usr:pwd’’) are sent to server through data units called
un-named-data Interest CPs. These messages include the network identifier of the
named-sap and a nonce, used to identify the specific request-response interaction;
e.g. ‘‘foo.com/bank/0x0123’’, where ‘‘foo.com/bank’’ is the identifier of the
named-sap and ‘‘0x0123’’ is the nonce.

Server responses are sent back within un-named-data CP, which includes the
network identifier of the named-sap and the nonce of the Interest CP.

3.6 Service Interaction Model

This section describes the CONET service interaction model for named-data and
named-sap related services, respectively.

3.6.1 Interaction Model for Named-Data Pull Services

Figure 3.6 (left) depicts the end-to-end interaction for the fetching of a named-
data. An end-node downloads a named data by retrieving all its named-data CIUs
and, hence, CPs. To download a named-data CPs, a client sends out a named-data
Interest CP (briefly, ‘data CP’ in the figure), which contains the identifier of the

Fig. 3.6 End-to-end interaction models for named-data (left) and named-sap (right) services
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desired named-data CP, e.g. ‘‘foo.com/text1/chunk1/sn1’’. The CONET routes-
by-name the Interest message toward the Serving Node, which sends back the
requested data within a named-data CP (briefly, ‘data CP’ in the figure). To
download the whole set of named-data CPs, the client may adopt a TCP-like
receiver-driven approach (Salsano et al. 2012; Kuzmanovic and Knightly 2007),
working as follows: (i) TCP ACKs are replaced by Interest CPs; (ii) TCP segments
are replaced by named-data CPs; (iii) traffic control operation is carried out at the
receiver side, by using a TCP-like congestion window (cwnd) control, applied on
the number of in-flight Interest CP messages.

We observe that the use of a receiver-driven TCP-like transport algorithm is
suitable for download services, while in the case of e.g. live streaming (Detti et al.
2012c) or voice (Jacobson et al. 2009b), different receiver-driven flow control
mechanisms should be designed, according to the specific application requirements.

3.6.2 Interaction Model for Named-Sap Push Services

Figure 3.6 (right) depicts the end-to-end interaction between an end-node and a
remote server behind a named-sap. In this case the interaction model is a request-
response, as previously described in Sect. 3.5.2.

3.7 Architecture and Functions

Figure 3.7 reports the CONET network architecture. CONET nodes are inter-
connected by ‘‘sub-systems’’ that can be implemented in several different ways.
For instance, a sub-system could be a public or private IP network, an overlay
UDP/IP link, a layer-2 network, a PPP link, etc. This is the same concept used in
current IP networks, in which IP hosts and routers can be connected via different
layer 2 technologies. A CONET sub-system may include: (i) CONET end-nodes
that access named-resources; (ii) CONET Serving-nodes that provide named-
resources and (iii) CONET nodes that relay carrier-packets between sub-systems
and optionally cache named-data CIUs.

Routing (by-name) of Interest—To route an Interest CP, a generic CONET
node uses a name-based Forwarding Information Base (FIB), whose entries are in
the form \ name-prefix, next hops [ . A longest matching algorithm, based on
characters, selects the best entry of the FIB. For instance, in case of Fig. 3.7, when
node N1 receives an Interest CP for ‘‘foo.com/text1/chunk1/sn1’’, then the longest
match selects the FIB entry ‘‘foo.com’’ (see the FIB reported in the top of the
figure). Then node N1 forwards the Interest CP towards the next CONET interface
of the path, i.e. interface #C of N2.

The whole set of possible name-prefixes could be too large to be stored in the
‘‘fast’’ FIB memory, e.g. based on SRAM or TCAM technology. To overcome this
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aspect of routing scalability, we propose that (Detti et al. 2012a; Blefari Melazzi
et al. 2012b):

• The PrincipalId is the longest routing prefix; i.e. name-prefixes contained in the
routing table distributed at the inter-domain level either are PrincipalIds or are
shorten than PrincipalId, in order to aggregate more PrincipalIds in a same
routing entry. This rule has to be applied at least at the inter-subsystems (or
inter-domain) level;

• The FIB is used as a route cache (Changhoon et al. 2009), to temporarily store
the limited set of routes necessary to support the on-going end-to-end interac-
tions. We call these routes active routes.

On the base of real Internet traces and in a case where PrincipalIds are the
actual 2 9 108 Web domain-names, in (Detti et al. 2012b) we show that the set of
active routes is relatively small (104), both with respect to the whole set of possible
routes (2 9 108), and also with respect to the current storage capacity of SRAM
memory technology (106 name prefixes) (Zhao et al. 2010; Perino and Varvello
2011).

In case the FIB does not contain an entry to route-by-name an incoming Interest
CP, the node lookups the routing entry in a Routing Information Base (RIB),
deployed in a centralized Name Routing System (NRS) node, which hosts the
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CONET Routing Engine. A RIB may be implemented through a bank of ‘‘slow’’
DRAM memories, whose overall memory space is able to store the whole set
of possible name-prefixes. We call such routing-by-name architecture Lookup-
and-Cache.

Figure 3.8 depicts an example of Lookup and Cache operations during the
forwarding of an Interest CP. When node N1 receives the Interest CP for ‘‘foo.-
com/text1/chunk1/sn1’’, the node does not have a valid routing entry in the FIB,
hence lookups the entry in the remote RIB. Then it inserts the routing entry
(‘‘foo.com’’) in the FIB and forwards the Interest CP.

We observe that the Lookup and Cache architecture is perfectly in line with the
Software Defined Network paradigm: the NRS node functionality could be
implemented in the central network controller (McKeown et al. 2008; Blefari-
Melazzi et al. 2012a).

Routing (by-name) of Data—To support information delivery, i.e. to route
data from serving node to the requesting device, a possible, state-full, approach is
that a node temporarily stores the couple \ CP identifier, previous-hop interface
list [ in a Pending Information Table (PIT), during the forwarding of an Interest
CP. The PIT contains information about the set of Interest CPs received by a node
and not yet served, i.e. messages for which the node has not yet sent back the
related named or un-named CPs. PIT entries are grouped by name and an interface
list field contains the addresses of the previous-hop interfaces that forwarded the
related Interest messages. For instance, in the case of Fig. 3.7, when node N1
receives the Interest ‘‘foo.com/text1/chunk1/sn1’’ forwarded by the previous end-
node, then node N1 inserts in the PIT the entry \ ‘‘foo.com/text1/chunk1/sn1’’,
#A[, where #A is the physical address (e.g. IP or Ethernet address) of the end-
node interface.

When a node receives a named/un-named data CP, it lookups the enclosed
name in the PIT, forwards the CP towards all the interfaces contained in the
interface list and deletes the PIT entry. In this example, when node 1 receives a
named-data CP for ‘‘foo.com/text1/chunk1/sn1’’, then it lookups the entry in the
PIT, forwards the message towards the #A interface and deletes the PIT entry.

In-network, en-route, caching—A CONET node may cache received named-
data CIUs in a local memory. Since a named-data CIU is an aggregation of named-
data CPs, then caching involves a reassembly operation. Moreover, a CIU is
inserted in the cache only if the enclosed security information confirms its proper
validity. When an en-route node receives a named-data Interest CP, the node first
checks the presence of the related named-data CP in its cache. If a cache hit
occurs, the node directly sends back the named-data CP. In case of cache miss, the
node executes the forwarding and PIT operations previously described.

In addition to en-route caching, other caching approach could be used,
depending on the specific environment. For instance, in (Gallucio et al. 2012; Detti
et al. 2012b) authors propose a caching approach based on overhearing, for
satellite networks.

Routing protocol—The lookup and cache routing architecture requires a
routing protocol to distribute name-prefixes and setup the RIBs of NRS nodes. The
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Lookup-and-Cache architecture is independent from the specific routing protocol
implementation. To show an example, we implemented a simple routing protocol
based on the REGISTER and UNREGISTER functions proposed by the DONA
architecture (Koponen et al. 2007), adapted to our specific network model.

As show in Fig. 3.9, a Serving Node (SN) REGISTERs and UNREGISTERs
the name-prefixes (e.g., ‘‘foo.com’’) of ‘‘its’’ named-data items in the local NRS
node. The local NRS node and the next ones forward the REGISTER/UNREG-
ISTER messages toward their parents and peers neighbours up to a NRS of the
tier-1 level. As in the case of an Interest message, the routing of REGISTER/
UNREGISTER messages is by-name. Indeed, each NRS node has a named-sap
used to receive routing messages, e.g. ‘‘ss1.org/routing.sap’’. Reception of REG-
ISTER and UNREGISTER messages enables an NRS node to properly setup its
RIB. We observe that the same NRS may serve more than one sub-systems or
nodes and even a whole autonomous system (i.e. a collection of subsystems
administered by the same entity, as in the Internet). In this case, the NRS would
have a RIB for each served node.

3.8 Security Support

CONET security refers to the ability of a node to verify the validity (integrity,
provenance and relevance, see Sect. 3.1) of named-data CIUs. The way security
functionality is designed and implemented depends on the adopted naming
scheme: human-readable or self-certifying names (see Sect. 3.4). Moreover, in
order to support in-network secure caching (Ghodsi et al. 2011), named-data CIU
should contain all the security information needed to verify its validity, i.e. the
signature and the means to verify the signature, such as the public key of the
signing principal (Detti et al. 2013).
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Nameprefix Next Hop

… …

… …
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Routing Engine (RIB)
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Fig. 3.8 Lookup and Cache routing-by-name architecture, Interest forwarding
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In case of human-readable names, the CONET needs a centralized authority to
control PrincipalId uniqueness. Moreover, the CONET needs a PKI infrastructure
to control validity of principal’s public key. To reduce the bandwidth overhead of
security, we propose to use Identity Based Signature approach, where the public
key is just the PrincipalId, already contained in the name of the named-data CIU.

In case of self-certifying names, PrincipalId is the principal public key that
could be randomly generated by the principal. Moreover, in this case, security
related verifications do not require a PKI, as discussed in (Ghodsi et al. 2011; Detti
et al. 2013). Therefore, we argue that self-certifying names are a good choice for
self-forming ICNs, where the presence of a PKI may be impractical.

3.9 Migration Path

The migration from services based on the TCP/IP API to services based on the
CONET API requires, on the one hand, to have applications able to operate on the
new API and, on the other hand, to deploy the CONET.

Regarding applications, we observe that the CONET API is quite similar to the
HTTP API, which is the most used API by Web applications (Popa et al. 2010).
This similarity eases the development of HTTP/CONET (or generally ICN)
transparent proxies, which can be used during the migration from HTTP based
application to CONET based applications. For instance, we followed this approach
to design a video streaming application (Detti et al. 2012c), in which the video
client (VLC) is a plain HTTP application connected to a HTTP-to-CONET proxy.

Regarding the deployment of the network, we envisage a possible migration
path which starts from a first overlay deployment (similar to CCNx (CCNx 2012))
where CONET uses IP as carrier and adopts dedicated hardware; to a second, more
integrated, scenario where CONET and IP use the same data-units, and hence the
same hardware.
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tier-2 sub-systems 
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NRS
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Fig. 3.9 Lookup and Cache architecture: inter-domain distribution of name-prefixes

64 A. Detti et al.



Technically, in the first deployment scenario, CONET carrier-packets could be
transported in the payload of UDP/IP packets, thus the connections among
CONET nodes would be overlay links and CONET nodes would use specific
hardware. In the second deployment scenario, control information of carrier-
packets is integrated in the IP header, as an IPv4 options or IPv6 extension header
(Detti et al. 2011a, b); in doing so, CONET nodes and IP routers could be inte-
grated in a same hardware.

3.10 Performance Analysis

In this section, we report a brief survey of the performance analysis of some
CONET aspects, namely routing and transport issues. A more detailed descriptions
of measurements and performance figures are contained in referenced papers.

3.10.1 Routing

In (Detti et al. 2012b; Blefari-Melazzi et al. 2012b) we use real Internet traces to
assess the feasibility of using the FIB as a cache of routes. We considered a
deployment scenario where CONET is used to fetch current Web contents. In this
case the name-prefixes handled by the CONET routing plane are the domain-
names, which nowadays are in the order of 108. This amount is two orders of
magnitude greater than the storage capacity provided by current FIBs; indeed, a
SRAM memory may store a number of name-prefixes in the order of 106.

CONET copes with such storage limitation by using the FIB as a cache of
active routes, i.e. of those name-based routing entries currently needed by a node
to forward traffic. To prove that this approach is feasible we must show that the
number of active routes is lower than the FIB storage capacity.

To verify this feasibility, we use a real Internet trace of a tier-1 Internet link
(Equinix-sanjose-dirA) from which we derive a hypothetical CONET trace of a
tier-1 node, as shown in (Blefari-Melazzi et al. 2012b). Then, we use the hypo-
thetical trace to compute the number of CONET active-routes that a tier-1 node
would have. Figure 3.10 reports the number of active-routes versus time and we
observe that this number is in the order of 5 9 103, so much lower than the FIB
capacity. Therefore we can state the using the FIB as a route-cache is feasible in
the assumed scenario in which COINET is used to fetch current Web contents.

In (Detti et al. 2012b) we evaluate the possible performance degradation
introduced by the lookup and cache routing operation, in the laboratory scenario
depicted in Fig. 3.11. We have an ICN node between two subsystems. Within
subsystem A, we have end-nodes (clients) that fetch named-data items from a
serving node, located in subsystem B. The serving node publishes 10,000 named-
data items and each named-data item has a different, random, name-prefix.
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Consequently, in this scenario a full FIB would contain such 10,000 name-
prefixes. On each node, we disabled in-network caching of named-data CIUs, to
avoid the influence of data caching during the routing performance assessment.

Figure 3.12 reports the average download time of a named-data item versus the
number of active routes. We consider three cases: in the first case we consider
node N with a FIB of size100 entries, which uses the LRU replacement policy to
replace cached routes; in the second case we use another replacement policy based
on a Inactivity Time Out (ITO) estimator (Detti et al. 2012b); in the third case we
assume that node N has an unlimited FIB space, properly preloaded with the whole
routing set (i.e. 10,000 routes). Results show that, as expected, when the number of
active-routes is lower than the available FIB space, performance degradation
introduced by a limited FIB is practically negligible, with respect to the case of
unlimited FIB. Conversely, when the FIB is overloaded, i.e. the number of active-
routes is greater than the FIB space, then performance degradation shows up and
the ITO policy outperforms the simpler LRU.

In (Blefari-Melazzi et al. 2012b) and 2012c, we repeated the same download
delay measurement on the PlaneLab overlay CONET deployment shown in
Fig. 3.13, where links are UDP/IP sockets that transfer CONET carrier-packets.
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This scenario represents the case of a CONET Autonomous System, which is
an aggregation of CONET subsystems under the control of the same network
operator. The topology graph is generated so as to resemble the European GEANT
research network. Each node is labelled with the country code name of its actual
location, and serves a CONET subsystem, formed by a serving-node and an
end-node (the latter is shown in the figure only in the case of the IE node). Serving-
nodes publish a wide set of named-data items, whose popularity follows a
Zipf distribution. End-nodes fetch named-data items, with exponential negative
distributed inter-arrival times between two consecutive fetches. Lookup and Cache
routing is supported by a single NRS node, which serves all nodes of
the Autonomous System. Each node is connected to the NRS with a best-effort
UDP/IP socket, used to perform routing lookup operations. This path is not drawn
in Fig. 3.13.

Figure 3.14 shows the average download time versus the FIB size (number of
entries), comparing the case of nodes without content (named-data) cache and the
case of nodes with a content cache; the content cache size (number of entries) is
equal to 10 % of the total number of published named-data items. The x-axis
includes also an out-of-scale point, representative of a full preloaded FIB (labelled
‘‘Full-FIB’’) where, for each node, we use an unlimited FIB, pre-loaded with all
name-based routes that the node could use. This measurement allows highlighting
the worsening of performance deriving from the use of a limited FIB as a cache of
routes and from the use of a centralized remote RIB, located in the NRS node.

As expected, as the FIB size increases, the performance tends to the full-FIB
case, while caching contents leads to a decrease of the download time, since some
named-data CIUs are delivered by the cache of nearby nodes, rather than from far
away servers.

If we look at the curve representing the no-content cache case, the download
time decreases of about 600 ms, when the FIB size increases from 50 to the full-
FIB case. We argue that this lookup delay penalty is due to the connectivity/

Fig. 3.12 Average download
time versus number of active-
routes in laboratory test-bed
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processing delay brought about by the NRS node, which in the worst case is equal
to about 350 ms. This considerable delay penalty was not present in the laboratory
test-bed of Fig. 3.12, since there we had a direct Ethernet connection between the
node and the NRS. Conversely, in the PlanetLab test-bed, NRS is connected to
nodes through a best-effort Internet path, which introduces a significant delay.

FI

CONET
end node/ serving node

IE

NO

SE
SN

CONET node

DK NRS

UK NL

FR

BE

DE
CZ

SK

HU

CH

AT

SI HR

ES IT

Fig. 3.13 PlanetLab CONET overlay deployment

Fig. 3.14 Average download
time versus node FIB size in
laboratory test-bed, with and
without in-network caching

68 A. Detti et al.



We argue that this delay is due to the connectivity/processing delay brought about
by the NRS node. Such delay (in the worst case equal to about 350 ms) would not
occur if the traffic from/to the NRS had priority on the other user traffic and if the
NRS were implemented by using a suitable powerful hardware.

3.10.2 Transport of Named-Data

As discussed in Sect. 3.6.1, the CONET adopts a receiver-driven protocol where
endpoints exchange Interest/Named-Data CPs sequences and the exchange rate is
regulated by the receiver, following principles proposed in (Salsano et al. 2012).
This protocol, which we generically name Information-Centric Transport Protocol
(ICTP), implements the same algorithms of TCP (slow-start, congestion avoid-
ance, fast retransmit, fast recovery), but adapted to the receiver-driven operation.

In (Salsano et al. 2012), we measured the performance improvement provided
by CONET ICTP with respect to the transport mechanism included in the CCNx
tool.

In short, the main differences between our ICTP and the transport protocol
provided by the CCNx tool can be summarized as follows:

(1) Use of carrier-packets: we can say that the data-units of the CCNx transport
protocol correspond to the named-data CIUs (aka Data messages), each of
which is relatively large, (e.g. 4 kB). This means they have to be segmented at
the IP level. The use of such a large data-unit decreases the efficiency and
promptness of congestion control. To overcome this problem, ICTP divides
named-data CIUs into segments, each of which is transported by a carrier-
packet, whose size is close to that of a TCP segment. In other words, the
carrier-packet is the ICTP data-unit and no longer the whole named-data CIU.
This suggests that the performance of the transport layer will be similar to that
of the transport layer in TCP.

(2) Mimicking TCP congestion control: CNNx implements a simple congestion
control algorithm that resembles the traditional Selective-Repeat ARQ with
fixed window size. Conversely, ICTP thoroughly mimics the TCP Reno
congestion control algorithms.

We evaluate the performance of ICTP in a laboratory scenario with a single
sub-system; in the scenario an end-node fetches named-data from a serving node
with a 10 Mb/s link. We compared the ICTP performances with the performances
of the congestion control in CCNx. Figure 3.15 shows the application goodput
measured for CCNx and for ICTP versus the IP packet loss probability and for two
different sizes of the named-data CIUs (4 kB and 32 KB). In the ideal lossless
case, the performance of the current CCNx transport implementation is slightly
better, as it has a smaller overhead (not using carrier-packets). The performance of
ICTP becomes better as soon as packet loss is introduced.
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3.11 Conclusions

Our aim in designing the CONET was to achieve the promised advantages of ICN
(listed in Chap. 1), while mitigating its two main drawbacks: (1) ICN requires
changes in the basic network operation, which per se is already a big obstacle to
take-up of this approach; (2) ICN raises scalability concerns, as the number of
different contents and corresponding names is much bigger than the number
of host addresses; this has obvious implications on the size of routing tables and on
the complexity of lookup functions; in addition, in some proposed CCN archi-
tectures (Jacobson et al. 2009b), providing reverse paths (for information delivery)
requires maintaining states in network nodes.

As for the first point, we looked for graceful incremental solutions, backward
compatible with the current Internet, as opposed to risky clean slate and flag-day
solutions. As regards the second point, we proposed some specific solutions mit-
igating this problem.

More in details: our routing-by-name architecture is able to support current and
future Internet traffic with off-the-shelf technologies; our transport mechanism has
performance close to those of the current TCP; our API is similar to that of HTTP
facilitating the development of HTTP-to-CONET proxy for the support of legacy
applications; our push-based services allow supporting legacy interactive services.
Thus, we believe that our proposed CONET can allow an advantageous and
smooth migration from the current Internet based on the TCP/IP API, towards a
future Internet based on the ICN API.

Fig. 3.15 CONET versus CCNx transport of named-data
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Chapter 4
The Content Level (CoMid)

Angelos-Christos G. Anadiotis, Aziz S. Mousas, Angelo Difino
and Charalampos Z. Patrikakis

Abstract This chapter provides the description of the overall architecture of
the content level of convergence: the CONVERGENCE Middleware (CoMid). The
chapter starts with the presentation of the MPEG-M standard, which provides the
foundations for CoMid, then proceeding with a complete description of this
architectural level. The key components of the Content level comprise a diversified
set of middleware engines to manipulate Versatile Digital Items (VDIs), a Com-
munity Dictionary Service (CDS) and a Semantic Overlay. The set of middleware
engines were partially borrowed and/or adapted from MPEG-M and partially
designed and developed from scratch within CONVERGENCE, adopting the same
design principles. The CDS and the Semantic Overlay, newly designed and
developed by CONVERGENCE, when used together with the middleware engines,
enable the semantic, content-based, publish-subscribe functionality of the platform.

4.1 Introduction

Whereas the CONVERGENCE network level handles named-resources (named-
data or named-service-access points) only in terms of their names, the CON-
VERGENCE content level offers functionality to handle resources on the basis of
their content or offered services. These functionalities are implemented using of a
set of technologies that we call CONVERGENCE Middleware (CoMid), which
comprises a set of middleware engines, the Community Dictionary Service (CDS)
and a Semantic Overlay.
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To understand the content of named-data and the service offered by a named-
service-access-point, the CONVERGENCE system describes data and service-
access-points using metadata in a structure called Versatile Digital Item (VDI).
The content level provides the necessary functionality for the management of
VDIs, i.e. to create/edit, publish and un-publish VDIs. More information on the
VDIs can be found in Chap. 5.

The separation between the Content Level and Network Level is based on the
conceptual separation between metadata and data. If metadata needs to be moved
around, stored, searched, interpreted or updated, this is a task for the CoMid. When
data has to be stored, retrieved, replaced or distributed, this is a task for the CoNet,
which is the CONVERGENCE component of the network level (see Chaps. 2 and 3
for more details on the CONVERGENCE architecture and the CONVERGENCE
network level). This distinction clearly separates functionality that needs to
‘‘understand’’ VDIs (implemented in the CoMid) from functionality that only needs
to know the name of the resources it is handling (implemented in the CoNet). Some
VDIs may only contain metadata describing given data (e.g. a picture of the Louvre
museum), and information on how to retrieve the data (e.g. a Network Identifica-
tion, NID). Others may also contain the data itself. In this latter case, the resource
(e.g. a picture) is embedded within the VDI.

The CDS can be regarded as the CONVERGENCE knowledge base. The CDS
contains the ontologies used to perform semantic search. When the user submits
subscriptions to CONVERGENCE, indicating satisfying certain search criteria or
preferences, the CDS provides CoMid with all matching concepts. CoMid can then
perform matching with available VDIs.

The Content Level supports content-based resource-discovery. A user expresses
interest in certain kinds of resources by specifying a set of criteria for resource
attributes. The resource-discovery functionality then returns a list of VDIs
matching the search criteria. Some resource attributes may contain semantic
information. By interacting with the CDS infrastructure, the content level provides
semantic and content-based resource-discovery. The middleware engines of
CoMid are able to implement semantic-based resource-discovery by analyzing the
metadata of available VDIs distributed inside the CoMid, using the matching
concepts provided by the CDS.

A user can perform (semantic) content-based resource-discovery either by
making a search request, or through a subscription. In the case of a search request,
the system serves the request and forgets everything about it. In the case of a
subscription, the content level provides a content-based subscription that makes
the discovery instance permanent. Every time the system finds a new resource
fitting subscriber search criteria, it delivers a notification to the subscriber.

In addition to resource-discovery and subscription functionality, the Content
Level also includes VDI management services (for example, creating, packaging,
storing, rights management, and delivery). This functionality is either directly
derived from the MPEG-M framework (MPEG eXtensible Middleware), or offered
as dedicated building blocks of CONVERGENCE, compatible with MPEG-M.
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The CoMid functionality and architecture, detailed in the following sections,
can thus be considered as a CONVERGENCE-specific part of a wider, standard,
MPEG framework of services.

4.2 CONVERGENCE Middleware

The CoMid architecture is based on concepts developed in the MPEG-M standard,
an extension of the former MXM MPEG platform proposed by MPEG. CoMid
functionality is implemented using Elementary Services in MPEG-M (Fig. 4.1).

CoMid is based on a DDD (Describe, Discover and Distribute) paradigm. Its
main purpose is to offer a set of standardized building blocks, APIs and protocols
to describe, discover and distribute resources. Higher-level tools and applications
are built by assembling CoMid blocks into custom software, manipulated by users.
These tools lie at the Application level of the CONVERGENCE architecture (see
Chap. 2 for a description of the CONVERGENCE architecture and Chap. 8 for
details on the CONVERGENCE Applications).

4.2.1 The MPEG-M Standard

Before continuing with the description of CoMid and its operation, it is important to
provide an overview of MPEG-M, which is the standard on which CoMiD is based.
The emerging MPEG-M specification (ISO/IEC 23006—Multimedia Service
Platform Technologies) is a suite of standards providing Architecture, Technology

MXM Application 1 MXM Application 2 MXM Application 3

MPEG Extensible Middleware

Package 
Content PE

Digital Item
PE

Request 
Licence PE

Describe 
Content PE

MP21 File
TE

Media
Framework

TE

OS

Orchestrator
Engine

MXM
Application

API

MXM
Engine

APIs

Metadata
TE

REL
TE

Security
TE

Negotiate 
Licence

Other
Engines

Fig. 4.1 The MXM standard
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Engines (TE), Protocol Engines (PE), Aggregation Technologies and Reference
Software that are well aligned to the basic concepts of CONVERGENCE (which
were presented in Chap. 2, specifically illustrated in Fig. 4.2 of that chapter,
‘‘Overview of CONVERGENCE architectural levels’’). The standard includes:

• Part 1 Architecture
• Part 2 MPEG Extensible Middleware (MXM) API
• Part 3 Conformance and reference software
• Part 4 Elementary services
• Part 5 Service aggregation.

The figures representing the peer architecture depicted in this chapter are based
on MPEG-M. Part 2, referred as MXM, introduces the notion of Engine, i.e.
appropriate groupings of technologies and corresponding Application Program-
ming Interfaces (API) through which an Application can access the functionality it
needs. As an Application typically needs more than one engine (‘‘chains’’ of
engines), MXM also provides examples of Orchestrator Engines, special MXM
Engines capable of creating chains of Engines to execute, high-level application
calls such as ‘‘Play’’ (see Fig. 4.1).

Part 4 introduced the notion of Elementary Services and specifies the messages
exchanged between two peers. An implementation of protocols as specified by Part
4 is called a Protocol Engine. Finally Part 5 specifies how Protocol Engines can be
chained to provide so-called Aggregated Services.

In recent years, many new digital media related services have appeared. Many
such services are actually combinations of Elementary Services. MPEG has seen
that, standardizing a set of technology elements and communication protocols
facilitates the creation of aggregated services, from a set of standard Elementary
Services, even on demand.

Assuming that in there is a Service Provider (SP) for each Elementary Service,
a User may ask the Post Content SP to get a sequence of songs satisfying certain
Content and User Descriptions. The Fig. 4.2 below depicts how a chain of services
can respond to the user’s request.

Fig. 4.2 A possible service chain centred on post content SP
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Then End User contacts Post Content SP, which gets appropriate information
from Describe Content SP and Describe User SP to prepare the sequence of songs
using its internal logic. The End User subsequently gets the necessary licenses
from Create License SP. The sequence (‘‘titles’’) of songs is handed over to
Package Content SP. Package Content SP gets the songs (‘‘Resources’’) from Store
Content SP and hands over the Packaged Content to Deliver Content SP which
streams the Packaged Content to End User.

MPEG has specified a set of standard Elementary Services and related protocols
to enable distributed applications to exchange information about entities playing a
role in digital media services (e.g. Content, Contract, Device, Event and User), and
the processing that a party may wish to execute on those entities (e.g. Authenticate,
Create, Deliver, Describe, Identify, Negotiate, Process, Request, Search and
Transact). These have been standardized in part 4 ‘‘Elementary Services’’ (ISO
23006-4).

Based on these advantages, CONVERGENCE has decided to adopt MPEG-M
as the basis of its middleware architecture, including MPEG-M protocol and
technology engines, as well as aggregation technologies. Many CONVERGENCE
Protocol and Technology Engines come in fact from MPEG-M.

Additionally, given the necessity of supporting all of the requirements identified
for CONVERGENCE, the project has developed new engines and extended the
functionality of some of the existing MPEG-M engines. In particular, it has
extended the Describe Content PE to support integration with ontologies (CDS)
and the Security engine to offer the levels of security envisaged by
CONVERGENCE.

Accordingly, CONVERGENCE has designed and developed new Protocol and
Technology engines to support additional functionality, notably:

(a) Protocol Engines

1. Describe Content (extended functionality)
2. Post Content (new)—included in the standard

(b) Technology Engines

1. CDS—included in the standard
2. CoNet
3. Match—standardized in the context of MPEG-M Search TE
4. Overlay—included in the standard
5. Security (extended functionality).

4.2.2 Overview of Key CoMid Features

The following sections of the chapter briefly introduce key CoMid functionalities,
making it possible to:
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• Operate on VDIs, describing resources with metadata extracted from well-
known or custom semantic taxonomies of concepts;

• Publish information on resources into an overlay of peers whose topology is
based on those same semantic taxonomies; this overlay will be referred to as
Semantic Overlay;

• Search for resources in specified regions of the Semantic Overlay and deliver
matching content to users, even when resource descriptions do not fully match
user requests.

The VDI

CONVERGENCE users act on VDIs. These are XML structures containing:

1. Identifiers
2. (Links to) Resources
3. (Links to) Semantically-rich metadata describing resources
4. (Links to) Licenses expressing which rights are given to act on resources
5. Event Report Requests (ERR) instructing a peer to issue an Event Report (ER)

when a particular event (e.g. play, store or match) occurs.

CONVERGENCE has defined four types of VDI: Resource (R–VDI), Publi-
cation (P–VDI), Subscription (S–VDI) and User (U–VDI). As part of the creation
process, a VDI is assigned a unique and persistent identifier. When a VDI is
‘‘superseded’’ by a new version or when a new VDI is related to an existing one,
the CONVERGENCE Ontology Services let users establish links between them.

Semantic and Dictionaries

The CONVERGENCE Core Ontology (CCO) is a native CONVERGENCE
component. The CCO allows for a semantic organization of peers in a virtual
overlay network of ‘‘fractals’’, which are dynamically shaped and connected, on
the basis of users’ interests in different types of content. Peers join or leave a
fractal based on what users are currently publishing and subscribing to. The basic
structure of the CONVERGENCE Semantic Overlay is shown in Fig. 4.3. A peer
typically belongs to more than one fractal, depending on how many users are
interested in what kind of content. To provide redundancy and mitigate peer
churning (peers may be offline when users wish to access them), fractals are
usually populated by more than one peer.

Domain and user ontologies can also be used to define fractals. Typically the
former come from Service Providers (SP), whereas the latter are created by
individual users. Therefore, the fractal organization can be seen as covering
multiple ‘‘dimensions’’, where each dimension is defined by an ontology.
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Thus, a peer may reference resources that were described using concepts based on
different ontologies, in different dimensions.

The CDS component is also part of the middleware and is implemented as a
Technology Engine (CDS TE). This component maintains dictionaries that help
translate concepts and properties from one ontology model to another. The CDS is
exploited when users describe resources and when descriptions of what is being
published do not match the terms used in user definitions of search criteria. In this
cases, the CDS attempts to translate betweens concepts and resolve the match.

Publish/Subscribe

The key interaction pattern for CONVERGENCE users is based on a publish/
subscribe paradigm. Users who make resources available to the system and dis-
coverable are considered to publish them. Users searching for specific resources
are considered to subscribe to them. The interaction is asynchronous and decou-
pled in time and space. Publications and subscriptions are both described by
semantically-rich metadata and labelled with relevant concepts. To find relevant
content, a dedicated CoMid engine executes a semantic query, representing the
subscription. The query is successful when published content matches the
subscription criteria.

Resource

Digital Resource

Document

Research Paper

Service

LBS

RestaurantFinder

Fig. 4.3 An example of structure of CONVERGENCE fractals
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Fractals in CONVERGENCE Semantic Overlay represent focused concepts, i.e.
unions and/or intersection of concepts in the core ontology or other ontologies
(dimensions). All P-VDIs and S-VDIs, carrying publications and subscriptions
labelled with a certain concept, are stored in a specific set of peers in the fractal.
Spatial redundancy (e.g. using more than one peer to store information) is used to
ensure propagation of information, because at any given time some peers might be
inactive. The use of ‘‘focused’’ fractals makes it possible to restrict the search
space to peers actively participating in the fractal.

Peers have the embedded ability to:

1. Perform matches between P-VDIs and S-VDIs
2. Communicate any match to specified peers in the form of ER (Event Reports),

depending on licenses and ERRs (Event Report Requests)
3. Remove S-VDIs and P-VDIs from the match tables, if one of the two following

situations occurs:
• their expiration date has passed;
• an authorized user requests to remove them before the expiration date.

4. Aggregate ERs from different peers and communicate the result to the end user.

4.2.3 Community Dictionary Service

The CDS is the CoMid component responsible for supporting CONVERGENCE
semantic functionalities. To support this role, the CDS maintains and exploits
ontologies and the relationships between them. CDS is a distributed service: each
peer has access to a local CDS that might be customized with user ontologies, and/
or can use more complete CDSs to be accessed remotely.

The following sections briefly describe how the CDS supports semantic
descriptions of VDIs and the way these descriptions are exploited to provide
semantic matching between publications and subscriptions.

CDS Support for Content Description

Given Convergence’s content-centric publish/subscribe paradigm, it is vital to
correctly match published VDIs to user subscriptions. This requires coherent
semantic descriptions of VDI resources and users subscription criteria. Users
employ CDS servers that contain ontology models that can accurately describe the
resource they wish to publish and to subscribe to. User can run their own (local or
remote) CDS servers, each containing custom/users ontologies as well as well-
known domain ontologies. The following paragraphs contain details on the
deployment and use of the CDS.
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CDS Involvement in Publishing

To help users in building semantic descriptions of their VDIs, the CDS exposes a
service for ontology entity exploration. This service allows users to select ontology
entities to semantically describe their VDIs. The walkthrough below describes the
creation of the semantic description of a VDI for the movie ‘‘Star Wars’’. The
user’s CDS is loaded with the Movie Ontology1 and the IMDB ontology (Grimnes
2012). The identifier of the VDI is set to value RVDI_23 (Table 4.1).

CDS Involvement in Subscribing

The same service can help users to define subscription criteria. The walkthrough
below presents the creation of a SPARQL query for the movie ‘‘Star Wars’’. User’s
CDS is again loaded with the Movie Ontology and the IMDB ontology
(Table 4.2).

CDS Dictionaries

Matching is one of the core challenges that the CONVERGENCE system has to
address. The plethora of ontology models and the freedom granted to users to
select the ontology with which they describe their VDIs (or to use their own
selection of ontologies), inevitably creates a huge diversity in the metadata used to
described VDIs and the risk that user publications and subscriptions may not
match unless they are both described using the same ontology.

CDS dictionaries are a new concept designed to address the issues of hetero-
geneous metadata. In essence, a CDS dictionary is an ontology just like user
ontologies and domain ontologies. However, unlike other ontologies, its content
consists of a mapping between two different ontologies: a set of equivalence
statements between entities in the first ontology and entities in the second. In this
way, CDS dictionaries provide semantic bridges between user-ontologies, between
user-ontologies and domain ontologies or between domain ontologies.

Figure 4.4 depicts the set of ontologies the CDS uses during publication,
subscription and matching procedures.

CDS Dictionary Format

As an example of the CDS dictionary format, the table below provides a mapping
between the movieOntology and the IMDB ontologies (Table 4.3).

1 www.movieontology.org.
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Dictionaries can also use the skos:narrower and skos:broader properties to
connect ontology entities, in case they are not semantically equivalent.

Mechanisms for Exploiting CDS Dictionaries

Publishing As mentioned earlier, in the particual example for the explanation of
the use of CDS, we are considering the use of the ‘‘Star Wars’’ Resource VDI. The
metadata in the VDI is based on the movieOntology. The walkthrough below
shows how the user can use the CDS to create semantically equivalent metadata
based on the IMDB ontology (Table 4.4).

Table 4.2 Content subscription workflow with CDS

User action System response Semantic query

User types
movie

CDS searches for an entity named movie and returns the
IMDB:Movie and the movieOntology:Movie Classes

User selects
IMDB:Movie

System selects the IMDB ontology for the description of
the VDI and returns the sparql query

SELECT ?x
WHERE
{
?x rdf:type

IMDB:Movie
}

User types title CDS returns with the IMDB:title DatatypeProperty
User selects

IMDB:title
System prompts user to enter the title of the movie

User types ‘‘Star
Wars’’

System returns the user the SPARQL query SELECT ?x
WHERE
{
?x rdf:type

IMDB:Movie
?x IMDB:title

‘‘Star Wars’’
}

Fig. 4.4 CDS ontologies
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Subscribing The CDS can also be used to translate a SPARQL query from one
ontology to another, as shown in the walkthrough (Table 4.5).
Matching Upon receiving the publication, the CDS is requested to expand the
semantic description of the VDI of the movie using the movieOntology-IMDB
dictionary. As seen in the walkthrough below, this procedure creates new triples
(Table 4.6).

After expansion, movieOntology-based and the IMDB-based SPARQL queries
will both find the match. This mechanism is explained in detail in the Sect. 4.4.

Table 4.3 Ontology mapping example

Ontology Mapping

MovieOntology ontology \owl:Class rdf:about=‘‘&movieOntology;Movie’’/[
\owl:DatatypeProperty rdf:about=‘‘&movieontology;title’’[
\rdfs:domain rdf:resource=‘‘&movieOntology;Movie’’/[
\rdfs:range rdf:resource=‘‘&xsd;string’’/[
\/owl:DatatypeProperty[
…

MovieOntology-IMDB dictionary \owl:Class rdf:about=‘‘&movieOntology;Movie’’[
\owl:equivalentClass rdf:resource=‘‘&IMDB;Movie’’/[
\/owl:Class[
\owl:DatatypeProperty rdf:about=‘‘&movieontology;title’’[
\owl:equivalentProperty rdf:resource=‘‘&IMDB;title’’/[
\/owl:DatatypeProperty[
…

IMDB ontology \owl:Class rdf:about=‘‘&IMDB;Movie’’/[
\owl:DatatypeProperty rdf:about=‘‘&IMDB;title’’[
\rdfs:domain rdf:resource=‘‘&IMDB;Movie’’/[
\rdfs:range rdf:resource=‘‘&xsd;string’’/[
\/owl:DatatypeProperty[
…

Table 4.4 CDS mapping example in publishing

User action System response Semantic description

User passes the
movieOntology-
based semantic
description to
the CDS

\rdf:rdf[
\rdf:description rdf:about=‘‘VDI1’’[
\rdf:type rdf:resource=‘‘&movieOntology;Movie’’/[
\movieOntology:title [ Star

Wars \/movieOntology:title[
\/rdf:description[
\/rdf:rdf[

CDS returns the
user the
IMDB-based
equivalent
RDF
description

\rdf:rdf[
\rdf:description rdf:about=‘‘VDI1’’[
\rdf:type rdf:resource=‘‘&IMDB;Movie’’/[
\IMDB:title [ Star Wars \/IMDB:title[
\/rdf:description[
\/rdf:rdf[
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4.2.4 Semantic Overlay

Semantic Foundations

CONVERGENCE is built upon a content-centric network, which is accessed
through the CoNet engine and the corresponding APIs. Hence, applications are not
aware of the locations where resources are stored. To access a resource, they use
the name under which it is advertised in CoNet. However, a name cannot convey
the whole meaning of the resource, which is necessary for discovering the resource
using some (semantic) description.

The indexing and efficient retrieval of content by semantic metadata is the key
feature of the CONVERGENCE Semantic Overlay.

Efficient semantic operations on metadata require a scheme for semantic cate-
gorization of resources (Muhr et al. 2010). The first element in the CONVERGENCE

Table 4.5 CDS mapping example in subscribing

User action System response Semantic query

User passes the IMDB-
based SPARQL
query to the CDS

SELECT ?x
WHERE
{
?x rdf:type IMDB:Movie
?x IMDB:title ‘‘Star Wars’’
}

CDS returns the user the
movieOntology-based
equivalent SPARQL query

SELECT ?x
WHERE
{
?x rdf:type movieOntology:Movie
?x movieOntology:title ‘‘Star Wars’’}

Table 4.6 CDS mapping example in matching

User action System response Semantic description

User passes the
movieOntology-
based semantic
description to the
CDS for
materialization

\rdf:rdf[
\rdf:description rdf:about=‘‘VDI1’’[
\/rdf:description[
\/rdf:rdf[

CDS returns the
user the
implemented
RDF
description of
the VDI

\rdf:rdf[
\rdf:description rdf:about=‘‘VDI1’’[
\rdf:type rdf:resource=‘‘&IMDB;Movie’’/[
\IMDB:title [ Star Wars \/IMDB:title[
\rdf:type rdf:resource=‘‘&movieOntology;Movie’’/[
\movieOntology:title [ Star Wars \/

movieOntology:title[
\/rdf:description[
\/rdf:rdf[
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scheme is the CONVERGENCE Core Ontology (CCO): a CONVERGENCE-wide
hierarchical taxonomy of resource semantic types, implemented as an OWL
ontology. The first level root concept in the ontology is the ‘‘Resource’’, while first
level children are ‘‘Digital Resources’’, ‘‘People’’, ‘‘Real World Objects’’ and
‘‘Services’’, corresponding respectively to the Internet of Media, the Internet of
People, the Internet of Things and the Internet of Services. Figure 4.5 provides an
abstract view of the CCO.

The CCO is not the only ontology available to CONVERGENCE users.
Additional ontologies make it possible to categorize content in other ways, which
may either make it more specific (e.g. it could be an ontology of music genres or
movie types) or they could refer to entirely different context (e.g. classifying the
peers based on their location).

Semantically Managing the Overlay Topology

Peers belonging to the overlay are partitioned into groups based on semantic
criteria. For example, all peers injecting VDIs which belong to the category
cco:movie, belong to the group cco:movie. Groups like this have the same kind of
self-similarity we find in fractals.2 We therefore call them network fractals.

Digital Resource RWO ServicePeople

Photo Document Video

ResearchPaper …

…Sensor… … LBS

RFID … RestaurantFinder …

……… … … …

Resource

Fig. 4.5 CONVERGENCE core ontology (CCO)

2 Fractals: Geometric shapes ‘‘that can be split into parts, each of which is (at least
approximately) a reduced-size copy of the whole’’ (Mandelbrot 1982).
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A peer may belong to some fractals in the CCO and other fractals in another
ontology, representing another dimension of semantic meaning (e.g. an ontology of
access rights). This organization is virtual and not a physical one. Each peer
propagates a message in one or more fractals, in one or more dimensions. Every
time a peer decides to propagate a message to the overlay, it determines the final
group of peers that should receive the message. These peers may belong to one or
more fractals in one or more dimensions.

Consider a fractal i belonging to the j-th dimension and consisting of a group of
peers, Gi

j. The message is then propagated to the peers of the group G that satisfy
the condition:

G ¼ \
j
[
i

G j
i

This implies that:

• When a user wants to insert content into a set of fractals belonging to a single
dimension, he/she sends this content to the peers of the union of these fractals.

• When a user wants to insert content into a set of fractals belonging to multiple
dimensions, she takes the union of fractals for each dimension and injects the
content into the intersection of these sets.

Propagation Protocol

A major challenge facing CONVERGENCE Semantic Overlay is the dynamic
nature of the CONVERGENCE system, quite similar to that faced by P2P systems.
Peers may continuously join and leave fractals for many different reasons:

• A peer is no longer interested in a topic (i.e. no publications or subscriptions for
that topic are present in the peer) and leaves the fractal.

• A new peer is interested in a topic (makes a publication and/or subscription for
that topic) and enters the fractal.

• A peer goes offline/online.
• A peer crashes.

For this reason, CONVERGENCE employs a gossiping protocol in order to
propagate content in the fractal and to enable peers to maintain a partial view of
their fractals. Since gossiping protocols have been proven to be robust and scal-
able, they provide a good solution for dynamic networks (Eugster et al. 2004;
Friedman et al. 2007; Ganesh et al. 2001; Kermarrec et al. 2003).
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Peers Registration to Fractals

Each fractal maintains a registry, which is maintained and used by constituting
peers belonging to the fractal to communicate with each other. The registry
contains the following important information.

1. The URI of the ontology used to partition the system into fractals. This
information is used to access fractals that are higher or lower in the hierarchy
than the current fractal.

2. The fractal identifier. This shows which fractal the registry refers to.
3. The size of the fractal (the number of peers in the fractal). This number is used

to determine the size of this registry.
4. Other characteristics of peers belonging to the fractal

– The peer identifier.
– The peer overlay propagation service endpoint. Publication and subscrip-

tion VDIs are pushed to this peer via this service endpoint.
– The date on which the peer is scheduled to leave the fractal (the latest

expiration date for any publication or subscription a peer has injected into the
fractal).

Peers remain in the registry until the leave date has passed. When a peer
receives a VDI from a remote peer, it checks the VDI’s expiry date and updates the
leave date of the remote peer in the local registry accordingly. After a peer has
selected the peers to which it will propagate content (partial view), it checks their
leave dates. In case there are peers in the partial view whose leave dates have
passed, the peer removes them from the partial view and the registry. Finally, it
replaces the removed peers in the partial view with others from the registry.

Each peer periodically advertises a part of the registry under a given, standard
name, which is decided a priori. The selection of the name is system-dependent;
for example, in CONVERGENCE, the registry for a fractal of type cco:movie, has
the name urn:overlay:registry:cco:movie. This way, any peer that enters the system
will always find another peer that can provide it with an entry point to the system.
Since gossiping protocols do not require from a peer to communicate with all the
other peers of the fractal, rather than with O(logN) of them, where N is the size of
the fractal, the size of the advertised registry is of order O(logN).

Next, we are describing how the topology management protocol of the overlay
handles the creation of a fractal and the update of the registry:

• Bootstrapping. When a peer enters a fractal (by issuing a publication or a
subscription), it first has to register. To do this, it first requests the fractal
registry by its name (as mentioned above, each peer periodically advertises a
part of its registry). If there is no registry, this means that it is the first peer in the
fractal. It therefore creates a registry, adds itself to the registry and advertises the
registry to the network. If a registry already exists, it gossips a discovery
message to the peers in the registry, which continue the gossiping of the
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discovery message. Each peer receiving a discovery message immediately adds
the initiator (the first peer in the path contained in the header) to its registry,
increases the fractal size by one peer and responds with its profile (identifier,
overlay propagation service endpoint and leave date). When the new peer
receives the profile, it adds it to the registry.

• Registry Update (same ontology). The bootstrapping procedure has the
drawback that registries only contain entries for peers that are online at a given
time. This is why every time a peer receives a gossiping message, it looks into
the header, extracts the path and updates the registry with any peers that are not
already in the registry. Every time a peer comes back online, peers that have
been online in the meantime will have a better view of the system. The peer
therefore checks the advertised registry of the fractal and adjusts the fractal size
in its copy of the registry. Given the characteristics of the gossiping protocol,
peers do not need to know the exact size of the fractal. The number of target
peers and gossiping rounds (TTL) grows with logarithm of fractal size and do
not change significantly with small changes in fractal size.

• Registry Update (new ontology). In some cases, ontologies affecting the
overlay may change. Such changes affect the organization of the fractals and
may lead to the addition of new fractals or the merging of existing ones. In
the first case, the system needs to create a new registry for each new fractal. In
the second case, some fractals in the current view merge with the fractals in the
updated view. In both cases, the system needs to process the core ontology and
create semantic connections (equivalence links) between the old concepts and
the new ones (see next section). If a peer realizes that the topology has changed
(reflecting a change in the core ontology), it automatically converts the old
resource semantic types to the new ones, using the connections defined in the
new ontology. From this moment on, it gossips to the new fractal.

Message Propagation in Semantic Overlay

When a peer receives a message, it first checks its resource semantic type and
validates it with the corresponding ontology (see Registry Update above). The
peer then calculates the group G—its partial view of the system. To do this, it
analyzes the relationships between the different fractals belonging to same
dimension.

Consider the following example.
The VDI represents a publication about Action and Romantic Movies (suppose

we have one fractal for each one of these genres) and also addresses peers that
understand concepts about Hunting and Kisses (two fractals belonging to another
dimension). The final group of peers will thus satisfy the relationship:

G ¼ Action [ Romanticð Þ \ Hunting [ Kissingð Þ
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This is illustrated in Fig. 4.6, where the group of peers G consists of the peers
marked with both blue and red colour.

Each peer then randomly selects log|G| other peers from its partial view, sends
to them the Publication or the Subscription VDI, and stops. This implies that peers
do not send data at every gossiping round—only once every time they receive a
Publication or a Subscription VDI. This procedure is repeated by each peer for
R rounds, where:

R ¼ log Gj j
log log Gj j

Each peer that receives a Publication or a Subscription VDI during a gossip
round stores it in local buffers. These VDIs will be later used for possible
matching. On each round, the peer reads its buffers, reduces R by one, selects
log|G| peers uniformly at random and sends the VDIs to these peers using their
publication or subscription service endpoints, given in the registry. The time
between rounds depends on the trade-off we want between the delay of the VDI
propagation and the resources’ utilization.

In brief:

• When a peer receives a Publication or a Subscription VDI, it stores it in its
buffers. The VDIs that have not been gossiped by this peer yet are marked as
ready to go;

• When the time for gossiping has come, the peer inspects its local buffers for
VDIs marked as ready to go and:

– determines the partial view G;
– selects peers to gossip to;
– reduces the gossip message TTL (initially, TTL \=[ Rounds);
– sends the gossip message (including the VDI) to the selected peers.

Fig. 4.6 The target group of
peers G
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4.3 Publish-Subscribe Pattern

Description
Publish and Subscribe operations are carried out at the middleware level of the
CONVERGENCE system. From the middleware perspective, publication of a
Resource VDI involves the following main steps:

1. Creation of a Publication VDI containing:

a. Link to the stored Resource VDI (mandatory);
b. VDI Metadata, usually taken from the Resource VDI (mandatory);
c. Licence regulating access to the publication (optional);
d. Event Report Request defining reports to be issued when specific events

occur (optional);

2. Injection of the Publication VDI into the overlay of peers forming the ‘‘dis-
covery overlay’’;

3. Storage of the Publication VDI on the network.

Symmetrically, the subscription process involves:

1. Creation of a ‘‘Subscription VDI’’ containing:

a. One or more representations of the semantic subscription to a set of meta-
data, in the form of a SPARQ query or a list of requested metadata
(mandatory);

b. Licence regulating access to the subscription (optional);
c. Event Report Request defining reports to be issued when specific events

occur (mandatory)’’;

2. Injection of the Subscription VDI into the overlay of peers forming the ‘‘dis-
covery overlay’’;

3. Storage of the Subscription VDI on the network.

This procedure enables searching for subscriptions using standard Search
Content procedures, and easy matching of publications to subscriptions. Users are
therefore given the possibility of revoking their subscriptions and publications, and
of extending/altering them at a later time, as with any other VDI. Users need only
to create and submit to CONVERGENCE new corresponding VDIs that supersede
the previously injected VDIs. By using VDIs to carry subscriptions and publica-
tions, CONVERGENCE is able to exploit the Event Reporting mechanisms
defined in MPEG-21 part 15 (ISO/IEC 21000-15), embedding Event Report
Requests (ERRs) into each Subscription and Publication VDI. Subscription and
Publication VDIs are uniquely identified, and carry the requested metadata plus a
reference to the address of the ‘‘home’’ peer of the user to be notified if a match is
found. The reference can take the form of a peer identifier or a User VDI.
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The use of specific licenses for Subscription VDIs and sequences of Sub-
scription VDIs, enable many possible extensions. For instance licenses could
restrict the kind of information that can be subscribed to by a particular class of
users or they could support focused ‘‘forgetting of subscriptions’’, so that some
subscriptions would immediately disappear from the system if not satisfied, while
others would persist indefinitely. The mechanisms to define licenses in
CONVERGENCE are described in Chap. 7.

The subscribe operation is carried out by invoking a Subscribe Content Service.
Similarly, the publish operation is carried out by a Publish Content Service. Both
are complex operations that involve a chain of Elementary Services. They are thus
Aggregated Services. This implies there is no simple Publish Content ES, or
Subscribe Content ES, but rather a pub/sub workflow involving coordination of
middleware engines.

CONVERGENCE publication and subscription operations fully comply with
the ‘‘content based’’ publish/subscribe paradigm as defined in (Eugster et al. 2003)
and support structured semantic descriptions of content. This is much better than
‘‘topic based’’ approaches that require subscribers to know the full name of the
content they require.

Semantic subscription makes it possible to store requests for events that change
the state of a certain specific VDI (e.g. creation of a new version of the VDI,
revocation of the VDI, the creation of a link to the VDI). They also allow sub-
scribers to subscribe to VDIs that have not yet been published e.g. VDIs for:

• New models that will be produced by John;
• Special sales of mobile phones that will occur at a local store;
• Providing associations that will be made on columns of a certain author;
• Future releases of movies of a favourite actor;
• Collecting statistics concerning the type of manipulation certain content has

been subjected to by other users.

In CONVERGENCE the two cases above are equivalent from the operational
point of view and are thus treated using the same generic procedures.

When users create a subscription they issue a (semantic) query. The system then
returns a list of VDIs that were already published in CONVERGENCE and that
matched the query. The user can then select the most relevant VDIs from this
matching list and/or wait for results that will be announced later. This requires a
system wide request that is universally understandable. It also shows one of
CONVERGENCE’s ‘‘Unique Selling Points’’.

In existing systems, when a user subscribes to a particular kind of CD (e.g. Iron
Maiden CDs) in a music retailing service (say music.com), he/she is informed of
the CDs only when they are advertised in music.com. In CONVERGENCE the
subscription is system wide and the user receives a notification every time anyone
publishes information that is related with the CDs the user is interested in.
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Conceptually, the subscription process is split into three parts:

• Part 1: inserting a semantic subscription system wide;
• Part 2: matching a subscription once relevant content is published;
• Part 3: delivering a notification to the subscriber.

Part 1: inserting/storing a semantic subscription system wide
Let us consider the following: We have two users: P (who publishes) and S (who
subscribes). Let us also consider the case in which the subscription is prior to the
publication of material matching the subscription.

When S subscribes, he/she provides semantic metadata, possibly organized as a
complex query to filter out unwanted content and to allow grouping and sorting the
results. These metadata are semantically validated by the CDS, which helps the
user to formulate the query correctly (see relevant paragraphs about the CDS of
this same deliverable, Sect. 4.5).

S may optionally provide a licence governing the use of the information con-
tained in the Subscription VDI.

Along with these metadata, an Event Report Request is created. The ERR
defines the event type that will trigger the notification (we call it a ‘‘Match’’ event
type) and additional information needed to locate the peer that will receive the
notification.

This ERR is inserted into the Subscription VDI. As mentioned earlier, it
includes so called ‘‘DeliveryParams’’ (see ISO 21000-15), which is the address of
the peer to be notified if the event occurs. According to the Event Reporting
standard this can be an URI, a CoNet network resource (or service) name, a
reference to a User VDI, an email address, etc.

Therefore a Subscription VDI will contain:

1. A structured description of the metadata of the resource the subscriber is
interested in;

2. A Licence (defining who can do what with the subscription);
3. An Event Report Request containing:

a. The verb ‘‘Match’’ applied to this Subscription Metadata and any corre-
sponding Publish Metadata;

b. The Identifier of the Device or User receiving the Event Report.

This set of information is published to the system by injecting its content into
the overlay and storing the full Subscription VDI on the network. The same
concepts and mechanisms are used for publication.

Part 2: matching a subscription
Later on, when P publishes content, he/she also provides the (semantic) metadata
that best describes the published resource. The metadata are then injected into the
overlay system.

When the gossiped information arrives at the destination peers, the procedure is
reversed and all pending semantic search operations are performed on these peers,
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using those data as a target. If a subscription that matches the target metadata is
found (such as the previous subscription of user S), it becomes a match candidate.
So, whenever a Publication VDI reaches a peer, at each publish, it is evaluated
against outstanding semantic queries from Subscription VDIs known to the peer.

With this approach, a rendezvous node between Subscription and Publication
VDIs in the peers responsible for the common Resource Semantic Type is created.

Part 3: delivering matches to subscribers.
Each match between a new publication and an existing subscription generates an
Event Report (ER), thus directly satisfying the request made in the matched
Subscription VDI in the form of an embedded ERR. The ER is delivered to the
peer/user referenced in the matched Subscription VDI, using an appropriate
transport protocol. Different alternatives can be used, as for example invoking the
CoNet SendTo primitive, or sending an E-mail message). When the user receives
the notification, or more specifically an Application working on the user’s behalf,
the matching VDIs can be directly retrieved using the Deliver Content protocol.

This solution makes use of the MPEG-21 Event Reporting standard, in con-
junction with the concept of a Subscription VDI. In this way, the MPEG-21 event
notification mechanism is separated from the internals of injecting metadata to
peers. If required, the regular MPEG-21 event notification mechanism can still
operate at the client–server level, within the scope of a custom application. To
apply the MPEG-21 event notification mechanism system-wide we use specific
Subscription VDIs to inject events. This requires the creation of a new verb
(‘‘Match’’) in the Rights Data Dictionary (see ISO 21000-6). Details of this
extension to the MPEG-21 standard are described in Chap. 7.

4.4 Semantic Search and Content Matching

This section provides a detailed explanation of the implementation of semantic
search in CONVERGENCE. As in other P2P search overlay structures, the
adopted mechanism is fundamentally asynchronous. However CONVERGENCE’s
publish/subscribe paradigm provides additional decoupling in time and space.
Search requests are carried in VDIs. An expiry date dictates whether the user
wishes for an immediate reply (as in present-day search engines) or is willing to
accept results that may come later, in the next hours or days. Aggregation of
similar results is carried out by the event report service that notifies the user of
relevant matches. Below we provide a detailed walkthrough of the process.

A CONVERGENCE-compliant Application (i.e., an application that is able to
invoke the functionality of the CONVERGENCE middleware) is running on a
random PeerX, as for example a public device in the city hall, or the user’s iPad.
The application uses services and technologies offered by the CoMid.
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• User UserA, types in some metadata (e.g. resource MOVIE, and genres SCI_FI
and CRIME), related to resources he/she wants to subscribe to.

1. The application invokes the CDS.

• The CDS expands the request by finding appropriate concepts in known
domain ontologies. For example, if the user or the search application on his/
her behalf, accepts the IMDB Mapping Movie Ontology (Grimnes 2012), the
CDS maps the user request to the IMDB:Movie and IMDB:Genre classes;

• The CDS formulates a correct semantic query that reflects the subscription.
For example ‘‘SELECT ?x WHERE {?x a IMDB:Movie. ?x IMDB:genres
‘‘SCI-FI’’. ?x IMDB:genres ‘‘CRIME’’}’’, where the prefix IMDB: qualifies
the IMDB ontology;

• The CDS helps the user find one (or more) Resource Semantic Types within
the CONVERGENCE Core Ontology, and possibly within other semantic
dimensions appropriate for the subscription (see chapter on Overlay TE,
section Overlay TE.), For example, the user might select the cco:VIDEO
semantic type, where cco: is the prefix of the CONVERGENCE Core
ontology. In this way, the user exploits the concept of fractals and focuses the
search on peers that are interested in the cco: VIDEO type of content (peers
that have previously published or subscribed to cco: VIDEO content and have
actively joined the fractal). The CDS prepares an incomplete metadata tag
describing the Resource Semantic Type of the new Subscription VDI (the
VDI identifier is still not known).

2. The application invokes Create Content.

• A Subscription VDI is created which contains:

– A unique identifier (SVDI_1);
– The completed metadata indicating the core semantic type of the VDI, i.e.

an RDF triple such as {SVDI_1 cco:hasReST cco:VIDEO}, embedded
inside a didl:Descriptor tag;

– The requested query, inserted into another didl: descriptor tag;
– Licence and ERR;
– Expiry date of the VDI.

• The ERR says ‘‘notify peer PeerA if match’’. PeerA is the ‘‘home’’ peer of
UserA. It is a peer that will receive the match notifications (the Event
Reports).PeerA runs the Store Event and the Request Event servers ‘‘of the
user’’.

3. The application invokes Inject Content (see Fig. 4.7).

• If PeerX is not yet a member of the cco:VIDEO fractal, it registers to it and
joins;

• Information about the Subscription VDI is circulated in the fractal. Thus, the
Subscription VDI SVDI_1 reaches the peers that participate in the overlay
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fractal assigned to it, i.e. the fractal named ‘‘VIDEO’’ (a fully qualified name
would be in the form urn:overlay:registry:cco:video);

• Each peer extracts information contained within the Subscription VDI (the
identifier of the VDI, the embedded query and any additional metadata,
license, ERR) and copies it to its own ‘‘Subscriptions Table’’. The ‘‘Sub-
scriptions Table’’ keeps track of all Subscription VDIs that reach the peer, and
indexes them using their VDI identifier.

4. The application invokes Store Content.

• The Subscription VDI is stored by CoNet as a generic network resource (just
like any other VDI). This means that knowledge about the subscription is no
longer restricted to the CoMid and can be made available to crawlers that
are not based on CoMid (subject to security restrictions enforced by CoNet).

Another user makes a publication at a later time. That is: on a random PeerY
(see Fig. 4.8):

PeerM

Publications Subscriptions 

SVDI_32
SVDI_111
SVDI_1 ?x Imdb:Movie

Expires 2/2/2012
Notify PeerA

PVDI_4442
PVDI_2311

PVDI_34

PeerX
SVDI_1

PeerM1

SVDI_1

PeerM2

SVDI_1

...

Fig. 4.7 Semantic subscription SVDI_1 reaches PeerM, PeerM1 and PeerM2 of the VIDEO
fractal
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5. A user decides to publish a resource (e.g. a movie) for which he (or somebody
else) has already created a Resource VDI. The Resource VDI describes the
movie and the license that regulates access to it. The Publication VDI copies
those Descriptors and adds an expiry date and license. Metadata describing the
resource is collected from its Resource VDI, and possibly refined by the user.
The user now has the role of a publisher. We assume the author of the resource
has given her permission to publish it.

• RDF triples describing the movie are extracted from its Resource VDI
RVDI_23. The movie has been described using an alternative domain
ontology about movies (e.g. the Movie Ontology at www.movieontology.org),
which focuses on a specialized taxonomy of movie genres);

• The following RDF Descriptor tags, taken from the original Resource VDI,
are inserted into the new Publication VDI:

– {RVDI_23 rdf:type movientology: movie}
– {RVDI_23 movientology:belongsToGenre movientology: Sci-Fi}
– {RVDI_23 movientology:belongsToGenre movientology: Thrilling}
– {RVDI_23 movientology:belongsToGenre movientology: actionreach}

The subject of the above semantic relationships is obviously the original
resource VDI. They are now inserted into another VDI. This possibility is ensured

PeerM

Publications Subscriptions 

SVDI_32
SVDI_111
SVDI_1 ?x Imdb:Movie

Expires 2/2/2012
Notify PeerA

PVDI_4442
PVDI_2311

PVDI_34
PVDI_1

PeerY

PVDI_1

PeerM2

PVDI_1

PeerM1

PVDI_1

PVDI_1 isPublicationOf RVDI_23
RVDI_23 movientology:Movie

Never Expires 

...

...

Fig. 4.8 Publication PVDI_1 reaches PeerM, PeerM1 and PeerM2 of the VIDEO fractal
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by CONVERGENCE’s concept of semantic links between VDIs. A specific tag
allows RDF fragments to describe a VDI. In the case of publications, such VDIs
simply state that they carry information about other VDIs.

6. The application invokes the CDS.

• The CDS helps the user find one (or more) Resource Semantic Types within
the CONVERGENCE Core Ontology or other shared semantic dimensions
that provide appropriate classifications for the publication. For example the
user selects the cco: VIDEO semantic type.

7. The application invokes Create Content.

• A Publication VDI is created that contains:

– A unique identifier (PVDI_1);
– The original didl: descriptor metadata tags, now ‘‘describing’’ the Publi-

cation VDI;
– An RDF metadata triple describing the core semantic type of the Publi-

cation VDI and thus indicating the Publication VDI’s destination fractal in
the overlay (this information is embedded in another didl: descriptor);

– An explicit reference to the Resource VDI the Publication VDI refers to,
i.e. {PVDI_1 cco:isPublicationOfRVDI_23};

– Optionally a licence and an ERR, if the publisher wants to limit discov-
erability of the publication or to be notified when the publication is
matched;

– Expiry date of the VDI.

8. The application invokes Inject Content.

• If PeerY is not yet part of the cco: VIDEO fractal, it registers to it and joins
• Information about the Publication VDI is circulated: PVDI_1 reaches the

peers that participate in the overlay fractal assigned to it, i.e. the ‘‘VIDEO’’
fractal.

• Each peer extracts information contained in the Publication VDI (the iden-
tifier of the VDI, all metadata, license, ERR) and copies it to its own ‘‘Pub-
lications’’ table. The ‘‘Publications’’ table keeps track of all Publication VDIs
that reach the peer, and indexes them using their VDI identifiers.

9. The application invokes Store Content.

• The Subscription VDI is stored by CoNet as a generic network resource, just
like any other VDI. This means that knowledge about the subscription is no
longer restricted to the CoMid and can be made available to crawlers that are
not based on CoMid (subject to security restrictions enforced by CoNet).
The publication and the subscription VDIs reach several rendez-vous peers of
the VIDEO fractal. This is illustrated in Fig. 4.9.
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10. Match TE constantly monitors peer tables, being triggered on arrival of a
Publication VDI or a Subscription VDI. The goal of the Match TE is to
perform a match between the SPARQL queries embedded inside the Sub-
scription VDIs stored in the ‘‘Subscriptions’’ table, and the metadata stored in
the peer’s ‘‘Publications table’’.

• When a Publication VDI arrives at the peer, the full list of SPARQL queries in
the ‘‘Subscriptions’’ table is scanned, and run against the newly arrived
metadata;

• When a Subscription VDI arrives at the peer, the embedded SPARQL query is
run against the full list of metadata found in the ‘‘Publications table’’.

Before attempting to match a SPARQL query against the available data, the
system evaluates possible semantic equivalences between concepts belonging to
different ontologies. This is accomplished through the execution of the following
steps:

• Match TE invokes CDS, which asserts semantic equivalences between: the IMDB:
movie class and the movieontology: movie class; the movientology: belong-
sToGenre property and the IMDB:genres property; and the movientology: Sci-Fi

PeerM

Publications Subscriptions 

SVDI_32
SVDI_111
SVDI_1 ?x Imdb:Movie

Expires 2/2/2012
Notify PeerA

PVDI_4442
PVDI_2311

PVDI_34
PVDI_1

PeerA

PVDI_1 isPublicationOf RVDI_23
RVDI_23 movientology:Movie

Never Expires 

CDS 
movientology:Movie

= 
Imdb:Movie

MatchTE
SELECT :Movie FROM } 

PeerM2

{ER1, ER2} 
{ER_12} 

Pubs Subs Event Reports 

RVDI_23

ER1

ER2

...
...

...

...

...

...

Fig. 4.9 Subscription is matched by PeerM and PeerM1
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individual of type movientology:Genre and the ‘‘Sci-Fi’’ literal assigned to
the IMDB:genres property.3 The task of finding equivalent genres is greatly
facilitated by the preliminary assertion of the equivalence of associated prop-
erties (preceding bullet), and of course by the matching of the literal with the
individual name.
If more than one SPARQL query is to be executed the Match TE runs a query
engine capable of processing semantic queries. The target data for the query is
the aggregate of all metadata relevant to the query, after query expansion of the
semantic classes. Match TE asks what are the RDF triples that satisfy the query
and fetches them.
If matching RDF triples are found, a ‘‘Match Event’’ is triggered. The ERR is
extracted from the Subscription VDI, the address of PeerA is read and companion
ER is generated.
The ER is filled with the identifiers of all Resource VDIs known to PeerM, which
contain matching metadata RDF triples.

11. Match TE invokes Event Report TE

• The ER is sent to PeerA using the transport protocol specified in the original
ERR, and invoking PeerA’s Store Event service.

12. Since PeerA may receive several match notifications from different peers of
the fractal, the peer performs a ‘‘notification fusion’’ eliminating duplicate
VDI ids matching the subscription.
When the user wants to check whether his/her home peer has received new
notifications, he/she polls the Request Event service of PeerA from PeerX,
where he/she is currently located. Alternatively, if PeerA is the user’s mobile/
laptop, a GUI alert pops up when the ER is received.

4.5 In Conclusion

CoMid adopts and extends the MPEG-M standard to provide the functionality
required to the higher layers for the implementation of a semantic-based publish-
subscribe model for the future Internet.

Besides the fact that its core operation relies on the use of open standards, thus
promoting interoperability and widen its scope of application, CoMid can also be
considered as a very flexible and efficient solution as it offers system-wide oper-
ation at the semantic level, being agnostic to the specific networking solution
adopted. Additionally, by adopting and extending the MPEG-21 standard it is able

3 The IMDB ontology contains a detailed taxonomy of genres in the form of a class hierarchy.
The Movieontology allows representation of genres through string literals.
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to manipulate in an integrated way the various types of information related to a
single resource or entity, providing also the means to automatically control/govern
the way that information is used.

This chapter described the semantic mechanisms developed by CONVER-
GENCE and how they are used together with standardized engines and technology,
notably from MPEG-M and MPEG-21, to support the semantic publish-subscribe
paradigm. Metadata is manipulated within a content-aware semantic overlay,
running on top of the networking platform, namely on top of the CONVER-
GENCE content-centric network (CoNet).

Semantic interoperability is achieved through the use of a CDS, constituting an
added value of the approach, as it promotes a system-wide operation where queries
and interests of users are universally understood and served. The CDS, on one side,
helps users to formulate their queries and express their interests by suggesting
concepts contained in custom/user ontologies or in well-known domain ontologies;
on the other side, it promotes the harmonization across different descriptive
schemes during the search process, as it is able to establish equivalences between
entities in different ontologies.

A flexible and efficient implementation of the publish-subscribe paradigm is
obtained by using the VDI structure to inject user subscriptions into the overlay.
The MPEG-21 Event Report Request mechanism is transparently embedded into
the user subscription VDI, automatically triggering the generation of a corre-
sponding Event Report when the interests of the user (as expressed in the sub-
scription VDI) are matched to already published resources. This report is sent
automatically to the subscribed user, thus notifying him/her of the availability of
useful content. Additionally, given the possibility of defining and associating
usage rights to each VDI, users can impose restrictions on the way their sub-
scriptions or publications are manipulated by the system and consumed by other
users.
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Chapter 5
The Versatile Digital Item

Helder Castro, Angelo Difino, Giuseppe Tropea
and Nicola Blefari Melazzi

Abstract This chapter provides the definition of the Versatile Digital Item, the
basic unit for data distribution used within the CONVERGENCE system. It
explains how the VDI builds on, and extends the scope, of the MPEG-21 Digital
Item to build a self-contained data package that can be used to encapsulate any
kind of digital information in an information-centric, publish-subscribe frame-
work. This chapter details some of the most relevant aspects pertaining to the
structure of the VDI, its identification, its connection into sequences, and its
logical interweaving into a fabric of inter-VDI relationships. It also explores some
implications of the above aspects on the system’s operations.

5.1 Introduction

The VDI is the basic unit for data distribution and transaction within the
CONVERGENCE system. Upon it fall a number of requirements that pertain to
the framework’s operational nature which focuses on a content centered and
publish subscribe paradigm.

The VDI is defined in accordance with the MPEG-21 standard. It builds on it, to
attain self-containment, authenticity insurance, unique identification and inter-VDI
relationship expressiveness.
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We begin with a focus on the VDIs context. Thus, in Sect. 5.3, we present the
most relevant aspects of the VDI’s base standard (MPEG-21 2003, 2005), focusing
on the concept of Digital Item. In Sect. 5.3 we explain what a VDI precisely is and
in Sect. 5.4 we detail its lifecycle by looking into such phases as the VDI’s
creation, publication, relationships establishment and removal. Section 5.5 pre-
sents the main conditioning factors that guide the conception of the VDI’s
specifics.

We then go on to focus on the VDIs internal details. We present its structure in
Sect. 5.6. Some of the next sections focus on specific relevant aspects of the VDIs
structure and contents. Section 5.7 explains the employed scheme for the unique
universal identification of VDIs across the CONVERGENCE framework, and for
their inscription into VDI sequences. Section 5.8 extensively approaches a number
of key aspects related to the declaration of inter-VDI and inter-Item relationships.
Section 5.9 reflects about the placement of the actual resources within the VDI
structure. Section 5.10 focuses on the granularity of the VDI, whereas Sect. 5.11
approaches trust related issues pertaining to the VDIs.

Finally Sect. 5.12 focuses on the implications that specific operations, on VDIs,
have on the VDIs structure and on the system’s operational stability as a whole.

5.2 What is a Digital Item?

The MPEG-21 Digital Item is the basic unit of data transaction in the MPEG-21
framework. A Digital Item is a combination of resources (video, audio tracks,
images, etc.), metadata (creator identification, resource category, etc..), event
monitoring pertaining instructions and intellectual property information (license,
encryption resource information).

In MPEG-21 the representation of a Digital Item is performed through the
employment of a set of XML elements, structured in accordance to the MPEG-21
standard (MPEG-21 2005). An example of such a structure is depicted in Fig. 5.1
and its most relevant composing elements are described in the sub-sections bellow.

5.2.1 Item

An Item is a grouping of sub-Item and/or Component elements, These are bound to
relevant descriptive information, which is carried by Descriptor elements. Items
may contain options, which allow them to be customized or configured. Items may
also be conditional (on predicates asserted by selections defined in explicitly
declared choices). An Item that contains no sub-Items can be considered an
entity—a logically indivisible work. An Item that does contain sub-Items can be
considered a compilation—a work composed of potentially independent sub-parts.
Items may also contain annotations to their sub-parts.
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The relationship between Items and Digital Items (as defined in (MPEG-21
2005) could be stated as follows: Items are declarative representations of Digital
Items.

5.2.2 Component

A Component is the binding of a resource to relevant descriptive information,
pertaining to it, by way of Descriptor elements. Such Descriptor elements bind the
mentioned information to all or part of the specific resource instance. They will
typically contain control or structural information about the resource (such as bit
rate, character set, start points or encryption information), but not information
describing the semantics of the ‘‘content’’ within.

It should be noted that a component itself is not a Digital Item; components are
building blocks for items.

5.2.3 Resource

A Resource element represents an individually identifiable object such as a video
or audio clip, an image, or a portion of text content. A Resource may also,
potentially, represent a physical object. All resources represented by Resource
elements are locatable via an unambiguous address.

Fig. 5.1 DID structure example
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5.2.4 Descriptor

A Descriptor element associates information with the enclosing element. This
information may be specified in the form of a Component element (constituting,
for instance, a thumbnail of an image, or a text component), or a textual statement.

5.2.5 Statement

A Statement element carries a literal textual value that contains information, but
not an asset. Examples of likely statements include descriptive, control, revision
tracking or identifying information.

5.2.6 Identification

The Digital Item Identification (MPEG-21 2003) standard defines the syntax and
semantics of the Digital Item Identifier and Related Identifier elements. These
elements make it possible to uniquely identify a Digital Item and to associate
identifiers that are related to the Digital Item, container, component, and/or
fragment thereof, which do not identify the Digital Item directly. These identifiers
will be in the form of a URI.

5.2.6.1 Identifier

Digital Items and their parts, within the MPEG-21 Multimedia Framework, are
identified by encapsulating Uniform Resource Identifiers (URI) in the Identifier
element.

Syntax:

\xsd:element name=00Identifier00 type=00xsd:anyURI00/[

Semantics:
This element contains an identifier for a Digital Item, container, component,

and/or fragment thereof in the form of a URI. A Registration Authority maintains a
list of identification schemes compliant with ISO/IEC 21000-3. Identifiers are not
required to be registered with the Registration Authority to be conformant to this
clause of the specification.
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This definition of the Digital Item Identifier element is the basis for the defi-
nition of the VDI identifier adopted in CONVERGENCE. Each VDI has a unique
identifier, the VDI ID, which follows the above definition of the DII standard.

While the MPEG standard dictates that if you change a single bit of a VDI you
must change the VDI identifier, the Related Identifier element offers great flexi-
bility in associating multiple identifiers to the same Digital Item when they are
needed for different purposes.

5.2.6.2 Related Identifier

While the Identifier element enables the unique identification of Digital Items (or
parts thereof), the Related Identifier element allows the identification of infor-
mation that is related to the Digital Item (or parts thereof).

Syntax:

\xsd:element name=00Related Identifier00 type=00xsd:anyURI00/[

Semantics:
The Related Identifier element may not be used for identifying the Digital Item

(or part thereof). This shall be done by using the Digital Item Identifier element as
specified above.

A Registration Authority maintains a list of identification schemes to be used
within ISO/IEC 21000-3. Identifiers are not required to be registered with the
Registration Authority to be conformant to this clause of this specification.

The Digital Item Identification MPEG standard contains an example, copied in
the following XML snippet, which clarifies the use of this element. The example
shows how to uniquely identify a resource (an MPEG Audio Layer III encoded
sound track), within a Digital Item using an International Standard Recording
Code (ISRC). The example also highlights how to associate a related identifier
(here: identifying the underlying music work with an International Standard Work
Code (ISWC)) with such a resource.

Having multiple Resource elements embedded inside the same Component
element means that the various represented resources are totally equivalent, and an
agent may choose any one of them. On the other hand, having multiple Compo-
nents grouped inside one Item means that the represented Digital Item is composed
of several different pieces of information. Moreover, each Component can have its
own Descriptors that provide additional information about the represented digital
component.
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\?xml version=001.000?[
\DIDL
xmlns=00urn:mpeg:mpeg21:2002:01-DIDL-NS00

xmlns:dii=00urn:mpeg:mpeg21:2002:01-DII-NS00[
\Item[
\Component[
\Descriptor[
\Statement mimeType=00text/xml00[
\dii:Identifier[
urn:mpegRA:mpeg21:dii:isrc:US-ZO3-99-32476
\/dii:Identifier[
\!– ISRC identifying the sound recording –[
\/Statement[
\/Descriptor[
\Descriptor[
\Statement mimeType=00text/xml00[
\dii:RelatedIdentifier[
urn:mpegRA:mpeg21:dii:iswc:T-034.524.680-1
\/dii:RelatedIdentifier[
\!- ISWC identifying the underlying musical work -[
\/Statement[
\/Descriptor[
\Resource ref=00Track01.mp300 mimeType=00audio/mp300/[
\/Component[
\/Item[
\/DIDL[

The structure of the DI also allows for an Item element to be composed of a
sequence of sub-Items. So what is the difference between having multiple Items
and having multiple Components inside an embedding Item? The answer is pro-
vided by the very definition of the MPEG-21 standard, where it states that Items
are intended to be the lowest level of granularity visible to an end-user. This means
that a user interface could allow end-users to access the Item children within an
Item element, but not the Component children within an Item element.

5.2.7 Example of a Digital Item

In the XML snippet presented below, an example is given of a Digital Item
consisting of a compilation of musical tracks.
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\?xml version=001.000?[
\DIDL xmlns=00urn:mpeg:mpeg21:2002:02-DIDL-NS00

xmlns:dii=00urn:mpeg:mpeg21:2002:01-DII-NS00[
\Container[
\Item id=00Audio Compilation00[
\Descriptor[
\Statement mimeType=00text/xml00[
\dii:Identifier [ myaudiocompilation:1 \/dii:Identifier[
\/Statement[
\/Descriptor[
\Descriptor[
\Statement mimeType= 00text/plain00[
The compilation of my favourite songs
\/Statement[
\/Descriptor[
\Item id =00Track 100[
\Descriptor[
\Statement mimeType =00text/plain00[
Track one of the compilation
\/Statement[
\/Descriptor[
\Component[
\Resource ref=TrackOne.mp300 mimeType =00audio/mpeg00/[
\/Component[
\/Item[
\Item id=00Track 200[
\Descriptor[
\Statement mimeType =00text/plain00[
Track two of the compilation
\/Statement[
\/Descriptor[
\Component[
\Resource ref=00TrackTwo.mp300 mimeType =00audio/mpeg00/[
\/Component[
\/Item[
\/Item[
\/Container[
\/DIDL[
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The overall Digital Item is represented by the top level Item element, which is
named as ‘‘audio compilation’’. It represents the entire set of resources that
comprises the compilation. The top level Item contains one or more inner Items,
termed ‘‘content element items’’. Each such Item represents one specific part of the
overall Digital Item, i.e. an audio track.

5.3 What is a VDI

A VDI is an extension of the MPEG-21 Digital Item concept and of its profile that
was designed within the context of MPEG-M. It is thus a general purpose container
that may be employed to declare any virtual or physical object. Such objects may
be media resources, services, people and Real World Objects (RWOs).

A VDI, like an MPEG-21 DI, binds metadata (describing the structure, content
and context of an item) and its corresponding resources (such as other VDIs, audio,
images, video, text, descriptors of RWOs and people etc.).

The metadata comprises information pertaining several such aspects as: the
secure, location independent and universal identification of the VDI; the crypto-
graphic protection and authentication of the VDI’s content; the management of the
rights of the parties involved in the manipulation/transaction of the VDI; the VDI’s
expiry date so as to support its ‘‘digital forgetting’’; the semantic description of the
VDI’s content; the description of the relationships between the VDI and other
VDIs; etc.

The VDI thus functions as a location independent multipurpose container of
information which is stored and distributed throughout the CONVERGENCE
framework, based on a publish-subscribe paradigm. End-users and applications are
then able to, depending on their individual rights, create, publish, search for,
retrieve, consume, tag, subscribe and ‘‘unpublish’’ VDIs.

5.4 VDI Life Cycle

In Fig. 5.2 we depict the main stages of a VDI’s lifecycle. The typical life cycle of
a VDI, thus, consists of the following fundamental phases:

• Creation—the original production of the VDI by its creator user;
• Publication—the divulging, for public knowledge, of the VDI’s existence and of

the semantics of its contents;
• Interconnection—the establishment of logical connections, from other VDIs, to it;
• Removal—the removal of the VDI from the public scope.

Furthermore, given the publish-subscribe paradigm that shapes CONVER-
GENCE’s operation, all the events that take place within the publication, inter-
connection, or removal phases, generate notifications to subscriber users. In this
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way subscribers can find out when a targeted VDI has been published, modified
(updated with new version, interconnected) or unpublished.

The VDI is considered to be private until it is published on the CONVER-
GENCE framework. From that moment on, the VDI will be in the public sphere,
where the CONVERGENCE system, and its users, may act on it, within the limits
defined by its access rights. Once it is unpublished, the VDI will once again
become visible only to the publisher.

The main actors involved in the life of a VDI are:

• The Creator—creates and manages the VDI throughout its life span;
• The User—searches for, subscribes to, visualizes, interconnects, and creates

new versions of the VDI according to her access rights;
• CONVERGENCE system—stores, retrieves and manages the VDI while it is

accessible to the public.

The next sub sections present the above mentioned phases in greater detail.

5.4.1 VDI Creation

In this phase, a user packages a specific group of resources into a new VDI. To do
so, the creator:

1. defines the metadata for the VDI;
2. attaches resource(s);
3. includes and/or links any additional attachments and/or other VDIs;
4. chooses an identification scheme and requests a Content Identification Service

to assign the VDI’s identifier;
5. defines the license and signs the VDI.

The VDI is then created in the user’s personal space, containing structure
described in Table 5.1.

Fig. 5.2 The VDI’s life cycle
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5.4.2 VDI Publishing

In this phase the VDI moves from the private sphere onto the CONVERGENCE
realm. The creator publishes the VDI, onto CONVERGENCE, by invoking the
relevant CoMid functionalities to gossip and advertise the VDI’s content in CoMid
and to store it in CoNet, thus making it accessible to the public.

The VDI is thus ready to:

• be discovered, in searches, retrieved and consumed by authorized users
(according to the creator defined access rights);

• be found by user subscriptions;
• generate notifications when specific events occur.

From this point on, some of the information contained in the VDI is propagated
through the CONVERGENCE framework. Table 5.2 highlights said information
in boldface.

Table 5.1 Structure of a VDI

VDI content Source Details

Creator Creator Details about the user who created the VDI
Searchable metadata Creator Ontology instances, keywords
Resources Creator Links to resources or embedded resources
Relationships Creator Semantic references to other VDIs
Security data Creator/system Creation date, expiry date, license, digital signature
VDI identifier Creator/system Unique identifier for the VDI
Status data System Created
History System Links to previous versions of VDI

Table 5.2 Propagation of a VDI

VDI content Source Details

Creator Creator Details about the user who created the VDI
Searchable metadata Creator Ontology instances, keywords
Resources Creator Links to or embedded resources
Relationships Creator Semantic references to other VDIs
Security data Creator/system Creation date, expiry date, license, digital signature
VDI identifier Creator/system Unique identifier of VDI
Status data System Created
History System Links to previous versions of VDI
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5.4.3 VDI Interconnection

This is the most active phase in a VDI’s life cycle. Throughout its lifespan a VDI
may be interwoven into a complex fabric of inter-VDI semantic relationships. This
fabric is built by the creator community as it produces and publishes further VDIs
which maintain some logical relationship with it (e.g. VDIs containing corrections,
responses, extensions, etc., to it), and adequately declare it within their descriptive
metadata.

Said declaration may take the form of a versioning declaration or of an inter-
VDI relationships declaration. These mechanisms are described in detail in later
sections.

Overall, a VDI can be changed through a number of actions:

• the publisher modifies the VDI;
• users, with the appropriate access rights, modify the VDI;
• users associate other VDIs to it (through links, comments, extensions, etc.).

Each change produces a new version of the VDI, which, in its descriptive
metadata, links back to its previous versions. Newer versions of a VDI, replacing
older ones, may hold completely different information. However some fields (e.g.,
Creator, History), remain the same. In Table 5.3, these fields are highlighted in
boldface.

5.4.4 VDI Removal

This phase marks the end of a VDI’s lifecycle The VDI is removed from the
CONVERGENCE framework, and is no longer available to the public. This event
occurs when:

• the VDI expires;
• the publisher revokes the VDI.

Table 5.3 Permanent VDI fields

VDI content Source Details

Creator Creator Details about the user who created the VDI
Searchable metadata Creator Ontologies instances, keywords
Resources Creator Links to or embedded resources
Relationships Creator Semantic references to other VDIs
Security data Creator/system Creation date, expiry date, license, digital signature
VDI identifier Creator/system Unique identifier of VDI
Status data System Created
History System Links to previous versions of VDI
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Following a VDI’s removal, the status data, pertaining to it, is updated, across
the framework, to specify that the VDI is inactive, and the reason for said inac-
tivity (expiry or revocation). The affected information is highlighted in boldface in
Table 5.4.

5.5 VDI Design Guidelines

Input to the VDI design process comes from three main sources: user-driven
requirements, technical-driven requirements and coherence with existing stan-
dards. The above requirements were condensed into three main design guidelines,
in what pertains to VDIs: attaining self-containment; allowing the explicit for-
mation of logical sequences and enabling the explicit establishment of inter-VDI
logical relationships.

5.5.1 Self-containedness

In the CONVERGENCE network, IP addresses are replaced by resource names,
and such resources are retrieved or accessed on a content-centric manner, as
opposed to the present location-centric manner. This approach enables the
optimization of the network’s use and of content accessibility and has implications
on the design of VDIs. CONVERGENCE thus places the emphasis on the
‘‘self-contained’’ nature of the VDI, as it is this feature that allows the physical
nodes, participating in a CONVERGENCE-enabled communication network, to
make routing decisions based on the VDI itself (and on the network identifier),
without the need for any external information.

Table 5.4 Information affected by the removal of a VDI

VDI content Source Details

Creator Creator Details about the user who created the VDI
Searchable metadata Creator Ontologies instances, keywords
Resources Creator Links to or embedded resources
Relationships Creator Semantic references to other VDIs
Security data Creator/system Creation date, expiry date, license, digital signature
VDI identifier Creator/system Unique identifier of VDI
Status data System Expired/revoked
History System Links to previous versions of VDI
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5.5.2 Sequence Forming

The design of the CONVERGENCE system takes into account requirements that
were identified after an extensive analysis of COVERGENCE’s context of oper-
ation and of the panorama of expectations and needs that it presents. In this regard,
the members of the CONVERGENCE consortium have devised a number of real-
world use cases. Alongside, their requirements and technical implications were
coherently coalesced into CONVERGENCE requirements.

All devised scenarios require a functionality that is perceived by end-users as an
update of the VDI. From a user’s perspective, this is very natural: all web sites are
inherently dynamic in nature—e.g. the home page of a big site will change from
hour to hour even though the name of the site remains constant. The mentioned
usage scenarios identified many situations where the need for such functionality
arises. The following are some such situations:

• Changing the ownership field in a VDI representing an appliance;
• Changing the ‘‘user manual’’ resource in a VDI representing an appliance;
• Adding information about a safety recall in a VDI representing an appliance;
• Modifying a comment to a photo, where the comment is carried in a ‘‘comment

VDI’’ and the photo in ‘‘photo VDI’’;
• Changing access rights to a video represented by a ‘‘video VDI’’.

As a VDI may ultimately be updated various times, and the earlier versions may
still be desired, sequences of logically preceding VDIs will be formed. Attaining
the possibility to update VDIs, and thus build VDI sequences, is, therefore, a key
design guideline for the CONVERGENCE system.

5.5.3 Relationship Expression

Several literature studies including (Tsinaraki et al. 2007; Bekaert et al. 2003;
Rodriguez-Doncel and Delgado 2009); have proposed that Digital Item relation-
ships should be described within DIs by means of their explicit declaration within
DIDL documents. Typically, that information should be introduced by the DI
creators. Such a declaration is a powerful, yet lightweight, way of defining a
semantically rich relational fabric pervading all VDIs, which will greatly ease the
automatic ‘‘interpretation’’ of VDIs and their context.

In terms of CONVERGENCE use cases, this strategy makes it easier to specify
that some VDIs are:

• comments to other VDIs—e.g. a VDI C ‘‘carrying’’ a comment to VDI V which
‘‘carries’’ a movie;

• responses to other VDIs—e.g. a VDI R ‘‘carrying’’ a response to a VDI Q which
‘‘carries’’ some specific question;
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• enhancements of other VDIs—a VDI 2 which ‘‘carries’’ the latest version of a
software whose earlier version is ‘‘carried’’ by VDI 1;

• additions to other VDIs—a VDI X ‘‘containing’’ an X-Ray image of Mary’s
lungs is an addition to a VDI MR which ‘‘contains’’ Mary’s overall medical
record;

• etc.

The introduction of the explicit expression of relationships between VDIs
enables consumer users to explicitly search for comments, corrections, evalua-
tions, related to some specific other VDI. This enables CONVERGENCE to offer a
richer content searching service. This strategy ensures that the identification of
inter-related VDIs is a strait forward process and does not depend on the system
somehow identifying relationships though the semantic tags used to qualify the
content (a complex and inevitably imprecise task).

For instance, if VDI A ‘‘contains’’ a movie and VDI B ‘‘contains’’ a review and
there is no explicit declaration of the inter-VDIs relationship, the only way for
CONVERGENCE to determine that the latter is a review of the former would be
by examining the semantic tags of both VDIs. These would have to explicitly
indicate that the resource represented by VDI B is logically a review of the content
represented by VDI A. Otherwise the only way to automatically establish the
relationship would be through complicated and imprecise inferential mechanisms.

In brief, the lack of formal, well-defined mechanisms to specify relationships
amongst VDIs, would make it difficult to provide CONVERGENCE users with
effective search services. However, if VDI B carried metadata, explicitly declaring
that it maintains a relationship of ‘‘reviewing’’ with VDI A, then, CONVER-
GENCE can offer a service allowing users to explicitly search for reviews of a
specific VDI.

Attaining the capability to unambiguously capture the above mentioned rela-
tions is thus a design guideline for CONVERGENCE and its VDIs.

5.5.4 Addressing the Guidelines

The flexibility provided by the MPEG-21 standard for Digital Item Declaration
(MPEG-21 2005) and Digital Item Identification (MPEG-21 2003), makes it
possible to extend the DI concept into a self-contained VDI object, capable of
supporting the requirements of a content-centric and convergent Internet, the
formation of VDI sequences and the expression of VDI relationships. Said flexi-
bility is enabled by the possibility to perform the ‘‘overloading’’ of the MPEG-21
Descriptor. MPEG-21 It is thus an optimal tool for the definition of VDI objects.
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5.6 Structure of the VDI

The CONVERGENCE VDI is a fully compliant and fully conformant MPEG-21
Digital Item DIDL document, with additional required fields to convey:

• A unique VDI identifier—a mandatory unique identifier at the root level of the
VDI document (generically referred to as VDI_ID from now on), which is
assigned, to the VDI, when it is first created;

• A declaration of the VDI’s relationships with other VDIs—describing the VDIs
relational context, including its versioning of other VDIs;

• VDI semantic characterization metadata—searchable information containing a
precise semantic characterization of the VDI’s content.

Formally, a VDI may thus be defined as a DI whose root element (either a
Container or an Item), embeds mandatory Descriptors, as presented in Fig. 5.3.

Conceptually, the VDI is thus an enrichment of the root element of a DI with a
set of Descriptor elements, which are used to wrap the mandatory VDI identifier,
the declaration of relationships between the VDI and other VDIs (capturing,
among other things, the versioning information), and the semantic metadata
describing the VDI’s content.

Fig. 5.3 Conceptual representation of a VDI structure

5 The Versatile Digital Item 117



The VDI identification is expressed employing the (MPEG-21 2003) Identifier
element, while the CONVERGENCE self-defined ‘‘conv’’ namespace identifies
and isolates the Relationships and Metadata blocks.

The VDI creation process could be conceptually seen as a:

• definition of a ‘‘regular’’ DI;
• embedding identification, and ‘‘conv’’ specific, information in the root element.

An existing DI can thus be turned into a VDI without opening or un-wrapping
it, if this is not necessary for other reasons. All that is necessary is to add
Descriptor fields to the root element in order to identify it uniquely in the
CONVERGENCE system and to express the necessary semantic relationships. No
other manipulation of the existing elements is required.

Unfolding of the nested structure is necessary only if semantic relationships,
pertaining to the nested elements, are to be expressed. In such a case the nested
Items, composing the VDI, will also be enriched with relationship descriptions.
Otherwise they can be left untouched.

As explained, in previous chapters, MPEG-21 Digital Items can contain sub-
Items, and thus, Item elements may carry inner Item elements. This implies some
kind of ‘‘nesting’’ or ‘‘composition’’ relationship between the sub-Items and the
embedding Item. Since we are including, in the VDI, the means to explicitly
express semantic relationships between Items, via the overloading of Descriptors,
it is thus possible to define semantic relationships for nested Items below the root
level. This can be done by defining explicit semantic relationships between Items
of the same VDI. This technique can be very useful for representing RWOs, as it
enables the definition of the full range of relationships that may exist between the
parts that compose the object, without relying on the rigid relationship expressing
capabilities of nesting Items within Items.

5.7 VDI Identification

5.7.1 VDI Individual Identification

As previously mentioned, the MPEG-21 Digital Item Identification standard pre-
scribes the dii:Identifier tag as part of Descriptor statements. This implies that
there is no unique identifier for the whole DI: wherever a Descriptor can fit, there
is also room for an identifier. In fact, each Container, each Item composing the DI,
and even each Component can contain one (or more) dii:Identifier elements,
embedded within their respective Descriptor elements. This implies that CON-
VERGENCE needs to define the syntax of its unique VDI identifiers and their
expected position in the DI structure.

In terms of their syntax, individual VDI identifiers are built, as prescribed by
MPEG-21, through the employment of dii:Identifier elements as the statements of
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Descriptor elements (MPEG-21 2003, 2005). In what regards the placement of the
identification information in a VDI, its mandatory place, as already implied in
Sect. 5.6, is at the ‘‘top’’ of the VDI as a direct child of the root Container or Item
element.

5.7.2 VDI Sequence Identification

5.7.2.1 Rationale

As stated earlier, VDI updating is a key requirement for the CONVERGENCE
system. This challenges the design of the VDI as a self-contained package of data.
MPEG standards dictate that each DI should be packaged and signed for purposes
of trust, and that, if a single bit changes, a new DI with a different identifier must
be issued. This means that CONVERGENCE should issue new VDIs for each
update, never changing a signed VDI. However, it should also give users the
perception that they are updating their VDIs.

This cannot be implemented by designing a VDI with a changeable part and an
unchangeable part. This approach would invalidate the VDI’s signature. In theory
it might be possible for the original author to sign the unchangeable part and other
actors to sign the parts that they introduced/changed. However such a scheme
would present complex security problems that, even if solvable, would require
considerable work and would lead to contrived architectural solutions.

What is, therefore, needed is a level of indirection. In the devised scheme,
updating a VDI does not involve any modification of VDIs that have already been
published (including modification to their individual identifiers), though it may
lead to removal of obsolete VDIs. Said scheme translates into different features at
the different levels of the CONVERGENCE architecture:

• VDIs will contain a sequence identifier (SEQ_ID), and additional metadata
indicating their ‘‘ancestor’’ VDIs. This will make it possible to insert new VDIs,
and to declare ‘‘ancestry’’ inter-VDI relationships (see Sect. 5.8) in internal
fields. This functionality will be implemented at the CoMid level;

• All VDIs in a sequence will be advertised as CoNet level named-network-
resources corresponding to their VDI_IDs. At the same time an updated named-
network-resource will point to the latest version corresponding to the SEQ_ID.
No VDIs will ever be altered. At most they will be deleted. Old VDI_IDs will
not be reused in new VDIs. This chain of advertisement operations is to be
implemented at the CoNet level.

From a logical point of view, these features will, naturally, require the extra
VDI sequence identifier (which may be thought of as a sort of a VDI group
identifier), and some additional metadata fields inside the VDI to express
‘‘ancestry’’ relationships. This will allow search and retrieval of the latest version
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of an information package or of any of the preceding versions. The stable sequence
identification, besides the individual VDI_IDs, allows referring to the sequence as
a whole.

In this way the VDI sequence can be seen as a container for evolving, dynamic
information (a sequence evolving along some semantic axis, such as time, space,
functionality, etc.).

5.7.2.2 Scheme

Whenever a VDI is created, which is not part of any existing sequence of VDIs, it
is given a new, system wide unique, identifier (e.g. VDIx-v1) and a new sequence
identifier (e.g. VDIx). The syntax for the sequence identifier is compatible with that
of the VDI identifier, and with the MPEG-21 DII standard.

When a new VDI, belonging to the same sequence is to be added, (which
typically constitutes a VDI update), that new VDI is also given a new unique
identifier (e.g. VDIx-v2), but its sequence identifier is the same as that of VDI
VDIx-v1, (i.e. VDIx).

From that point on it is no longer possible to refer to the updated VDI with the
‘‘old’’ VDI identifier (VDIx-v1). To access the ‘‘most up to date’’ version of a VDI
sequence the VDI sequence identifier must be employed. To retrieve any specific
VDI from a VDI sequence it must be referenced through it individual identifier
(e.g. VDIx-v1 or VDIx-v2).

As subsequent VDIs are added to a VDI sequence (presumably in update
procedures), a chain of related VDIs is formed, as depicted in Fig. 5.4.
Summarizing:

• each VDI instance has a VDI identifier and a VDI sequence identifier;
• end-users, CoMid, and VDIs themselves, can refer to VDIs using the VDI

identifier (if the target VDI is a specific fixed point in the VDI sequence, which
will, thus, never be updated), or a VDI sequence identifier (if the target VDI is
the ‘‘most up to date’’ VDI in a VDI sequence);

Fig. 5.4 Formation of VDI sequences
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• ‘‘old’’ instances of a VDI will still be individually accessible (as each one has its
own unique VDI identifier), until they are eliminated. If it is not necessary to
maintain the older VDIs in a Sequence, the CoMid will delete references to the
old copies. Trying to retrieve such older VDIs will then return a ‘‘not found’’
error.

5.7.3 Identification Scheme Across CONVERGENCE Layers

The CoMid needs to identify VDIs and VDI sequences. VDI identifiers and VDI
sequence identifiers, are thus CoMid level identifiers. Inside the VDI, they are
captured as dii:Identifier elements.

The CoNet needs to identify named resources. Its identifiers thus differentiate
between such resources. However, the CoNet’s IDs are also addresses. They must
thus carry the necessary information to enable the retrieval of the information
objects that they represent.

There is, thus, a need for identifiers at two different levels, and for the means to
relate them to each other. To do so CONVERGENCE employs a global static
mapping between CoMid and CoNet IDs, which dispenses the existence of any
added translation service.

To attain said mapping, while enforcing a route-by-name strategy at the CoNet,
the VDI identifier (CoMid level), must be composed of two parts:

1. a routing prefix—this is the part of the identifier that CoNet employs to locate
the network principal which is responsible for the identified VDI;

2. an application specific identifier or label—this is the part of the identifier that
differentiates it amongst all the VDIs made available by the previously men-
tioned principal.

Such VDI identifiers may then be used at the CoMid and CoNet levels.

5.8 VDI Relationships

5.8.1 What is a VDI Relationship

VDI relationships are logical links that connect two individual VDIs (or, more
precisely, connect the resources represented by two individual VDIs), from the
point of view of human consumers. As such, they describe the ‘‘meaning’’ of a
referencing VDI with respect to a referenced VDI. In this relationship, the refer-
encing VDI may be considered the active object in the relationship and the ref-
erenced VDI the passive object. Together with the relationship itself, the two VDIs
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form a semantic triple. For example, if VDI A ‘‘carries’’ a user-made video and the
creator of VDI A expresses (in VDI A) his appreciation for another movie ‘‘con-
tained’’ in VDI B, then VDI A (plays the active role and) is a comment to VDI B
(which plays the passive role). That is, VDI A maintains a relationship of ‘‘com-
mentation’’ with VDI B. If a user publishes a book ‘‘within’’ a VDI C, and later on
she realizes that it contains errors, she may then publish a VDI D containing the
book’s errata. In this situation, VDI D maintains a relationship of correction with
VDI C.

5.8.2 Relationship Declaration

As already explained, in CONVERGENCE VDIs, semantic relationships are
defined via a custom overloading of the Descriptor element. This is accomplished
by introducing a self-defined CONVERGENCE ‘‘conv’’ XML namespace,
containing XML statements about VDIs. After considerable analysis of various
possible syntactic solutions for the actual expression of relationships, we con-
cluded that RDF/XML is the most adequate choice. Therefore, conv:Relationships
elements shall carry snippets, expressed in the RDF (W3C 2004) language, based
on a vocabulary defined in OWL (W3C 2012).

VDI relationships are thus declared as RDF metadata carried within specifically
defined tags (conv:Relationships tags), contained inside VDI Descriptor elements.
A VDI may declare an arbitrary number of relationships to an arbitrary number of
other VDIs (as exemplified in Fig. 5.5).

Fig. 5.5 Graphical depiction of inter-VDI relationships
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\?xml version=001.000?[
\!DOCTYPE rdf:RDF [
\!ENTITY owl 00http://www.w3.org/2002/07/owl#00[
\!ENTITY xsd 00http://www.w3.org/2001/XMLSchema#00[
\!ENTITY owl2xml 00http://www.w3.org/2006/12/owl2-xml#00[
\!ENTITY rdfs 00http://www.w3.org/2000/01/rdf-schema#00[
\!ENTITY rdf 00http://www.w3.org/1999/02/22-rdf-syntax-ns#00[
\!ENTITY convcoreRelOnt 00conv:corerelationalontology00[
][
\rdf:RDF xmlns=00conv:corerelationalontology00

xml:base=00conv:corerelationalontology00

xmlns:owl2xml=00http://www.w3.org/2006/12/owl2-xml#00

xmlns: convcoreRelOnt=conv:corerelationalontology00

xmlns:xsd=00http://www.w3.org/2001/XMLSchema#00

xmlns:rdfs=00http://www.w3.org/2000/01/rdf-schema#00

xmlns:rdf=00http://www.w3.org/1999/02/22-rdf-syntax-ns#00

xmlns:owl=00http://www.w3.org/2002/07/owl#00[
\owl:Ontology rdf:about=00conv:corerelationalontology00/[
\!- Classes -[
\owl:Class rdf:about=00conv:corerelationalontology;DigitalItem00/[
\owl:Class rdf:about=00&owl;Thing00/[
\!-Object Properties -[
\owl:ObjectProperty

rdf:about=00&convcoreRelOnt;interDIRelationship00[
\rdfs:domain rdf:resource=00&convcoreRelOnt;DigitalItem00/[
\rdfs:range rdf:resource=00&convcoreRelOnt;DigitalItem00/[
\/owl:ObjectProperty[
\/rdf:RDF[

The types of declarable relationships are derived from a base set of global
relationships that is defined in a core relationship ontology. This ontology can be
extended by application-specific purposes, with application-specific relationships.
Said core ontology is presented in the previous text box, and depicted in
Fig. 5.6.

Fig. 5.6 Graphical depiction
of the core ontology
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5.8.3 Relationship Level or Type

Within CONVERGENCE VDIs, relationships are defined at two levels:

1. At the VDI level—expressing the set of relationships in which the VDI, as a
whole, is involved;

2. At the Item level—expressing the set of relationships in which specific parts of
the VDI are involved.

Both levels have a model that captures the distinction between Context Infor-
mation and Representation Information, as defined in the OAIS Open Archival
Information System (OAIS 2012) and in similar approaches:

• Context Information—describes how the object relates to its environment and
other objects;

• Representation Information—describes the internal structure and hierarchy of
the object.

VDI level relationships can be seen as inter-VDI relationships as they describe
the relationships of the VDI, as a whole, with other VDIs. Such a relationship may,
for instance, describe an ‘‘illustration’’ relationship between an image ‘‘carrying’’
VDI and a text ‘‘carrying’’ VDI.

Item level relationships may, generally, be described as intra-VDI relationships,
as they typically describe the relationships between the inner parts of the VID. For
example, the complex details of the physical structure of an RWO can be modeled
by introducing semantic relationships between the Items composing the VDI that
represents the whole object.

However, the later type of relationships may also describe the relationships of
an inner part of a specific VDI with exterior entities.

Relationships between VDIs (VDI level relationships), are expressed in terms
of the VDI-level ontology. This defines the attributes of a VDI as a whole, as well
as core system concepts that are vital for the functioning of the CONVERGENCE
framework. Nevertheless it is a dynamic ontology. Wherever useful, it is possible
to add application-specific relationships to describe the domain specific behavior
of VDIs used by a CONVERGENCE-enabled application. User searches and
queries are expressed in terms of restrictions formulated over the terminology of
the VDI-level ontology and its extensions.

Inter-Item (Item level), relationships are expressed in terms of application
ontologies. These may take the form of a root Item-level ontology. These intro-
duce completely custom taxonomies to capture the semantics of the internal
structure of specific VDIs for precise application domains. However these ontol-
ogies are conceptually associated with a single VDI and/or domain, and users can
only fully exploit them when they acquire the VDI and browse the individual Items
contained in it.
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5.8.3.1 VDI-Level Relationships

The basic taxonomy of possible relationships between VDIs and their meaning is
encoded in the VDI-level ontology. Said ontology (which is built on the one
presented in Fig. 5.6), is depicted in Fig. 5.7.

The purple-colored classes (centered on the VDI class) capture the Context
Information for a VDI as a whole. Each VDI is assigned a CONVERGENCE
Resource Semantic Type (CoReST). The explicit Expiry Date class is used to
enforce ‘‘not found’’ behavior when searching for expired objects at the Content
Level of the CONVERGENCE architecture, and for progressive garbage collect-
ing at the Network Level.

Each VDI has a unique identifier, and is assigned to a Sequence, which rep-
resents a ternary relationship between a specific VDI, a global identifier for the
whole sequence and a ‘‘semantic axis’’ along which the Sequence has to be
interpreted. The default approach is to unfold the versioning along the time axis, so
that each update to the sequence gets a progressive timestamp (class T. Stamp
Value).

The yellow-colored areas (more specifically, the hierarchy under interVDIRe-
lationship property), capture the Representation Information for a VDI as a whole,
specializing the inter VDI Relationship generic bonding between two distinct
VDIs. This captures the basic relationships for the declaration of VDI sequence
structures, i.e. the ‘‘follows’’ and ‘‘precedes’’ relationships, which enable the
specification of which VDIs follow which other VDIs in a VDI sequence.

Obviously, once the hierarchy under the inter VDI Relationship property is
extended to support the declaration of other types of relationships (e.g. ‘‘com-
ments’’, ‘‘corrects’’, ‘‘extends’’, etc.), it may then be employed, at VDI creation
time, by creator users to, weave the VDIs into a rich relational fabric, which
permeates VDIs as a whole, rather than the multiple individual resources within

Fig. 5.7 VDI-level ontology model
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them. As implied before, that hierarchy may be freely extended by means of
domain and application-specific terminology.

The semantically precise expression of VDI-level relationships makes it pos-
sible to combine searches, for instance, for VDIs which ‘‘comment’’ or ‘‘correct’’ a
specific other VDI, with other search criteria such as such as sequence version,
date of creation, geographic place of creation of the VDI, author identification etc.

5.8.3.2 Item-Level Relationships

The basic taxonomy of possible inter-Item relationships is encoded in the
Item-level ontology. That ontology is depicted in Fig. 5.8. In said figure, the
purple-colored class Item and the yellow-colored hierarchy of properties, (under
inter-Item Relationship), distinguish, again, between Context and Representation
information.

Since Item-level relationships apply to single Items within the VDI, each Item
element must be uniquely identified, so that it may be unambiguously referred by
the relationship declarations in question. The scheme employed to perform that
identification is to use the global VDI identifier as a base reference (xml:base) and
then employ standard XML fragment identification, namely the XPointer speci-
fication (XPOIN 2001; W3C 2001), for the differentiation between individual
Items. This method has the advantage of being independent from other possible
identifiers already present within the Item. Since existing Item elements are
identified by their XPointer semantics within the VDI document, no explicit
additional identifiers are necessary.

In every VDI the actual inter-Item relationships are expressed in terms of
application specific ontologies. These extend the Item-level ontology by defining a
terminology customized for the VDI’s specific application domain. The taxonomy
of possible relationships between parts of a VDI, represented by Item instances
contained within a VDI document, is thus encoded in application ontologies.

Fig. 5.8 Item-level ontology model
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5.8.4 Implications of VDI Removal

In most Inter-VDI relationships, the removal of one of the VDIs in the relationship
does not present problems. For instance, if VDI B comments VDI A and the latter
is removed, the former will become a dangling comment that ‘‘points’’ to a non-
existent VDI. In most cases this will not be a problem (just like, in most cases, a
broken link does not disable a web site).

There are some cases, however, where a broken link could be problematic. This
can occur when Inter-VDI relationships form logical sequences, where the
knowledge of the entire chain is necessary for the proper operation of the system.
The typical example of this are the updating Inter-VDI relationship chains (VDI C
updates VDI B which updates VDI A), which are constituted as VDI sequences are
built. In such cases, removal of one of the VDIs isolates the two resulting halves.
This is why VDI sequences are managed by means of a common Sequence
Identifier which is part of the context information of all VDIs.

The explicit declaration of Inter-VDI relationships, and the fact that sequence
identification is independent from such declarations, thus helps the implementation
of digital forgetting, making it possible to delete VDIs without impeding the
regular operation of the system. It also facilitates digital forensics, as even if a
specific VDI is removed, all the other VDIs that, for instance, commented and
criticized it will still be available. This means that ‘‘traces’’ of the VDI will remain.

5.8.5 Relationships and Rights

A creator of a VDIs is not free to declare any kind of relationships, of its VDI, to
other VDIs. For instance, if Mary is not the owner of VDI A, she is not allowed
to insert a VDI B, which declares a ‘‘correction’’ relationship towards VDI A. On
the other hand, Mary is perfectly free to insert a VDI C, which declares a
‘‘commenting’’ relationship towards VDI A. Before accepting a VDI the system has
to analyze and validate its VDI-level relationship tags.

If a user searches for and retrieves VDI C, she only receives Mary’s comment,
not VDI A itself. Nevertheless when browsing VDI C she will be able to reach into
VDI A, if this is allowed by the rights expressed by the later VDI.

5.8.6 Inter-VDI Relationship Declaration Example

In the text box below, an example of an inter-VDI relationship declaration is
presented. More specifically it declares that a VDI identified as ‘‘conv:vdi:A’’,
maintains a relationship of ‘‘enrichment’’ towards another VDI identified as
‘‘conv:vdi:B’’. That is, VDI ‘‘conv:vdi:A’’ logically enriches VDI ‘‘conv:vdi:B’’.
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…….
\Descriptor[
\Statement mimeType=00text/xml00[
\dii:Relationships[
\rdf:RDF xmlns=00individual:example:ontology#00

xml:base=00individual:example:ontology00

xmlns:owl2xml=00http://www.w3.org/2006/12/owl2-xml#00

xmlns:extOnt = 00sample:extension:ontology#00

xmlns:vdiLOnt=00conv: vdiLOnt#00

xmlns:xsd=00http://www.w3.org/2001/XMLSchema#00

xmlns:rdfs=00http://www.w3.org/2000/01/rdf-schema#00

xmlns:rdf=00http://www.w3.org/1999/02/22-rdf-syntax-ns#00

xmlns:owl = 00http://www.w3.org/2002/07/owl#00[
\owl:Ontology rdf:about=00individual:example:ontology00[
\owl:imports rdf:resource=00sample:extension:ontology00/[
\/owl:Ontology[
\owl:ObjectProperty rdf:about=00&extOnt;enrichment00/[
\owl:Class rdf:about=00& vdiLOnt;VDI00/[
\owl:Thing rdf:about=00#conv:vdi:A00[
\rdf:type rdf:resource=00&vdiLOnt;VDI00/[
\extOnt:enrichment rdf:resource =00#conv:vdi:B00/[
\/owl:Thing[
\owl:Thing rdf:about=00#conv:vdi:B00[
\rdf:type rdf:resource=00& vdiLOnt;VDI00/[
\/owl:Thing[
\/rdf:RDF[
\/dii:Relationships[
\/Statement[
\/Descriptor[
….

The above presented declaration presupposes the associated existence of an
application specific ontology, referred to as (‘‘sample:extension:ontology’’),
which, extending the core ontology depicted in Fig. 5.6, performs the definition of
the ‘‘enrichment’’ relationship.

5.9 Resource Placement Within VDIs

The MPEG-21 standard enables resources to be placed within DIs in varied
dispositions.
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At a basic level, such resources may be referenced from the DI, or directly
included in it. At a higher level, (the level of Component elements), for instance,
multiple Component elements in the same Item element can be used to offer the
same resource in different formats. For example two Component elements in the
same Item element could hold files song.mp3 and song.wav (i.e. the same song in
compressed and raw formats). Furthermore, the same Component element can
contain or reference multiple resources employing multiple Resource elements.

A DI may, for instance, combine the above possibilities to attain resource
redundancy, by offering the same resource twice in the same Component element,
once by value and once by reference (linking to copy of the resource stored at a
remote server).

All that is stated above is also true for CONVERGENCE VDIs. However,
although syntactically both the Component and the Resource elements can be
tagged with Descriptor elements, within VDIs, the latter elements must not
be used for embedding semantic relationships at the level of the Component or
Resource.

5.10 Granularity of the VDI

Granularity is the degree to which information is packaged within the same VDI
and the degree to which it is distributed across several distinct VDIs. Granularity is
thus related to the minimum sized transacteable unit of information. The optimal
granularity depends on the application domain. As defined in CONVERGENCE,
the VDI is the atomic searchable entity of the CONVERGENCE network. All
Items within the same VDI are classified under the same set of metadata within the
CoMid and are distributed together as a self-contained information package.

5.11 Trusting VDIs

Every VDI is typically signed by its creator user. Furthermore, they may also
contain a license. Such a license specifies the rights panorama pertaining to the
VDI. It may state, for instance, that: only the authenticated author can modify
(update) the VDI; other authors can add resources to the VDI (by updating it)
without deleting the original resources; or that other authors can freely replace
resources in the VDI (again through updates). In the first case, the author will sign
any updated version. In the second case, the new author will add (and perhaps
sign) a new resource, in the third case the author will replace the old resource with
a new, signed resource.

In each of the above cases, the CoMid instance responsible for publishing the
updated VDI, will recalculate a digital signature on the whole package of bits, so
that the VDI can be trusted, based on the author of the change.
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Non-repudiation can be assured by a combined employment of the signing of
the VDI, by its author, and by further stating, in the license, that the VDI cannot be
modified by anyone (including the author). These authentication and governing
mechanisms are a powerful guarantee that the VDI has not been tampered with
after publication. CONVERGENCE also supports anonymous publication of
VDIs. This is essential, if we want to use VDIs for free discussion on controversial
topics or in adverse contexts.

5.12 Operating on VDIs

5.12.1 Processing Relationships at Packaging Time

The CoMid needs to be efficient. It is not efficient for CoMid instances to have to
run a SPARQL query, through the whole VDI, to collect its Metadata, every time
they receive a VDI. Metadata must thus be pre-packaged within VDIs. Therefore,
after its original creation and before it can be actually published to the CON-
VERGENCE framework, a VDI needs to be packaged for dissemination and
distribution.

Packaging operations mainly pertain to the processing of relationship declara-
tions into conv:Metadata blocks. At VDI packaging time, the, CoMid level,
Packaging Engine scans the VDI, collects and interprets Descriptor elements for all
Items and normalizes the information contained in conv:Metadata elements, which
consists of RDF/XML data. Said data is thus packaged into a ‘‘normalized’’ form
allowing efficient parsing and searching. The normalization operations include:

• Creating an expanded list of triples;
• Resolving references;
• Making literal values explicit.

The metadata contained in the VDI’s top conv:Metadata block pertains to the
VDI as a whole, and not just to some of its specific Items. It is obtained:

• from the conv:Relationships elements of all Item elements (i.e. Item-level
relationship information);

• from the conv:Relationships element originally placed at root of the unpackaged
VDI (i.e. VDI-level relationship information).

At publishing time, the CoMid parses the VDI, extracts the conv:Metadata
information, (which now contains the semantic characterization of the VDI and the
characterization of the relationships in which the VDI is involved), and performs
the appropriate dissemination and storage of that information. Users will thus be
able to search the data, both for specific concepts (keyword based search) and for
VDIs which maintain specific relationships with other VDIs (relationship based
search).
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5.12.2 Processing Relationships at Search Time

In order to enforce user searches for VDIs the system will need to process the
conv:Metadata blocks, which are disseminated at VDI publishing time. When a
user searches for VDIs by keyword, the local CoMid instance sends the query to
the peer CoMid instance which is responsible for the concept in question (that is,
the CoMid peer that keeps the list of all the VDIs involved as active or passive part
in that concept), which then sends the appropriate response back.

When, a user searches for VDIs which are involved in a specific relationship
with another VDI (for instance, all VDIs that ‘‘comment’’ on VDI XYZ), the
CoMid collective will search through the information describing relationships of
the type in question, looking for ‘‘commenting’’ relationships which link to VDI
XYZ. To perform such a search, the user hosting CoMid instance directs the query
to the CoMid instance which is responsible for the relationship concept
‘‘comment’’, that is, the CoMid peer that keeps the list of all VDIs involved in a
relationship of that specific type. The peer in question then provides the appro-
priate answer. In this manner, the system handles the two types of search in the
same way, that is, it directs the query to the appropriate CoMid instance.

5.12.3 VDI Updating Operations

Updating a VDI, as explained in Sect. 5.7.2, means that a new VDI will be added
to the same VDI sequence (same sequence as the one that the updated VDI is in).
The new VDI will thus become the ‘‘head’’ of the sequence, logically replacing the
previous one.

The ‘‘head’’ VDI may have much of the same metadata as the previous one and
thus, it may reutilize the latter’s conv:Metadata blocks. The new VDI, though, will
typically have to be newly signed by its creator user.

The publication of an updating VDI implies CoMid and CoNet level operations
which are described in the next sub-sections.

5.12.3.1 VDI Sequences and CoMid Level Operations

A VDI update operation is mapped onto a CoMid level VDI insertion (for instance,
of a new VDI with a brand new ID, but the same SEQ_ID as an earlier VDI, and a
different timestamp). If necessary, the old VDI is removed. When the new VDI’s
metadata are gossiped, they are linked to the new VDI_ID. In this way, when the
system finds a match for a user search query, the corresponding VDI is given back
to the user through its link-back ID.

Each new VDI, in a VDI sequence, can, in theory, be completely different from
its preceding VDI. During inter-CoMid ‘‘gossiping’’ interactions, the different
CoMid instances, running at different peers, include the inter-VDI sequence
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identifier, SEQ_ID, in the information that they ‘‘gossip about’’. As a result,
information propagates through the network and can be retrieved during the
processing of user requests.

In this situation, an application can request from the CoMid:

• A specific VDI, defined by its VDI_ID;
• The latest version (or update) of a specific VDI sequence, identified by its

SEQ_ID.

In the later situation the CoMid uses the SEQ_ID to identify the ‘‘top’’ VDI and
to retrieve it.

5.12.3.2 VDI Sequences and CoNet Level Operations

To implement the functionality described in the previous section, each VDI update
operation triggers the following operations at the CoNet level:

• the updating VDI is advertised, in the CoNet, with a NID that is the same as the
SEQ_ID, in this way effectively replacing the old content;

• the updating VDI is also advertised in CoNet with the NID that is the same as
the VDI_ID. This makes it possible to fetch VDIs either through their VDI_IDs
or their SEQ_IDs.

Once an update operation is completed, the concerned SEQ_ID is thus present
in more than one VDI. The network will thus contain, for instance, the original
VDI, identified as http://vdi.org/VDIX and a new VDI identified as http://vdi.org/
VDIY. Both VDIs will share the same SEQ_ID, with a value, for instance, of
http://vdi.org/seqXseqX. When a request is made for http://vdi.org/seqXseqX, the
system fetches VDI Y, the most recent advertised VDI with that identifier.

In this way the CoNet level is ‘‘aware’’ of all of the update operations and keeps
a reference to the most up to date version of a VDI.

5.13 Conclusions

The defined VDI object is indeed a versatile object. While strictly adhering to the
MPEG-21 standard, it extends the MPEG-21 DI in order to render it a suitable
vehicle for data transaction in a content oriented network.

The VDI is thus a self-contained object that is uniquely and universally iden-
tified across the CoMid and CoNet layers. It has the capability to be logically
grouped into VDI sequences and is enriched with the capacity to declare its
relational context. The VDI also comprises the necessary provisions to enable the
expression of its usage rights, the preservation of its integrity and the validation of
its authenticity across its life cycle.
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Furthermore, the structure devised for the VDI, together with the specific
characteristics of the CONVERGENCE system, enables also the maintenance of
VDI authorship anonymity. Additionally, it becomes possible the enforcing of
digital forgetting, without hampering the system’s operation.

All of the above mentioned characteristics of the VDI are in line with its
purpose of facilitating and empowering CONVERGENCE’s operation in accor-
dance with the publish-subscribe paradigm.
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Chapter 6
The CONVERGENCE Security
Infrastructure

Thomas Huebner, Andreas Kohlos, Amit Shrestha and Carsten Rust

Abstract This chapter describes the Convergence security infrastructure. The
core component for Convergence Security (CoSec) has a distributed architecture.
It encompasses subcomponents on different computing platforms such as client
computers and smart cards, application servers and peers. An essential feature of
Co-Sec is the use of smart cards as a secure token. This Convergence token
provides sensitive security functions on a tamper-resistant device. The chapter first
introduces the concepts and the architecture of the security infrastructure. Based
on a description of the basic cryptographic primitives, as well as of the advanced
cryptographic schemes applied by the project, we describe the high-level security
functions provided for the Convergence middleware and network layer.

6.1 Introduction

In the architectural design of Convergence, CoSec is the component in the
Computing Platform level responsible for handling cryptographic protocols and
other security-related tasks. CoSec has a distributed architecture encompassing
several independent and possibly distant components with each component com-
prising software as well as hardware. In the application flow of security protocols,
these components interact with each other. As a consequence, their APIs can be
quite complex.

CoSec offers security support mainly to CoMid, the middleware layer of
Convergence. It provides for instance encryption of content, authentication of
users, signing of VDIs etc. It offers also similar support to CoNet, e.g. high-level
functions for utilizing a hybrid encryption scheme in distributing media content
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over an Information-centric network. In CoMid, the security services implemented
by CoSec are provided to all CoMid engines through the Security TE.

The Security TE on the one hand exposes high level functions as described in
the previous paragraph, thereby allowing for abstraction from the CoSec crypto-
graphic functionality (such as key-generation, random-number generation). On the
other hand, these low-level functions are also included in the MPEG API for the
Security TE, so that they are accessible for higher level engines and applications.

The cryptographic operations of CoSec must be executed in a trustworthy
environment. In theory, we could assume that the entire network is safe, and that
registered devices (laptops, PCs, etc.), once checked, will remain secure devices
and can be trusted. In reality, however, networks can be anything but secure, and
devices (even if initially correct) can be tampered with by fraudulent users, or
manipulated by third parties.

Many of these problems can be solved, or at least mitigated, by the use of smart
cards as secure hardware modules. Smart card software is almost completely safe
against tampering. This means that an attacker will find it very hard to access
confidential content stored or processed on a well-designed system. In this way,
the smart card can serve as a reliable outpost for the Service Provider, which
continues to control it, even though it is permanently in the hands of an end-user.

Smart cards can also contain secret information, which is not available any-
where else, even on the manufacturer’s or card issuer’s site. A typical example is a
signature key: such keys are generated on-card, are unknown to any outside entity,
and always remain in the physical possession of the card holder. The card holder can
therefore be certain that no one, not even the Service Provider or the card manu-
facturer, can forge his/her signature without physical access to his/her smart card.

Secure repositories realized on smart cards hence play a particularly important
role in the CoSec security architecture. They do not only have the ability to
securely store data but also to process security relevant protocols (e.g. issue and
validate signatures, validate certificates, generate key pairs, etc.), providing
functionalities that go far beyond secure storage.

Typically, execution of cryptographic protocols will require interactions
between several of these. Due to the nature of the protocols and their underlying
parameters, the interfaces between CoSec functions will inevitably be complex.
Therefore, an in-depth description lies beyond the scope of this chapter; it rather
aims to give the reader a full overview of CoSec and its capabilities.

6.2 Security Architecture

This section gives an overview of how security functions are provided to the
Convergence system and are embedded into the system respectively.

From a methodological standpoint, the Convergence project defined security
assets, considered threats to these assets, and derived security functional require-
ments, which drove the selection and development of appropriate cryptographic
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primitives, high-level functions, and protocols. This methodology is described in
greater detail in (Anadiotis et al. 2011). In this section, only the main results of the
security analysis are presented.

A key task of the methodology was to identify the ‘‘roles’’ that lie at the base of
Convergence security. Note that this task is logically prior to the identification of
the architectural entities (Technology Engines and Protocol Engines) that imple-
ment the required functionality in the Convergence architecture.

Two key roles are those of the Identity Provider (a trusted third party respon-
sible for the registration of users, identification of users, verification of credentials,
and issuing of certificates) and the Service Provider, the entity that handles ‘‘daily’’
business in a specific scenario, including user authentication and licenses. One of
the benefits of separating the two roles is privacy protection: Identity Providers
never gain access to data accumulated by Service Providers; Service Providers do
not need to know all (or any) of the personal data that are collected during
registration. A typical Identity Provider might be a government agency that per-
forms end-user registration and supplies Service Providers (e.g. insurance com-
panies) with users’ certified credentials, but it could also be the operator of the
Convergence platform.

As regards the derivation of security requirements from an analysis of assets
and threats, we considered assets related to VDIs, assets related to users (end-
users, peers, etc.) and services (service applications), and assets related to engines
(software packages) in the Convergence middleware. A typical asset is for instance
VDI integrity, referring to the VDI as a whole, including all of its components such
as content, metadata, annotations, and the identifier: A VDI should never be
changed, once it has been published, until possible revocation and the identifier
must be unique for each VDI. Threats to VDI integrity include for instance the
altering of components after publishing. This threat can be thwarted by crypto-
graphic primitives such as signing a cryptographic hash of the VDI.

The system’s main security features, identified during the analysis, are:

(i) assurance of VDI integrity (and authenticity)
(ii) governance of VDI access restrictions (confidentiality)
(iii) user identification and authentication
(iv) issuing and enforcement of licenses
(v) protection of user privacy
(vi) network security.

Most of these features are provided at the middleware level (CoMid), some at
the Computing Platform level. CoMid security features are provided by the
Security TE, which in turn relies on features offered by CoSec in the Computing
Platform. Some security features of the CoNet are provided by the CoNet itself;
others require support from the CoSec.

The CoMid exploits the features offered by the CoSec component in the
Computing Platform through a dedicated Technology Engine called Security TE.
Components wishing to perform a security function or protocol use CoSec via the
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Security TE. The CoSec serves all requests coming from the other engines and
directed to the Security TE.

Based on CoSec, the Security TE can:

(i) create new credentials and manage certificates
(ii) generate keys and encrypt/decrypt data or keys
(iii) store confidential information (e.g. licenses and keys) in the secure repository
(iv) certify the integrity of engines.

Other Engines rely on the Security Engine to perform:

(i) signing of VDIs (VDI TE)
(ii) symmetric encryption/decryption of resources (Media Framework TE)
(iii) symmetric encryption/decryption of keys (REL TE)
(iv) user identification (Identify User TE)
(v) user authentication (Authenticate User TE) (see Fig. 6.1).

Although the Convergence architecture diagram shows the CoSec component
as a single monolithic block, it actually has a distributed architecture encom-
passing several independent (and possibly remote) components, each of which
includes software as well as hardware.

CoSec components are distributed on the following computing platforms:

(i) Client computers (e.g. end-user laptops);
(ii) Application servers;
(iii) Peers (e.g. node computers in a network);
(iv) Smart cards (typically held by the end-users).

Security TE

CoSec

REL TEVDI TE

Media 
Framework 

TE

Event Report 
TE

Identify User 
PE

Authenticate 
User PE

Fig. 6.1 Security for
convergence CoMid
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Most components of CoSec are located on client computers (e.g. end-user
laptops), smart cards, application servers and network peers. The majority of
protocols processed within CoSec involve several of these entities. Figure 6.2
illustrates the general style of these protocols as exemplified by a simplified user
authentication protocol. In the example, the smart card acts as a secure repository
for the user’s signature private key.

CoSec features are exposed to the CoMid components (engines) through the
CoMid Security TE. A CoSec API is defined so that the Security TE can use the
CoSec.

In addition to the usage by CoMid through the Security TE, CoSec is also used
by CoNet. CoNet supports security and privacy mechanisms aimed at preserving
the integrity of the networking service and, where required, the anonymity of
owners and consumers of named resources. A distinguishing aspect of CoNet
security is the use of data-centric security: security information is embedded in
CoNet data-units. Data-centric security makes it possible for user and network
nodes to verify the validity of named-resources, preventing the caching and dis-
semination of fake versions. Protecting information at the source (i.e. protecting
the data unit) is more flexible and robust than delegating this function to appli-
cations, or securing only communications channels. The basic security primitives
required for these operations are provided by CoSec through the CoSec API.
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Fig. 6.2 CoSec elements and example information exchange
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6.3 Cryptographic Primitives

To implement cryptographic functionalities, protocols or even applications, CoSec
uses a couple of cryptographic primitives, which are described in this section. The
primitives, which are implemented on smart cards to a large extent, are provided
via the Security TE on the lowest level of the Convergence infrastructure and
thereby exposed to the upper-level Convergence components. Thus, middleware
components or applications can directly access them in form of stand-alone crypto-
functions. In one of the following sections, we are going to describe the imple-
mentation of cryptographic protocols based on the primitives described here.
These protocol implementations, secured by execution on smart cards, are also part
of CoSec.

In order to ensure confidentiality, fast symmetric encryption and decryption
methods for Convergence content VDIs are available through an implementation
of the common AES scheme. In order to enable seamless integration of the
Convergence secure token into the overall architecture, we selected the CBC
chaining as it is the common mode for smart cards. The Security TE currently
supports AES keys with up to 256 bits. They can be chosen dynamically and
configured according to the requirements of the actual Convergence application or
protocol. In addition to AES, the Security TE provides ABE (Attribute-Based
Encryption) (Bethencourt et al. 2007; Lewko and Waters 2011) and IBE (Identity-
Based Encryption) (Galindo et al. 2009; Martin 2008) symmetrical encryption
primitives used for key derivation inside Convergence.

As regards asymmetric cryptography, we first of all support RSA with a key
length of up to 2048 bits. Access to private keys is encapsulated in functions
implemented on the smart card based Convergence token. This is possible as the
smart cards’ crypto-processor is especially designed for efficiently computing
complex RSA operations. Asymmetric cryptography is most notably used for key
agreement, signature generation and verifications, as well as for the support of
certificate-based security within CoSec protocols. Thus, on top-level of CoNet it is
the main primitive used for authentication and the licensing of VDIs.

A system based on a Public Key Infrastructure (PKI) (Adams and Lloyd 1999)
utilizes the advantages of certificates generated by a trusted third party in order to
establish trust within a system. The Convergence PKI will be described in
Sect. 6.5.4. The support for a structure as complex as PKI, requires a number of
basic cryptographic functionalities, which are part of Security TE. Each of the
functionalities is embedded in the Convergence middleware to support the whole
set of possible identities, components and data inside the Convergence network.

Basic primitives such as hashing (SHA-256, SHA-2, etc.) or random number
generation are also part of the Security TE. They are required in almost every
cryptographic operation, e.g. in mutual authentication protocols, basic encryptions
schemes, as well as in the advanced encryption schemes implemented within
CoSec.
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6.4 Advanced Cryptographic Schemes

As described in the previous section, we do not only use standard cryptographic
primitives, but our architecture also supports advanced schemes for anonymous
group signature and Identity-based encryption, both based on Pairing based
cryptography. Moreover, we support pseudonymous access by ‘‘Restricted Iden-
tification’’. These schemes and their application in Convergence are described in
this section.

6.4.1 Group Signature Schemes

Group Signature Schemes (Boneh et al. 2004) allow any member of a previously
created group to digitally sign a document or an object (in the case of Convergence
a VDI or a part of a VDI) on behalf of the entire group. Here, the term ‘group’
refers to a set of people that perform equivalent tasks and do not necessary need
each other’s consent (e.g. editors of Wikipedia). The group has a single public key
that a third party can use to verify if the signature originates from a member of the
group. However third parties cannot ascertain the identity of the group member
responsible for the signature. If the same member of the group signs on multiple
occasions, the signatures cannot be linked (Libert and Vergnaud 2009). In other
words, group signature schemes do not just provide pseudonymity, but also ano-
nymity (Calandriello et al. 2007), except in rare conditions, when the group master
can legitimately unveil the identity of a user.

Group Signatures are quite a recent development and legal implications/
requirements related to their use have yet to be defined. In general, a group is
administrated by a trustworthy group master, who holds a master key with which
he can register new members, revoke existing members, and unveil the identity of
a signer in the event of a dispute. This ability may be a procedural requirement in
some applications, where unconditional anonymity is not permitted.

Group signatures are employed in Convergence for basically two scenarios:

(i) Anonymous authentication on behalf of a group: Access to services can be
granted based upon an SSO (Single Sign-On) protocol, for which in turn a
smart card based initial authentication is performed. For specific applications,
such an authentication can be an anonymous group authentication based on a
group signature scheme.

(ii) Anonymous signing: In contrast to (i), where a random token is signed for
authentication purposes, here content is signed. However, due to the nature of
the content, it is sometimes desirable to sign anonymously. This allows for
data protection and privacy, while at the same time it admits to reveal the
identity of a member in case of a misuse. Such a revealing process can only be
executed under very strict regulations however. Convergence employs this
feature in the LMU scenario, as outlined in the subsequent paragraph.
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The LMU scenario provides an example of the way a group signature scheme
could be applied. In this scenario the group consists of all registered students who
have access to at least some of the lectures offered, and all lecturers. Membership
requires a registration process. During this process, each student receives a smart
card that includes both a personal signature key (used to issue personal digital sig-
natures), and a private group signature key that enables the student to generate an
anonymous group signature, proving that he or she is indeed a valid member of the
corresponding group of students. For instance, a student, who proves she is part of
a group attending a course, can sign annotations to course materials.

6.4.2 Identity Based Encryption: Attribute Based Encryption

Recent years have seen significant progress in so-called Identity Based Encryption
(IBE) (Galindo et al. 2009; Martin 2008) and Attribute Based Encryption (ABE)
(Bethencourt et al. 2007; Lewko and Waters 2011). Cryptographic protocols based
on these schemes have now matured to a point in which they can be deployed in
real life applications.

IBE provides asymmetric cryptography (encryption and signatures) without the
burden of certificate administration typically associated with the creation of a PKI.
By using IBE, Convergence can offer encryption and decryption of VDIs without
establishing a cumbersome PKI (Adams and Lloyd 1999).

This feature is of particular interest in cloud computing scenarios. Before
encrypting data and uploading them into a cloud, a sender must be sure about the
identity of the recipient’s public key. Since files in the cloud are easily physically
available, and no connection-based session encryption can be guaranteed, it would
constitute a major security breach to encrypt a data package to an unintended
recipient on the basis of a non-trustworthy public key. Conventional asymmetric
cryptography ensures security through certificates, at the cost of the burden
coming along with certificate administration.

IBE schemes also offer the possibility to generate digital signatures without
having to deal with certificate administration (Adams and Lloyd 1999). This is
employed in CoNet to authenticate the origin of data packages at each node prior
to processing them. Note the importance of checking the authenticity of packages
during transport and not merely at the recipient’s site in order to thwart Denial-of-
Service attacks.

ABE makes it possible to map complex licenses to attributes. The basic idea of
an Attribute Based Encryption scheme is that content (or more precisely a content
key) is encrypted according to determined attributes. In this way, only key holders
with the attributes required by the encrypted content will be able to decrypt it. This
avoids the risk that fraudulent users could bypass licensing by tampering with
security-related hardware and software: while a license check may be bypassed
(for instance through manipulation of proprietary hardware like an e-book-reader),
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recipients of ABE-encrypted content who do not have specified attributes (e.g. are
under 18 according to the personal data on their smart card) will be unable to
decrypt it.

6.4.3 Pseudonymous Access: ‘‘Restricted Identification’’

Within the context of this report, we use Pseudonymous Access as a synonym for
the specific ‘‘Restricted Identification’’ technology, as it is used for instance for the
German Electronic Passport. This is a technology that allows a registered user to
derive a pseudo-identity from a personal private key contained in his/her smart
card, and which, where necessary, allows administrators to revoke or black-list
these identifiers. The same technology can also be used to derive ‘‘sector’’-specific
pseudonyms, where a sector could be a geographical area, a field of application, a
set of transactions with a particular provider, or many other things. This means
that, in a given sector, an individual user will always use the same pseudonym but
that in other sectors she will have different pseudonyms, which cannot be linked to
each other.

As an example, the Convergence smart retailing scenario can use Pseudony-
mous Access to introduce data protection and improve privacy for users of the
system. In this scenario, customers use their shop specific pseudonyms to order
goods without revealing their true identity. Pseudonymous Access prevents shops
from cross-linking their data and prevents third parties from mining data from
different shops to create profiles of individual customers.

6.5 High Level Security Support

The previous sections have described the security architecture, the available
cryptographic primitives and the advanced cryptographic schemes for CoSec. In
addition to these, CoSec includes a number of high-level functionalities to ensure
authenticity and integrity of identities, users, components, and VDIs within the
Convergence network. The methods explained in this section combine the
described functionalities of the previous sections into different higher level
security protocols or structures which are also available to the Convergence net-
work through CoSec. Here, the Security TE, orchestrator engines, protocol engines
and elementary services of Convergence form the architectural pattern on which
the high-level functionalities are based on. Applications running inside Conver-
gence are able to use them to securely connect to and communicate within
Convergence.

Authenticity of identities, such as users, servers, etc., inside CoNet is achieved
through authentication protocols, e.g. challenge-response protocols involving
signatures or key-agreement protocols that do not involve end-user signatures.
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Another critical point is the integrity and authenticity of a VDI. A VDI must
remain unaltered throughout its lifetime, i.e. after publishing and before revoca-
tion. Where required or granted by the creator, the origin of a VDI must remain
unchanged throughout its lifetime. In such cases, a user shall be able to gain
assurance about the authenticity of a VDI. Depending on the VDIs’ policies, users
may be allowed to create VDIs anonymously, or on behalf of a group of users, or
under a pseudonym.

Applying policies on VDIs requires licensing which mainly involves the issuing
of licenses and license enforcement. To enforce policies, the Rights Expression
Language Technology Engine (REL TE) heavily relies on card-based security
functionalities also explained in the following section. An on-card license vali-
dation, using card verifiable certificates and an Attribute-Based Encryption,
mapping license conditions to attributes are involved here.

(1) User Registration

In the Convergence user scenarios, an Identity Provider administers registrations.
The registration process involves two steps: identification and cryptographic key
generation. On registration, each end-user receives a smart card containing at least
the key sets described in the following along with a unique identifier. Each user
can retrieve this identifier based on the key sets of his/her smart-card.

• A unique signature key pair
The key is generated on the smart card itself, during registration, according to
distinct parameters. The secret part of the signature key is stored in such a way
that it can never be read out of the smart card by any entity whatsoever.
The key is certified during registration. The certificate (containing the public key
part) is signed by the registration authority and stored on the smart card, as well
as on a Convergence server. The generation of this key pair is mandatory for any
user wishing to use a smart card as secure repository.

• A unique encryption key pair
Each user is assigned a private–public key pair, generated according to the same
policy chosen for signature key generation. The encryption key pair is different
from the signature key pair: using the same key pair twice is prohibited; the
processes used for generating the two key pairs must be entirely independent.
The key is again certified during registration; and the certificate is stored on the
member’s smart card, as well as on Convergence servers. The generation of this
key pair is mandatory for each user wishing to use a smart card as a secure
repository.

• A unique group signature key
During registration, each member’s smart card generates a random seed,
securely transmitted to the group administration authority for computation of the
complementary secret key part. The user’s signature includes both parts, both of
which must be safely stored on his or her smart card. Note that the group
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signature key, unlike the signature key and encryption key, is known not just to
the smart card but also to the ‘‘group master’’ (see paragraph 6.4.1.)

• A unique private key for Identity/Attribute Based Encryption
Like the group signature key discussed in the previous paragraph, the private
keys for users of Identity Based Encryption and Attribute Based Encryption are
derived from a ‘‘master’’ key held by a trusted authority. The setup is similar to
the setup for the group signature scheme.

In Convergence the ‘‘Identify User’’ elementary service uses the ‘‘Identify
User’’ protocol engine for user registration. This protocol engine provides the
identify user method from the ‘‘Identify User’’ engine orchestrator. The method
receives an MPEG data object containing user details and the certificate. Upon
successful registration, a unique user id is returned wrapped in an MPEG response
containing the user id and additional user information.

(2) Authentication

When an end-user wishes to authenticate him/her to an application, he/she exe-
cutes the following procedure:

(i) The client presents his/her user certificate for the current application
(obtained from a Service Provider) to the Application Server.

(ii) The Application Server sends its own certificate (issued to it by an Identity
Provider) to the client.

(iii) The client validates the Application Server’s certificate.
(iv) The server performs server authentication if required by the client (including

certificate validation by the client).
(v) The Application Server validates the user certificate.

• Validating the issuing Service Provider’s signature and checking for
attributes encoding access rights, privileges, etc.

• Validating (if not already done) the Service Provider’s own certificate
(with the public key from the Identity Provider’s root certificate), obtained
from the SP’s database, or from the end-user’s smart card.

(vi) The Application Server requests a client authentication based on challenge-
response.

(vii) Both parties continue with secure messaging, if required by one of the
participants.

If an application has previously validated the certificate of a Service Provider
and has labelled its public key as trustworthy, Step (v) may not be required.
Additionally, it may also be admissible or even required—for an end-user to
authenticate under her ‘‘real’’ identity as issued to her by an Identity Provider.
Finally, the public key of Identity Providers is considered to be trustworthy, i.e. we
assume that they are contained in root certificates, which inherit their trust through
other channels and not through yet another certificate.
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Regarding certificate chains, Fig. 6.3 illustrates a simple certificate chain
consisting of three certificates:

(i) The (self-signed) root-certificate of Identity Provider IP A;
(ii) The Service Provider SP 1’s certificate, signed by IP A;
(iii) An end-user’s certificate, signed by SP 1.

Note that the diagram does not show the ‘‘real-name’’ certificate that the end-
user has received from IP A and has presented to SP1 to obtain the right-hand side
pseudonym certificate. Validation of this certificate is not part of the chain.

The full validation chain is composed of three steps:

(i) Validation of the root-certificate (integrity check with attached signature);
(ii) Validation of SP 1’s certificate (with public key extracted from IP A’s

certificate);
(iii) Validation of User’s certificate (with public key extracted from SP 1’s

certificate).

Provided that a verifier (e.g. a Convergence application) trusts the IP A to
properly execute its duty, these steps will be sufficient to establish trust in the
user’s public key and accompanying attributes without previously having estab-
lished trust with any Service Provider. Although this chain looks artificially
simple, real-world certificate chains are often not much longer. Chains with three
hierarchy levels are common.

Holder: SP1
Issuer: IP A
PK: …..

Signature:
a8 f7 34 28 ….

IP A Holder: User
Issuer: SP 1
PK: …..

Signature:
f8 34 29 ae ….

SP 1Holder: IP A

PK: …..

Signature:
58 4f 21 36 ….

Fig. 6.3 Certificate chain
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(3) Signature issuance and verification

As can be seen from the authentication scenario, each end-user, Service Provider
and Application Server always has one or more signature key pairs.

Service Providers and Application Servers only sign with key pairs certified
under their real identity. Corresponding certificates are issued to them by Identity
Providers. End-users may sign on behalf of their registered pseudonyms. The
corresponding certificates are issued by Service Providers. They may also sign
using their real identity, again requesting the corresponding certificate from a
Service Provider. Verifying a signature involves certificate validation, and works
in the same way as authentication. Only after successful certificate validation the
verifier of a digital signature can be sure that a signature has really been issued by
the entity claimed. Each verifier of a signature is responsible for establishing this
trust.

(4) Encryption and decryption

Since it is impossible to use the private key embedded in the smart card for
decryption or for purposes such as signature and authentication, Encryption and
decryption with asymmetric key pairs requires two keys. Service Providers and
Application Servers can obtain certificates from Identity Providers. (An Identity
Provider provides the signed assertion of user to a Service Provider). End users can
obtain certificates for their real names and pseudonyms from Service Providers.

An entity wishing to encrypt a message to a public key of another entity has to
validate the designated recipient’s corresponding certificate prior to using its
public key for encryption. This means they need to obtain the appropriate certif-
icates from server databases, or obtain them via mail or other means. Certificate
validation involves the same kind of chain validation previously described for the
authentication procedure.

Typically, an end user has to:

(i) Validate the recipient’s certificate;
(ii) Validate the certificate of the Service Provider who issued the recipient’s

certificate.
Validation of the recipient’s certificate before encryption to the associated

public key is essential. It ensures that a message is encrypted for the designated
recipient and thereby thwarts ‘‘man-in-the-middle-attacks’’.

6.5.1 Key Generation of Asymmetric Key Pairs/Certificate
Storage

A certificate must be accompanied by an asymmetric key pair, containing the
public key of the holder. The details differ depending on for whom the certificate
was issued.
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• Identity Providers
Identity Providers hold an asymmetric key pair they use to sign certificates they
issue (certificates issued on behalf of end users, Service Providers and Appli-
cation Servers). It is referred to as ‘‘master’’ key pair in Table 6.1.
An Identity Provider’s certificate-signing key pair is considered to be its ‘‘master
key’’. Compromising this key would endanger the entire system of trust
depending on it. The private part of the key is thus the Identity Provider’s
‘‘sanctuary’’ and needs to be stored in a highly secure way. The public part is
published in the root certificate of the Identity Provider.
As shown in Table 6.1, Identity Providers may also have additional key pairs for
‘‘ordinary’’ tasks such as authentication, signing (of VDIs, messages, not cer-
tificates), and decryption.
Identity Providers have to maintain a database containing all certificates they
have issued, namely:

(i) End-users’ ‘‘real name’’ certificates;
(ii) Service Providers’ certificates;
(iii) Application Providers’ certificates.

This database is needed for purposes such as revocation, renewal, duplicate
enrolment checks, etc.

• Service Providers
Like Identity Providers, Service Providers hold an asymmetric key pair for
signing certificates they issue to end-users, as shown in Table 6.2.
Service Providers have to provide a database containing all certificates they
have issued, namely:

(i) End-users’ ‘‘pseudonym’’ certificates, along with an entry of the end-users’
real identities;

(ii) Application Servers’ certificates (optional).
The Service Provider uses the database for purposes such as revocation,
renewal, duplicate enrolment checks (in cases where duplicate enrolment is
prohibited), and tracing the real identities behind pseudonyms (when
requested by an authorized party). Note that the database must not be

Table 6.1 Identify provider key pairs

Identity provider Purpose

‘‘master’’ key pair Signing/issuing certificates
[optional further key pairs] Authentication/signing/decryption

Table 6.2 Service providers key pairs

Service provider Purpose

‘‘master’’ key pair Signing/issuing certificates
[optional further key pairs] Authentication/signing/decryption
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publicly available; otherwise it would be possible to link pseudonyms to the
real identities behind them. Only Service Providers should be allowed to do
so, not even Identity Providers!

• Application Servers
Application Servers hold asymmetric key pairs in very much the same spirit as
end-users (cf. Table 6.3).
In Convergence, it is a requirement that a client connecting to an application
should be able to authenticate the server to which she is connecting. Conver-
gence therefore requires that all Application Servers should hold a certified
authentication key pair. The corresponding certificates may be issued by Identity
Providers, or optionally by Service Providers. Note that Application Servers
need to be identified under their ‘‘real’’ names.

• End users
End users hold asymmetric key pairs for tasks like authentication, digital signing
and encryption/decryption (apart from their key pair(s) originally obtained
during registration by an Identity Provider). The private part of these key pairs is
generated and permanently stored on the end user’s smart card. These smart
cards are secured in such a way that a private key part cannot be output and will
therefore never leave the card. The end user’s card stores the following key pairs
for each Service Provider it uses. In the example depicted in Table 6.4, there are
two Service Providers. The first (SP1) offers a service through the application
Appl1, the other (SP2) through Appl2. Note that some fields may be empty (for
instance, if encryption/decryption is not required for certain applications).
Please note that there is only one entry for an end user’s ‘‘real-name’’ key pair,
and that this key pair is used for authentication purposes only. Its main use is to
authenticate the user to Service Providers when requesting certificates from
Service Providers’ for his (the user’s) own key pairs.

6.5.2 Security and Privacy in Key Generation Procedures

There are a number of concerns which have to be taken into account when keys are
generated, regarding security and privacy aspects.

• Security
All asymmetric key pairs associated with Identity Providers, Service Providers,
Applications Servers, and End-Users shall be generated by the entities owning
them.

Table 6.3 Application servers key pairs

Application server Purpose

Authentication key pair Server authentication
Signature key pair VDI signatures
Encryption/Decryption key pair Decryption
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The corresponding private key parts are kept by their respective owners and are
never delivered to any other user. In particular, end users’ private keys are
generated and stored only on their smart cards, and are never an output of any
function. This implies that not even the end-user herself will ever know her own
private key.

• Privacy
The fact that a party issues a certificate for a key pair does not, and indeed must
not, imply that the same party issues the key pair. Parties issuing certificates
should verify ownership of private keys using cryptographic protocols such as
challenge-response or key agreement. Thus Identity Providers, who occupy the
highest level in the Convergence trust hierarchy, do not know any private key
except the keys they directly own. This means that they are not able to forge
signatures on behalf of any entity they certify. This is an important privacy
issue. Although end-users need certificates issued by Identity and Service Pro-
viders, they need to be certain that these providers cannot sign messages on their
behalf, or decrypt messages encrypted to their public keys, or authenticate under
their name or pseudonyms.

• Key pair generation
Key pair generation follows established standards, and meets current security
requirements with respect to choice of algorithm, key length, parameters, etc.
Smart card issuers are responsible for securing cards in such a way that they
respect regulatory requirements for key-length, key generation algorithms, etc.
The card issuer can also enforce additional conditions for key pair generation. For
example, it can bind the generation of specific key pairs to a role (to be verified by
role authentication) so that only legitimate terminals can activate key generation.
In Convergence, a smart card can generate RSA keys of bit-length 1024 or 2056.
When a key pair is generated, basically three types of key pairs are generated,
which are named ‘sig’ for signature generation and verification, ‘auth’ for the
encryption/decryption in challenge/response, ‘conf’ as the key for data encryp-
tion and decryption. Card based asymmetric encryption is the most secure as the
private key of the card cannot be retrieved.
Convergence assumes that key generation by Service Providers and Application
Servers complies with established policies. In a real-world scenario compliance
may involve auditing by certified labs or governmental organizations.

Table 6.4 End users key pairs

End user ‘‘real-name’’ key
pair

SP 1 SP 2

Authentication key
pair

Authentication
towards SPs

Authentication before
Appl 1

Authentication before
Appl 2

Signature key pair VDI signature issuance VDI signature issuance
Encryption/

decryption key
pair

Decryption of received
messages/VDIs

Decryption of received
messages/VDIs
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6.5.3 Use of Keys, Owner Authorization

End-users hold their private keys on their smart cards, and do not have access to
these keys. Strictly speaking, this implies that it is not the user who performs
authentication signing or decryption, but the smart card. In order to safeguard
against loss or misuse of smart cards, private key operations require authentication
of the card holder, before they are performed.

This authentication is usually performed using well-known methods like:

• PIN authentication or
• Biometric authentication with on-card verification.

Convergence smart cards use PIN authentication. A retry counter limits false
PIN entries to a reasonable number. Other entities like Identity Providers, Service
Providers, Application Servers, etc., which are not using smart cards for their
private keys, have to store private keys in a secure repository allowing a mean-
ingful authorization (e.g. by passport, hardware token, etc.).

6.5.4 Public Key Infrastructure

Convergence security is constructed on a PKI architecture in which certificates
provide a standard means to inherit trust. As described above, in certain appli-
cations, the PKI can be replaced with IBE.

Very basically, certificates help to perform two basic functions.

• They bind a public key to an entity (human user, device, network node, insti-
tution, etc.) in a trusted way;

• They allow a trustworthy authority to associate attributes with entities.

Certificates are issued by Central Authorities (CAs), whose defining property is
that users trust them. A CA is a role that an entity can assume based on specific
and agreed policies for a specified group of users. Thus a CA may be a govern-
mental organization responsible for the citizens of its country; or a manufacturer
acting on be-half of a group of retailers and customers, or even an individual user
who acts as a CA for a group of co-users (usually a small group).

In Convergence there are two kinds of Certificate Authorities (CAs):

• Identity Providers;
• Service Providers.

Convergence certificates comply with the X.509 standard. Each certificate is
associated with:

(i) A holder: the subject (=owner) for whom the certificate has been issued;
(ii) An issuer, which is the entity that issued (most importantly: signed) the

certificate for the owner;
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(iii) The holder’s public key (accompanied by attributes referring to the associ-
ated algorithms used);

(iv) The issuer’s signature (accompanied by information referring to the corre-
sponding algorithm used for signing);

(v) Additional attributes, referring to the holder and/or issuer.

(End-) Users are registered once by an Identity Provider, under their ‘‘real
identity’’, and then by various Service Providers for different applications, possibly
under different pseudonyms.

• Registration of an End-User by an Identity Provider
When registering to a Convergence Identity Provider that he/she completely
trusts, a user (an end-user, a Service Provider, an Application) has to reveal his/
her real individual identity (name, address, passport data). The Identity Provider
issues a unique user identifier on behalf of the user, supervise asymmetric key
pair generation, issue smart cards, and issue a certificate. Each user may only
register once (‘‘duplicate enrolment’’ is forbidden). The Identity Provider is
responsible for verifying a users’ claimed identity (e.g. by checking his/her
passport), as well as for revocation of certificates, and duplicate enrolment
checks.
A ‘‘real world’’ infrastructure would require complex certificate chains and
procedures to verify Identity Providers’ public keys (e.g. audited personalization
during smart card manufacturing, publication of keys over trustworthy public
channels, personal handover, etc.). In the trials, we assume, for the sake of
simplicity, that these keys are certified by self-certifying root certificates.

• Registration of an End-User by a Service Provider
Convergence Service Providers are responsible for assigning specific user
identities for use with specific applications. Such identities may be pseudonyms
that hide a user’s real identity from the application, or real identities. Service
Providers’ public keys are certified by a Convergence Identity Provider; the
same holds for the public keys of Application Servers.
When users register with a Service Provider they do not have to use the same
pseudonym they have used with other Service Providers. This avoids cross-
linking. Detailed conditions may be subject to policies in place for specific
Service Providers and Applications. End-users can also apply to Service Pro-
viders for certificates on key pairs they use for signing or for decryption/
encryption. Identity Providers only issue certificates for authentication key pairs.
Each Convergence application cooperates with one or more Convergence Ser-
vice Providers it trusts (e.g. with whom it holds contractual agreements). Service
Providers may cooperate with more than one application, and applications may
cooperate with more than one Service Provider.

The design discussed above means that the Convergence demonstrator archi-
tecture supports three levels of certificates:
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(i) (Self-certified) Root certificates for each Convergence Identity Provider;
(ii) Convergence Service Provider and Application certificates issued by an

Identity Provider;
(iii) End-User certificates issued by Identity Providers, or Service Providers.

Identity Providers are trustworthy ‘‘by definition’’ (i.e. by assuming an estab-
lished process ensuring their trust). Their root-certificates are self-signed and
contain the public counterpart of the corresponding certificate-signing key.

Service Providers are certified by an Identity Provider. The certificates issued by
the Service Provider itself use its own certificate-signing key and are used to prove to
application servers that the pseudonymous certificates it has issued to end-users do in
fact come from a trustworthy Service Provider. Service Providers may also hold a
certificate on its authentication key pair. Identity Providers also certify the authen-
tication key pairs for Application Servers and (optionally) their signing key pairs.

Figure 6.4 depicts the basic infrastructure. In the diagram, fat arrows show who
issues a given certificate. Thus an end-user obtains her (genuine) certificate from
an Identity Provider (IP). She then presents this certificate (containing her real
personal name and data) to two different Service Providers (SPs) that she trusts and
requests a pseudonymous certificate from each of them. In this way, the end-user
can apply for certificates on each of her key pairs for each of the three categories
described above, i.e. for authentication, signature issuance and decryption.

Example

The following table illustrates the content of an end user’s smart card when she
interacts with three different applications. To begin with, she generates a single
key pair that is certified by an Identity Provider—probably with a procedure that
requires her to appear in person. The key pair is stored on her smart card and is
labelled with the name of the Identity Provider (IP) (see the second column in
Table 6.5). Using this certificate she uses online channels to contact various
Service Providers, who provide her with certificates for the following additional
key pairs she has generated on-card

(i) For Application 1, she requests certificates over key pairs for authentication,
signing and encryption from Service Provider 1 (see column 3, Table 6.5);

(ii) For Application 2, she needs only key pairs for authentication and signing,
and requests certificates on them from Service Provider 2 (see column 4,
Table 6.5);

(iii) For Application 3, she needs only a key pair for signing, and requests a
corresponding certificate from Service Provider 3 (see column 5, Table 6.5).

She stores the certificates on her smart-card. Optionally, the Service Providers
may distribute these certificates to designated databases. Note that the trust in
certificates does not stem from the place they are stored or the entities that
(physically) dispose of them, but from the issuer’s signature.

Remark: In this way, end-users’ smart cards can serve as decentralized dat-
abases for certificates. It is very convenient for an authenticating server to obtain
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the necessary certificates directly from the requesting end-user, instead of having
to store them all or requesting them from a remote database in real time.

Note that it may be admissible that one and the same Service Provider generates
certificates for different applications. In terms of the example below, SP1 = SP2
although Appl. 1 differs from Appl. 2.

Some applications may request sensitive data stored on a smart card (e.g. a
stored fingerprint template, medical records), try to store something on the card
(e.g. new certificates), or initiate sensitive on-card operations (like key generation).
In such cases it is the card itself that ensures that the request comes from a

IP A

SP 2

SP 1

Apl. 1

Apl. 2

Fig. 6.4 Certificate infrastructure

Table 6.5 Key-pair and Certificate

IP SP1
Appl. 1

SP2
Appl. 2

SP3
Appl. 3

Authentication Key pair ?

certificate
Key_UIP

Key pair ?

certificate
Key_Auth_1

Key pair ?

certificate
Key_Auth_2

Signature Key pair ?

certificate
Key_Sig_1

Key pair ?

certificate
Key_Sig_2

Key pair ?

certificate
Key_Sig_3

Encryption/
decryption

Key pair ?

certificate
Key_Encr_1
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legitimate source, even against the will of the card holder. For instance, a card
issuer might encode a health card in a way that only authorized physicians have a
right to download medical records. The card will refuse to reveal such records to
non-authorized physicians, even if the card holder (the patient) is willing to allow
this.

To this end, certificate validation and authentication token validation are per-
formed on-card. This scenario is called ‘‘Role Authentication’’. A special (com-
pact) format for Card-Verifiable (CV) certificates supports efficient certificate
processing. As in the off-card scenario, the smart card needs to verify a certificate
chain. Root certificates have been stored on-card during personalization by a
trustworthy process, and often contain only a root public key rather than a com-
plete certificate. The integrity of such root public keys is ensured by special
mechanisms (e.g. writing into secured memory areas, check-sums, etc.).

In order to avoid a cumbersome structure involving blacklisted certificates, and
to ease revocation and renewal, certificates have a limited period of validity. The
validity period is part of the certificate, and its proper validation is naturally part of
each certificate evaluation. Each certificate carries at least two dates: effective date
of generation/issuance, and the expiration date.

The normal procedure is to periodically renew all certificates that have not been
revoked. The validity periods for existing (expiring) and renewed (replacing the
expired) certificates overlap, allowing enough time for distribution. Typically,
within a hierarchical PKI, validity periods are shorter for entities further down in
the hierarchy.

6.6 Single-Sign-On User Authentication via Third Party
Identity Provider

For the Convergence trials, an authentication scheme has been implemented which
features Single Sign-On (SSO) combined with a sophisticated user authentication
through smart cards. In this scheme, the task of authentication is assigned to a
trusted third party that verifies the user’s identity, based on the credentials pro-
vided during registration, and provides the user with a token that the application
uses to decide whether or not to grant him/her access, and to define the access
privileges. The Authenticate User protocol uses Security Assertion Markup Lan-
guage (SAML) to perform the user authentication. In Convergence, an authenti-
cation provider uses the Authenticate User elementary service in the middleware
to perform the authentication. The authentication (or SSO) provider can thus be
seen as an application, used by other applications to perform the authentication in
their place. When a user tries to access a restricted area of the application, the
application redirects the user to the SSO provider, which performs the authenti-
cation. The authentication result is a SAML assertion, passed to the application.
The application then decides whether the user will get access to the requested area.
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In the following, the procedures for registration and authentication are described.
They have been adapted from MPEG-M.

• User registration
User registration is a common procedure in almost all modern applications,
especially applications that exploit user preferences to select their content.
During registration, users provide the personal information needed by the
application. This personal information is then linked back to them using an
authentication procedure. The result is the assignment of a unique identifier to
the user that distinguishes him or her from other users with different preferences.
This identifier may be the e-mail address, a name defined by the user or a name
generated by the application.
Convergence has specified a user identification protocol, which takes as input
specific data associated with the user to be identified. This data could be a
fingerprint scan, an iris scan, a digital certificate, a password, etc. The choice of
what data to use depends in some cases on the user, in others on the applications.
On success, this protocol returns a user identifier, chosen in line with the policy
of the ‘‘Identify User’’ Service Provider (SP). The user identifier may be a
random string, the user’s e-mail, etc.
One key issue here is the correctness of the personal data provided as input to
the ‘‘Identify User’’ SP. For example, a user might use a false fingerprint to
prove his or her identity. At this point, it should be clear that the Identify User
SP is not a registration authority in the Public Key Infrastructure (PKI) sense
and that it is still possible to use a PKI or a similar structure to ensure that the
user is indeed who he or she claims to be. Thus, when the user provides a
fingerprint, the ‘‘Identify User’’ SP may require that this fingerprint is signed by
a trusted authority (e.g. the user’s national police department). In some cases, a
trusted third party can provide the Identify User SP with a SAML (Security
Assertion Markup Language) assertion, guaranteeing for the user in advance of
the identifier being issued by the ‘‘Identify User’’ Service Provider. In this way,
the third party acts as an authority trusted by both the application and the user,
making it possible to ‘‘hide’’ the real identity of the user behind an ‘‘anony-
mous’’ identifier, while still allowing the user to perform critical operations,
such as money transactions.

• User authentication
The goal of the user authentication procedure is to confirm that the user is who
he or she claims to be. It is thus closely linked to the registration procedure. The
authentication scheme we describe here is based on the SSO principle. In this
scheme, the task of authentication is assigned to a trusted third party that verifies
the user’s identity, based on the credentials provided during registration, and
provides the user with a token that the application uses to decide whether or not
to grant him/her access, and to define the access privileges. The Authenticate
User protocol uses SAML to perform the user authentication. In Convergence,
an authentication provider uses the Authenticate User elementary service in the
middleware to perform the authentication. The authentication (or SSO) provider
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can thus be seen as an application, used by other applications to perform the
authentication in their place. When a user tries to access a restricted area of the
application, the application redirects the user to the SSO provider, which per-
forms the authentication. The authentication result is a SAML assertion, passed
to the application. The application then decides whether the user will get access
to the requested area.

6.6.1 Authentication with SSO

SSO authentication requires communication among various software components
as it is depicted in Fig. 6.5. Each application (e.g. Application 1) interacts with the
SSO server through a dedicated component called SSO Filter. It handles the SSO
logic (login and logout) and accordingly sets sessions and does proper redirect
between the SSO server and the application.

The actual process of an authentication based on the SSO principle is shown in
Fig. 6.6 as an Interaction Diagram.

A user can register in the SSO server either with a smart card or via user name
and password based registration. For card-based registration, the user requires his
or her Convergence smart card and the native card application the interface of
which is depicted in Fig. 6.7. SSO server also allows normal cardless registration
as shown in Fig. 6.8. During both kind of registrations, he/she is also asked to
provide an alias (can be used used as username) and a password (which would not
have been necessary in principle using a card-based registration), so that both card-
based as well as username/password based authentication can be used later on.

Fig. 6.5 Component diagram of the SSO architecture
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Once a user has been registered, there is the need to authenticate the user for
later activities. Using a card-based procedure, the authentication works as follows:

(i) User clicks login via convergence (Fig. 6.9) then user is redirected to
authorization end point as shown in Fig. 6.10. A user enters his alias name,
and inserts his smart card into a card reader. He has to authenticate against
the smart card, usually with a PIN or a password.

(ii) Then a mutual challenge response protocol is initiated where both server and
smart card verify each other’s identity. Trust relationship between the smart
card and the server is established through:
• Validation of corresponding certificates and
• The mutual challenge-response protocol based on digital signatures.

(iii) Upon a successful two-sided validation the user is automatically logged in as
described in section ‘‘Logging into a different application’’.

Fig. 6.6 Interaction diagram of SSO
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In the case where no card is used, the authentication procedure is based on a
user name and password where the user provides his alias name and password and
gets logged in, interface for this is shown in Fig. 6.11. In this approach the trust is
established based on user’s browser verifying the certificate or user him-self
verifies the certificate. This approach is however known to be much less secure
than the smart card based one. It is for instance prone to phishing (Crowd 2012).
After server validation of the password, the user is logged in as described below.

(i) When any request comes to an application (e.g. to the Alinari demo appli-
cation as depicted in Fig. 6.9) the request is first intercepted by the SSO
filter.

(ii) The filter then redirects the client’s browser to the SSO server redirect end
point, either to the card based SSO server as depicted in Fig. 6.10 or—in case
no smart card is detected—to the cardless server as depicted in Fig. 6.11.

Fig. 6.7 Registration form for card application

Fig. 6.8 Registration form for a web-based application
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(iii) There it is checked whether the user has already logged into the SSO server.
(iv) If not logged in yet, the user will automatically be asked to authenticate.
(v) If logged in the user is then redirected back to the SSO filter with user

credential and signature, based on the secret key of the application.

Fig. 6.9 Alinari application using SSO login

Fig. 6.10 OAuth server page
for SSO card-based
authentication

Fig. 6.11 SSO server page
for SSO authentication based
on user name and password
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(vi) The SSO filter reads the user credentials to check if the user is logged in or
not.

(vii) If the user is logged in, the session is set with user alias, first name and last
name.

(viii) The SSO Filter redirects the control back to the application.
(ix) Now the application knows from the session data set at (vii) whether the user

is logged in or not.

6.6.2 SSO Authentication with OAuth

Our SSO server also supports the standard OAuth based authentication. Figure 6.12
shows the OAuth authentication (OAuth 2012). When the user clicks ‘‘Login with
Convergence’’ in any application (cf. for instance the Alinari application in
Fig. 6.9), he/she is redirected to a URL which is used as the common authorization

Fig. 6.12 Interaction diagram for OAuth authentication

6 The CONVERGENCE Security Infrastructure 161



end point. There the user is prompted to enter his smart card. Then a mutual
authentication between the card and the server takes place. After this the user is
redirected back to the service provider with an OAuth code. This code along with
the client id and client secret is used by the service provider to request for an access
token. Once the access token is received, the service provider can use this access
token to request further data, e.g. in our case, the service provider may request user
detail with the access token. As a matter of fact, this access token has to be sent via a
secure channel. Once user detail is received successfully the user gets logged in the
service provider. Figure 6.13 depicts the challenge response protocol.

6.7 Conclusion

The Convergence system is based on a sound security framework providing all
functions required in order to ensure data integrity, user and service authenticity as
well as system integrity and security. We introduced an infrastructure with the core
component CoSec. It has a distributed architecture with subcomponents realized

Fig. 6.13 Interaction diagram of mutual challenge-response
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on different computing platforms. CoSec provides standard methods of symmetric
and asymmetric cryptography as well as advanced schemes such as anonymous
group signatures and Identity-based encryption. A key feature of CoSec is smart
card support for essential parts of all cryptographic primitives. We presented a
couple of high level security functions for registration, authentication, signing,
signature verification, encryption and decryption as well as proposals for secure
Single-Sign-on and hybrid encryption. All these functions are embedded into the
Convergence architecture. They are based on CoSec and provided to the Con-
vergence middleware and network layer.
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Chapter 7
The Adoption of Rights Expression
Language in CONVERGENCE
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Abstract This chapter describes CONVERGENCE’s licensing scheme and its
governance, based on the MPEG-21 part 5 standard and on the specific content
protection and rights management requirements, identified in the CONVERGENCE
use scenarios. In the digital media value chain, Rights Expression Languages
(RELs) are used to enable controlled access to digital resources, addressing several
different issues from the description of licenses to access and usage control,
payments, etc. A REL is an essential component of any security infrastructure
supporting differentiated controlled access to digital resources, and providing
adequate protection of intellectual property rights. Among these, the project has
selected the MPEG-21 part 5 open standard, which can be implemented in XML,
and is one of the main current contenders for a general-purpose REL. Our scheme is
designed in the light of CONVERGENCE’s ability to distribute and manage any
kind of digital resource in a large distributed environment, and this chapter explains
how REL data is embedded into the CONVERGENCE data unit, the Versatile
Digital Item (VDI) and introduces a basic set of security features, based on digital
certificates, for the enforcement of the rights and conditions expressed in
CONVERGENCE licenses.
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7.1 Introduction

The explosive expansion of the Internet and spectacular associated developments
in the computer industry have revolutionized the way people distribute and access
content and information related services.

Until recent past, consumption of information was rigidly bound to physical
objects containing the information (CDs, VHS cassettes, newspapers, etc.). The
distribution infrastructure for these information-bearing objects (brick and mortar
stores, newspaper shops, vending machines, etc.) was also physical, requiring
heavy investment for start-up and maintenance. This investment came from
dedicated economical entities (media retailers), which therefore became inescap-
able intermediaries between information creators and consumers.

The Internet and associated computer technologies have changed all this,
enabling the ‘‘dematerialization’’ of information-carrying objects and the related
distribution infrastructure. At the same time, the capabilities provided by house-
hold PCs have eliminated costs for the reproduction of information: with PCs,
digital information objects can be reproduced without any consumption of physical
resources. With the rise of the Internet, it has become possible to distribute
information goods as purely digital objects, thereby drastically reducing distri-
bution costs.

For the first time, information producers and consumers could exchange
information directly, without intermediaries and at a very low cost.

These trends have fuelled the development of new technologies to facilitate,
automate and manage content flow and service access over the Internet. The result
has been an explosion in the exchange of legitimate (commercial and other legal
ventures) and illegitimate (content piracy) media assets, which turned the Internet
into the heart of the digital economy. However, harnessing its full potential
requires new technologies for the management of intellectual property rights. If
CONVERGENCE is to be a platform in the future Internet, this is an important
issue. CONVERGENCE’s technical structure and mode of operation has to
safeguard the rights of all users, including final content consumers, original con-
tent producers and intermediating entities. In other words, CONVERGENCE has
to manage and enforce access and use rights for the digital contents it distributes,
independently of the terminal it connects (computers, mobile phones, other
equipment) and independently whether the connection is through the Internet or
via other telecommunication networks.

To satisfy these requirements within the CONVERGENCE environment a
number of procedures must be observed: appropriate entities have to formally
specify and authenticate relevant user rights; preferences must be formally spec-
ified and authenticated by appropriate entities; and the related information must be
stored in information objects and services. These objects/services must then be
securely stored/operated and made available to all authorized requiring entities.
CONVERGENCE CoMid instances will use this information to enforce users’
rights.
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The formal specification of information pertaining to user rights and preferences,
for the manipulation of digital items, is typically expressed in licenses. There
already exist a number of tools for the specification of such licenses. The language
in which a license is formulated is traditionally called a Rights Expression
Language (REL). Rights Expression Languages were pioneered by Mark Stefik at
Xerox Labs, leading to the first (LISP-based) REL XrML (Stefik 1996). Modern
REL standards include ODRL, CCREL, OMA DRM, and MPEG-21 REL.1

CONVERGENCE uses the MPEG-21 REL. This choice is motivated by the
scope of the standard, the broad range of rights-related situations it can formally
and precisely describe and the additional facilities offered by the rest of the
MPEG-21 standard, notably the Digital Item Declaration concept (DID) the Rights
Data Dictionary (RDD), the Intellectual Property Management and Protection
specification (IPMP), etc. The great versatility and completeness of the set of
MPEG-21 standards was thus instrumental in its selection as the core technology
in CONVERGENCE. Additionally, it is relatively easy to define further func-
tionality adopting the same principles, if deemed necessary to support specific
CONVERGENCE requirements.

7.2 Structuring of VDIs in the Presence of REL Statements
and Relationships

The MPEG-21 REL standard applies REL statements to resources contained
within Digital Items. In the CONVERGENCE approach, on the other hand, data
about resources (metadata, or descriptors of data) are as important as the resources
themselves. To reconcile the differences between these approaches it is necessary
to specify how CONVERGENCE will embed complex REL statements in VDIs.

Details of the structure of a VDI are reported in Chap. 5 of this book. Essentially,
a VDI is conceived as follows:

…..
<item>

<descriptor>
<resource>

<item>
…..

This standard clearly represents the difference between data (sometimes called
the essence) and data-about-data (usually called metadata), and it allows very
complex groupings and nesting of Item(s). It is a flexible mechanism, which is

1 For further information on these standards, see the links given in the references section of this
chapter.
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well-adapted to the human preference for two-level distinctions. However, it is
also dangerous, since it leaves the door open to human interpretation of what to
categorize as data and what as metadata.

When the concept of Digital Item was first introduced in MPEG, this danger
was limited by the basic characteristics of the standard, in which:

• Descriptor is meant to hold simple information such as ‘‘The title of the song is
‘Interstellar Overdrive’’’;

• Descriptor is not designed to be crawled by search engines;
• Relationships between Items were mostly specified by the grouping and nesting

of physical Items.

As soon as the MPEG DI standard emerged, designers exploited the freedom
provided by Descriptor tags, to enrich DI behavior. Likewise, CONVERGENCE,
pushes the role of metadata Descriptors to their limits. In CONVERGENCE the
situation is as follows:

• Descriptors hold valuable, structured information;
• Items are preferably shallow and not nested;
• Descriptors bear the load of linking distinct items into a structured web of

relationships;
• such relationships are complex and semantically tagged;
• Descriptors are searchable;
• Descriptors are expressed in machine-readable schemas (ontologies).

The CONVERGENCE approach makes the distinction between data and
metadata much more fuzzy. As an example, let us consider Samsam, a big hard-
ware manufacturer, which is about to launch a new LED TV. The VDI that will be
created to represent the TV needs to package the following pieces of information:

• name, brand, model;
• dimensions, weight;
• features;
• warranty;
• relationships with other similar products.

How should the different pieces of this information be packaged? Are they to be
considered resources (essence data) or descriptors (metadata)?

The approach favored in CONVERGENCE is to package valuable information
as generic resources and then to link resources by identifying which are data, and
which contain information about that data. In the end, therefore, there is no
encoded difference between resources and descriptors. All that exist are digital
objects linked to other digital objects.

CONVERGENCE has further decided to make a distinction between the
packages used for publication and search (Publication and Subscription VDIs,
referred to as P-VDIs) and those used for self-standing resources (Resource VDIs,
referred to as R-VDIs).
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Using this scheme allows us to cope with our example in the following way:

• Warranty, hardware features, and the like, are packaged as Resources, in one or
many R-VDIs;

• As these informations are resources, REL statements can be applied to them.
They represent valuable information, which can be protected;

• When the resource is published in the semantic overlay (see Chaps. 2 and 4),
making it discoverable, the relevant information is packaged as a Resource of
the P-VDI (snippets of the features, model, relationships it is involved in);

• A REL license can be applied to the resource of the P-VDI making it possible to
control who can read it (e.g., who can search for the features of the TV).

This is an example of an important CONVERGENCE requirement, namely the
need to express and manage rights to what may be considered as metadata for
(digital) resources. By representing (meta) data itself as resources/items, linked to
the ‘‘original’’ object, it becomes possible to apply the full power of the REL.
When (meta) data is intended to be searchable, it can be embedded as a resource
inside a P-VDI.

This makes it possible to mark the syntactic distinction between Resource tags
and Descriptor tags in more subtle ways than in the original standard. For instance:

• Descriptors can be treated as the ‘‘public part’’ of the package, holding simple
descriptive sentences. The system retrieves a package, and automatically pre-
sents it to the user;

• Descriptors can be treated as the parts of the package to which REL is not
applied. If metadata is valuable and people want to protect it, it can be packaged
as additional Resources;

• Descriptors can be treated as the parts of the VDI that contain searchable hints
and annotations, guiding the creation of publication VDIs out of resource VDIs;

• Descriptors can be used to carry system-level information such as relationships,
expiry dates, sequence identifiers etc.

7.3 Control of Resources in VDIs

In CONVERGENCE, resources are referenced by VDIs. In many situations, the
access to such resources needs to be controlled and hence this necessity naturally
extends also to VDIs. The entities that can manipulate VDIs are either end users/
devices, which consume resources, or peers of the system responsible for search and
match operations. Different types of VDIs may circulate in the CONVERGENCE
system, presenting different requirements for control and licensing. Nevertheless, it
is possible to identify three major categories to group those different types of VDIs
with specific control requirements. These requirements are therefore classified by
type of VDI:
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• Resource VDIs—R-VDIs represent/enclose actual consumable resources. They
thus present the most pressing requirements for control and licensing. The
requirements for R-VDIs are as follows:

– The system has to control access to (consumption of) R-VDI resources,
enforcing the corresponding licenses. Access should only be granted to
authorized users.

– The system has to control publication of R-VDI resources by users (through
P-VDIs) enforcing the corresponding licenses. A resource may only be
published by a specific P-VDI, if the user issuing the P-VDI has the right to
publish the resource in question. This means that a different user can
(re)publish the same R-VDI, with different metadata, only if she has the right
to do so. The original creator can publish the same resource multiple times
exposing different aspects of the resource. None of the rights expressed in the
original R-VDI should prevent users from creating independent R-VDIs
commenting, criticizing, or recommending a resource.

– ‘‘Updating’’ of R-VDIs by new VDIs in the same sequence must be controlled
by the system through the enforcement of the corresponding licenses. Only
users authorized to manipulate the resource (typically the owner of the
resource or the R-VDI creator) may update an R-VDI. This can be interpreted
as the right to reuse the same sequence identifier for a newly created VDI.

– Revocation of R-VDIs must be controlled by the system through the
enforcement of the corresponding licenses. Only authorized users (typically
the resource owner or R-VDI creator), may revoke an R-VDI.

• Publication VDIs—P-VDIs declare the existence of resources in the space of
searchable objects by publishing their metadata and a link to the corresponding
R-VDIs. The main control/licensing needs pertaining to this type of VDI are the
following:

– The system shall control access to (inspection of the contents of) P-VDI
content (metadata) and matching of subscriptions to P-VDI metadata,
enforcing the corresponding licenses. The only peers authorized to access its
content are those belonging to the fractal (set of peers dealing with the same
topic) where it was injected. Therefore, a search issued by a user will only
find P-VDIs, which the user is entitled to access, and a peer will only perform
a search operation for a P-VDI if it has the right to do so.

– The system shall control revocation of P-VDIs through the enforcement of the
corresponding governing licenses. Only authorized users may update a P-VDI
(typically the P-VDI creator).

– The system shall control reporting of subscription results to users, enforcing
the corresponding licenses. Only authorized fractals may issue such reports
and these may be directed only to an authorized set of users.

• Subscription VDIs—an S-VDI declares user’s subscription criteria. The main
control/licensing requirements for this type of VDIs are the following:
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– The system shall control access to (inspection of the contents of) S-VDIs
through the enforcement of the corresponding licenses. Only authorized
fractals may process the contents of these licenses and only at the service of
authorized users. This right can be used to regulate terms for collecting
statistics about user subscriptions to specific VDIs.

– The system shall control revocation of S-VDIs through the enforcement of the
corresponding licenses. Only authorized users (typically the S-VDI issuer),
may revoke an S-VDI.

7.4 REL Verbs

The rights that an entity is entitled to when manipulating and interacting with
resources, are expressed through a controlled language (the REL). Each stan-
dardized language specifies a limited set of verbs to indicate the type of actions
that are allowed and the restrictions associated to those actions. Table 7.1 lists the
twenty-one verbs and associated semantics that are defined in the MPEG-21 REL
standard (ISO/IEC 21000-5: 2004) and its three amendments. This list provided
the starting point when performing the analysis of the requirements in terms of
usage rights of the CONVERGENCE use case scenarios.

7.5 Implementation with MPEG-21 REL

This section starts by presenting the general implementation principles of MPEG-
21 REL licenses before proceeding to CONVERGENCE-specific implementation
issues.

7.5.1 Overview

All the requirements outlined in previous section reflect a basic underlying need for
access control. Controlling and restricting the ability to consume a media resource
or to process a metadata resource, basically means limiting users’ rights to access
the resource in a specific way. In other words, the control requirements can be
handled through the concession or denial of specific rights to users or fractals.

In real world situations, such as those described in the CONVERGENCE use
scenarios, the ‘‘goods’’ that need to be delivered and controlled can be manipulated
in different ways by different categories of user. For instance, resources of a media
company such as Alinari may be consumed by a large number of authorized
consumer users, and edited by a smaller set of editor users.
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Issuing a specific license to every individual user for every good to which the
user has some kind of right, would lead to a proliferation of licenses, and an
increase in the burden of managing and enforcing them.

To avoid this, the CONVERGENCE licensing scheme attributes licenses and
corresponding rights, not to individual users but to user groups. The only indi-
vidual licenses will be those declaring that an individual belongs to a specific
group. It follows that every scenario requires an entity (the Governance Entity),
responsible for governing a specific class of content. This entity will then establish
a set of ‘‘authority levels’’, each conferring a specific set of rights to a specific user
group. For each level and individual Digital Item, an appropriately authenticated
license will define the rights concerned and specify the user group to which they
will be attributed.

Whenever a specific user acquires the right to belong to a specific user group,
the Governance Entity will issue him/her a license, declaring that he/she is a

Table 7.1 Standardized ActType (verbs) supporting ISO/IEC 21000-5

ActType
(Verb)

Definition

Adapt To ChangeTransiently an existing Resource to Derive a new Resource
Delete To Destroy a DigitalResource
Delist The right to unlink or delist (the reference to) the related resource from a related

playback control sequences description (i.e. play-list) for the optical disc
when the play-list is newly created from an existing one

Diminish To Derive a new Resource which is smaller than its Source
Embed To put a Resource into another Resource
Enhance To Derive a new Resource which is larger than its Source
Enlarge To Modify a Resource by adding to it
Enlist To link the related resource into a new playback control sequences description

(i.e. play-list) for the optical disc
Execute To execute a DigitalResource
Export To export the associated broadcast program to another rendering or storage

device
ExtendRights To extend the rights which are the originally transmitted
GovernedAdapt To adapt the resource and at the same time to result in certain rights being

associated with the adapted resource
GovernedCopy To copy the resource and at the same time to result in certain rights being

associated to the copied resource
GovernedMove To move the resource and at the same time to result in certain rights being

associated to the moved resource
Install To follow the instructions provided by an InstallingResource
Modify To Change a Resource, preserving the alterations made
Move To relocate a Resource from one Place to another
Play To Derive a Transient and directly Perceivable representation of a Resource
Print To Derive a Fixed and directly Perceivable representation of a Resource
Reduce To Modify a Resource by taking away from it
Uninstall To follow the instructions provided by an UninstallingResource
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member of the group. This will allow the CONVERGENCE system to enforce the
licenses, assessing if a specific user is allowed to perform a specified action on a
particular resource.

Figure 7.1 illustrates the rights attributed to four user groups, in which each
group has a specific set of rights (or ‘‘rights area’’), represented by a rectangle. The
greater the area of the rights set, the broader the rights that the corresponding user
group possesses. For instance, the group of users who have adhered only to the free
service (Non-Paying UserGroup), has the least rights, while the group of the users
which pay the highest fees (High-Paying UserGroup), and the group of editor users
has the most rights.

In the situation described in Fig. 7.1, there is one license defining user group
rights for each group, and for each resource to be controlled. Thus the Governance
Entity would issue user John with an individual license declaring him to belong to
user group ‘‘Low-Paying UserGroup’’ while editor Mary would receive an indi-
vidual license declaring her to belong to user group ‘‘Editor UserGroup’’.

In this setting, fractals are also groups, this time composed of multiple peers.
CONVERGENCE’s licensing scheme can thus attribute rights to fractals, rather
than to individual peers. Each individual peer would then be given a license,
certifying that it belongs to a specific fractal. This situation is depicted in Fig. 7.2.

7.5.2 Base Mode

The governing and license scheme described above can be implemented in MPEG-
21 REL through the two types of licenses presented in Fig. 7.3.

The right side of this image presents a User Group license. These licenses must:

Fig. 7.1 Example of user groups and related ‘‘rights sets’’
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• contain a Grant which, in its turn:

– defines a variable (through the forAll element), which basically stands for all
entities which possess some specific property. In the given graphical example it
stands for the entities possessing the property of ‘‘urn:someUserGroupMem-
ber’’, that is, the property of being a member of user group ‘‘someUserGroup’’;

– defines the Principal (the entity to which rights are being granted) as any
entity of the type defined in the previous variable;

– defines the Right which is being granted by the license. This should be a right
that is performable over a digital item;

Fig. 7.2 Example of fractal ‘‘rights sets’’

Fig. 7.3 CONVERGENCE main licenses
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– specifies the Resource over which the right is being granted (the Digital Item);
• identify the Issuer of the license. This should typically be an entity, which

operates a specific ‘‘content channel’’, owns the content that it distributes and
thus sets the content accessing policy (the specific Governance Entity).

The left side of that image presents the individual user’s license (or User
Membership License), which certifies his belonging to a specific user group. These
licenses must:

• contain a Grant which, in its turn:

– defines the Principal of the license. Employs the keyHolder element to
uniquely identify a specific user.

– defines the Right which is being granted by the license. This should be the
possession of a specific property, which is defined (below) as the license’s
Resource.

– specifies the Resource over which the right is being granted. This resource
should be the property of belonging to some specific user group.

– identify the Issuer of the license. This should typically be an entity which
operates a specific ‘‘content channel’’, owns the content that it distributes and
thus sets the content accessing policy, that is, specifies the different user
groups and their corresponding right and privileges and manages users’
participation in said user groups (the specific Governance Entity).

In the example given in Fig. 7.3, in the license on the left (the User
Membership License), user (KeyHolder) John is granted a right which corresponds
to the possession of the property ‘‘urn:someUserGroupMember’’, that is, the
property of belonging to user group ‘‘someUserGroup’’.

In the license on the right (the UserGroup license), it is defined that all entities
that possess the property ‘‘urn:someUserGroupMember’’ have a specific right over
some specific resource.

Combining the two licenses, CONVERGENCE’s content governance provi-
sions are able to determine that John is entitled to exert the defined right over the
specified resource.

In each CONVERGENCE scenario, the User Licenses (or User Membership
Licenses) and UserGroup Licenses are issued by the appropriate Governance
Entity. As they refer to one specific resource, UserGroup Licenses are generated at
VDI creation time, and have to be embedded within the appropriate VDIs (as
presented in Fig. 7.4). User Membership Licenses are generated whenever a
specific user acquires the right to belong to a user group and are inserted in the
user’s VDI (as presented in Fig. 7.4).

The situation for the rights of fractals is very similar (please see Chap. 4 for the
description of fractals within CONVERGENCE). Fractal rights are expressed in
Fractal Licenses. The structure of the licenses and the production process are the
same as for UserGroups Licenses. The only difference is that the Principals are
fractals (and not groups of users), and that the granted rights are different.
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In this setting the equivalent of a User Membership License is a Peer
Membership License. In this case, however, the structure of the license and the
production process cannot be the same. Conceptually, individual Peers (Principals)
are granted the right to belong to specific Fractals. However important distinctions
break the symmetry. Fractals are highly dynamic in their nature, with Peers joining
and leaving depending on the content they publish or subscribe. Moreover, it is
impossible, given the size of the system, to maintain a centralized directory of the
distribution of peers over fractals. Maintaining a decentralized, scalable system of
‘‘Fractals of Trust’’ is a major challenge. Such a system will need to guarantee the
same kind of trust required for a Peer Membership License, but in a decentralized
fashion. The following sections presents a preliminary design, which will require
further work to achieve full maturity.

7.5.3 License Optimization

In the scheme defined previously, every VDI in the CONVERGENCE system
needs to embed not only Fractal Licenses but also UserGroup licenses for all
relevant user groups.

Fig. 7.4 License placement in VDIs
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To reduce duplication, it would be possible to merge all the grants, contained in
different licenses, into a single license, as shown on the left side of Fig. 7.5. The
same procedure could also be applied to Fractal Licenses.

The license would thus contain a grant for each relevant user group (or fractal)
and each grant would use its resource declaring element to reference the resource
whose manipulation is controlled by the license. The resource would be declared
only once, in the Inventory element, at the beginning of the license.

However, even in this scheme, the license would contain potentially a huge
number of different grants (number of rights *9 number of UserGroups). There is
thus room for further optimization, providing an optimally ordered and minimally
redundant internal structure for the license.

Each user group may hold more than one right over a particular digital resource.
This means that Grants belonging to the same Principal (which may only specify
one Right each) can be packed together, using the grant Group element.

Thus, let us assume the UserGroups license contains:

Fig. 7.5 Usergroup licenses merged into a single usergroups license
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• one GrantGroup, for each UserGroup, and the GrantGroup contains:

– one declaration of the Principal defined in the form of a variable which
represents all entities that possess a specific property (the property of
belonging to a specific user group);

– one Grant for each of the principal’s rights over the controlled resource.

Then the resulting license (presented on the right side of Fig. 7.5) will define all
the rights of all the user groups over the controlled resource. Equivalently, a
Fractals License can define the rights of all relevant Fractals over the controlled
resource.

7.5.4 Expression of Some Specific Rights

In the light of the requirements described in Sect. 7.3, it will be necessary to
control at least the following actions:

• Regarding the R-VDI:

– Playing or consuming the media resources of the R-VDI.
– Deleting the R-VDI’s resources (and consequently the R-VDI itself) from the

CONVERGENCE system.
– Revoking an old R-VDI and storing a new R-VDI.

• Regarding the P-VDI:

– Performing matches on the metadata resources of the P-VDI.
– Issuing event reports regarding the previous matches.
– Collecting information from the metadata contained in the S-VDI, for sta-

tistical purposes.
– Revoking the P-VDI from the CONVERGENCE system.
– Revoking an old P-VDI and storing a new P-VDI.

• Regarding the S-VDI:

– Collecting information from the query contained in the S-VDI, to aggregate it
for statistical purposes.

– Revoking the S-VDI from the CONVERGENCE system.

The focus of the following discussions will be on licenses for publications and
subscriptions.

Not all of the actions just described have a corresponding expression in the
MPEG-21 REL. Table 7.2 below, provides a summary description of actions not
considered in the standard.
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Thus, generally speaking, licenses in publications and subscriptions, control:

• what is to be collected or matched to what;
• in which way such information is to be distributed to whom;
• until when.

All three actions listed in the table above require the specification of a list of
users. Our preliminary solution is to include this list in the Condition fields of the
license. However, this proposal needs to be validated by further investigations.

At first, it might seem that Match and Notify are so tightly connected that only
one of them is needed. However, in reality it is necessary to treat and express both
operations as separate rights. The reason stems from the situation depicted in
Fig. 7.6.

The scenario illustrated in the figure, refers to the case where a single user
creates a subscription VDI indicating a certain matching criteria and a group of
users to whom notifications should be sent. Thus, the aim is for the system to send
notifications to a group of users, who did not directly subscribe to the indicated
criteria, when matching P-VDIs are found by the system. This situation could
occur, for example, with a retailer who wanted their customers to be automatically
notified of promotions in his/her store. Let us assume that this retailer is UserA.
Figure 7.4 shows an S-VDI created by UserA, embedding MPEG-21 ERRs (Event
Report Requests) to specify the matching criteria for the subscription, as well as
the set of target users to be notified with an ER (Event Report), when matching
P-VDIs are found (ReqNotifUserSet).

ReqMatchUserSet is the set of users who have indicated a specific match, which in
this case, contains only one single user (i.e., UserA). On the other hand, ReqNoti-
fUserSet contains other users besides UserA, which means that ReqNotifUser-
Set = ReqMatchUserSet. This is the situation where the subscribing user is
performing not only a traditional subscription for him/herself, but also on behalf of
other users. Basically he/she is performing a push of notifications to third party users.

Another possible situation that illustrates the difference between ‘‘match’’ and
‘‘notify’’, in terms of usage rights, is the case where a content publishing user may

Table 7.2 Corresponding MPEG-21 actions

Action Definition

Match The right (of Fractals), to store a set of metadata (P-VDI case) or a query formulation
(S-VDI case), as the payload of a did:Resource element of the VDI, and to
perform a matching of said resource against complementary resources, belonging
to a specified set of users

Notify The right (of Fractals), to report, (to a specific set of users), a match between a
specific Resource, (specific metadata contents of a did:Resource of a VDI), and a
user query or user subscription

Aggregate The right of Peers (or crawlers external to the CONVERGENCE middleware), to
report aggregated information about Rights that are executed on specific
Resources (i.e. specific metadata contents of a did:Resource of a P-VDI, a specific
user query or user subscription formulation of a S-VDI) to a specific set of users

7 The Adoption of Rights Expression Language in CONVERGENCE 179



wish to limit the set of users whose S-VDIs are matched against his/her P-VDIs
(PermitMatchUserSet), or to limit the set of users who receive match notifications
for his/her P-VDIs (PermitNotifUserSet).

If the condition ReqNotifUserSet = ReqMatchUserSet was mandatory for all
situations, the only user who could receive the ER would be the original sub-
scriber. Thus the Match and Notify operations would involve the same sets of users
and, in terms of rights management, they could be treated in a joint manner.

However, CONVERGENCE also supports the condition when ReqNotifUser-
Set = ReqMatchUserSet. Given that in this case the Match and Notify operations
concern different sets of users, they must be treated separately in terms of rights
management. In other words, PermitMatchUserSet = PermitNotifUserSet.

Thus, the publishing user should be able to set Match and Notify rights sepa-
rately and associate them with different sets of user (PermitMatchUserSet,
PermitNotifUserSet).

The set of users who will actually receive an ER from a specific Match event
(NotifUserSet), is determined as follows:

• if PermitMatchUserSet . ReqMatchUserSet:

– the intersection—ReqNotifUserSet \ PermitNotifUserSet.
• else:

– the empty set—[.

Requests the notification 
of ReqNotifUserSet in 
case of match event. 

Permits (to some set of 
peers) the performing of 

the matching operation on 
a specific metadata 

resource of the PVDI, 
when the match causing 

SVDI was issued by a 
user belonging to 

PermitMatchUserSet.

Permits (to some set of 
peers) the performing of 
the notification operation, 

when the user to be 
notified belongs to 
PermitNotifUserSet.

Fig. 7.6 Event reporting and P-VDI rights scenario
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To avoid pollution of the system by a myriad of notifications for every match,
the system will assume PermitNotifUserSet = PermitMatchUserSet, unless a
publisher specifies a different PermitNotifUserSet. In other words all users whose
subscriptions match the P-VDI may receive a notification.

Similarly, the system will assume that PermitMatchUserSet = ReqMatchUs-
erSet unless a publisher specifies a different PermitMatchUserSet. Thus any user’s
subscription can be matched against the P-VDI, but only the subscribing user has
the right to be notified of the match.

Match and Notify rights can be expressed in UserGroups licenses, (or Fractal
licenses) using the rightUri REL element, as illustrated below.

…..
<sx:rightUri definition="conv:right:match"/>
<sx:rightUri definition="conv:right:notify"/>
<sx:rightUri definition="conv:right:aggregate"/>
…..

An alternative would be to develop a CONVERGENCE-specific XML schema
in which these rights would be expressed by extending the REL Right type, as
illustrated below.

…..
<xsd:complexType name="Match">

<xsd:complexContent>
<xsd:extension base="r:Right"/>

</xsd:complexContent>
</xsd:complexType>
…..

7.6 Techniques to Implement REL in CONVERGENCE

7.6.1 Controlling the Matching Process

An issue that has been debated at length during the design of inter-VDI rela-
tionships is the governance of these relationships. Some of the devised use-cases
have raised concerns such as those illustrated by the example here below.

A manufacturer releases a VDI for a product to a supplier. The supplier signs a
deal with a retailer to sell the product. The retailer will now create a VDI,
advertising his sales conditions, linking back to the original product VDI through
the kind of semantic relationship described in Chap. 5 and fully specified in
(Deliverable D4.1 2011). How can the original manufacturer control such a
relationship, when there is no direct business connection between the manufacturer
and the retailer? In other words, how can the system forbid a black market reseller
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from linking to the manufacturer’s resource VDI claiming to be the official reseller
or setting the recommended price for the product in a given city?

At first sight it seems that it would be useful to provide the manufacturer with
this sort of control. Such a mechanism, if technically feasible, would provide:

• better control over the flow of information through the network;
• a new incentive for users to adopt the platform;
• an obstacle to false claims.

Further analysis suggests that users should be free to link their opinions
(comments, annotations) to a VDI but that it might be desirable to prevent them
from claiming an official/business relationship with the VDI owner. In the case just
described, a manufacturer would not be interested in a technology that allowed a
third party to make false claims about his product—and provided no way to check
the authenticity of the information disclosed. At the same time, however, strong
controls could pose a danger for freedom of expression.

CONVERGENCE therefore proposes a solution that does not encourage
censorship but which maintains the advantages of control. This solution consists in
giving to users the option of formulating subscription requests that filter out
resources that do not come from certified sources.

In other words, CONVERGENCE offers a ranking and filtering complement to
the Match TE, making it possible to distinguish genuine items from items that
people might have published in bad faith, matching only VDIs that are signed by a
specific person/entity/company.

This solution would limit misbehaviour and limit some denial of service
attacks, removing the incentive for dishonest users to flood the network with fake
VDIs.

This kind of mechanism could be used to ensure that children will always
download genuine cartoons and do not run the risk of reaching inappropriate
content, which could be built into software as in parental control systems. This
would not remove users’ technical freedom to attach improper (or undesirable, or,
conversely, critical) content to the resources of reputable brands, but it would
make it possible to filter out this content when needed.

The following section describes technical aspects of this approach, and the
specific issues it raises.

7.6.1.1 Searching for Certified Content

Consolidated tools such as Public Key Certificates (PKC), Attribute Certificates
(AC) and digital signatures already allow to filter out uncertified content. For
example, AC technology (IETF RFC 3281, 2002) allows a company to certify that
a person/business is an authorized reseller for an area, and that it has the right to
set the price of its products.
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In the following example Samsam, the producer of the novel BrightStar TV, has
certified Novelties Inc. as a Certified_Partner for all its products. In this setting
‘‘Certified_Partner’’ is an attribute associated to Novelties Inc. in an AC issued by
Samsam.

Samsam creates and publishes a Product VDI for the TV, packaging the
specifications and maybe a detailed brochure.

Novelties Inc. has subscribed to all Samsam products. Once it receives the
Product VDI for the new line of TV sets, it creates a Reseller VDI that packages
special offers, a map to find the Novelties Inc. shop and a link to the website. A
semantic relationship links the Reseller VDI to the Product VDI. Once this is done,
Novelties Inc. creates and publishes a P-VDI letting users find the Reseller VDI,
and advertising a recommended retail price. In other words, the P-VDI basically
sets a price for the TV set and publishes it in the semantic overlay of
CONVERGENCE.

The content of the P-VDI is expressed as a set of RDF statements (see Chap. 2),
as shown below:

{
NOVELTIES_R-VDI isResellerOf BRIGHTSTAR_R-VDI,
BRIGHTSTAR_R-VDI hasPrice 300,

}

In our solution, Novelties associates the first RDF statement with the AC they
have received from Samsam. Thus the P-VDI is packaged as follows:

• RDF statements block.
• Attributes Certificate for the Certified_Partner attribute.
• Public Key Certificate (for instance issued by VeriSign) for Novelties’ digital

identity.

This package, signed by Novelties. is sent to the peers of the semantic overlay.
User Nicola creates a subscription that asks: ‘‘Things that are isResellerOf

BrightStar’’. CONVERGENCE matches all R-VDIs declaring the owner to be a
resellers of the product.

But if Nicola formulates the query as follows: ‘‘Things that are isResellerOf
BrightStar AND property isResellerOf certified by Samsam’’, and packages the
S-VDI as follows:

• SPARQL equivalent of the above query.
• PKC of Samsam trusted by Nicola (for instance issued by VeriSign).

This allows CONVERGENCE to filter out bogus resellers and match Novelties
Inc. only.

In practice, Novelties has backed up its statement that it is a reseller (the
isResellerOf property) with a certificate, from Samsam, for a somewhat different
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and specific attribute (i.e. ‘‘Certified_Partner’’). Thus Samsam has not directly
certified either the isResellerOf property, or the ‘‘NOVELTIES_R-VDI isResel-
lerOf BRIGHTSTAR_R-VDI’’ statement. In other words Samsam is endorsing
Novelties as a Certified_Partner, not as a Reseller (nor generic nor specific for
reselling BrighStar products). It is Novelties’ initiative to endorse that statement
with the Certified_Partner AC. In other words, it is not Samsam who is estab-
lishing a synonymy between Certified_Partner and isResellerOf, but Novelties. It
is the end-user who decides whether or not to accept the association.

Nicola will receive notifications that contain an isResellerOf property, which
has been coupled, by the creator of the P-VDI, with a legitimate AC certificate
issued by Samsam. He will thus know that:

• The P-VDI has been created by Novelties Inc;
• That it has not been tampered with;
• That Novelties Inc. possess ‘‘Certified_Partner’’ certification from Samsam;
• That it is it indeed Samsam Corp. that has issued the certificate;
• That Novelties Inc. wishes to endorse its status as a reseller of BrightStar tv sets

with said certificate.

It is up to Nicola whether to accept the notification and to use the associated
Reseller VDI (that then links back to the Product VDI). For this reason, the system
flags the answer with a warning that the certificate is for attribute ‘‘Certi-
fied_Partner’’ while the declared associated property is ‘‘isResellerOf’’. A properly
designed Application should allow Nicola to check with the certified attributes
with his own eyes, and check them against the claims that are being made.

Of course a simplified approach is possible, as explained later, where the user
just asks for content certified by Samsam, without specifying a precise attribute to
look for in the query. In this case the user does not need to confirm the matching of
strings, because he has declared Samsam as trusted by him once and for all.

Reasoning along the same lines, Novelties Inc. could associate the same
Certified_Partner, to the ‘‘BRIGHTSTAR_R-VDI hasPrice 300’’ statement. This
would be perfectly legitimate.

In this scenario, if Nicola requests ‘‘BrightStar that hasPrice 300 AND property
hasPrice certified by Samsam’’, he will get the Novelties Inc. resource again. In
this case, however, the system shows that his request for a certified hasPrice is
backed up by Novelties only by means of a vague ‘‘Certified_Partner’’ attribute
from Samsam, he might decide to discard Novelties as non-trustworthy. Or he
might accept the Novelties claim. It is worth remembering that a match can occur
in several peers of the same overlay fractal. There is thus a risk that the same
subscription could yield multiple potentially useless results.

Moving a step further in the design process, it is possible to see that it might
be the interest of Samsam to create a service that can check what properties/
relationships Samsam considers as equivalent to the Certified_Partner attribute.
Nicola or an application working on his behalf could then contact a service and
find out that, for Samsam, Certified_Partner only implies hasRetailPrice.
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In other words Samsam could deploy a private service based on CDS (the
system’s Common Dictionary Service, see other chapters) that expands a generic
hasRetailPrice relationship into a ‘‘Certified_Partner’’ one and Nicola could add
the service to the list of default CDS providers he uses in his private matching
process. His private CDS can then use Samsam’s standards to expand his queries.

However, a public distributed matching system such as CONVERGENCE’s
semantic overlay has two goals:

• To avoid a private company like Samsam from taking control of the ‘‘public’’
CDS by dictating which one of its certified relationships match English words or
ontology properties that users might use in generic queries.

• To scale the matching process to a large number of peers, avoiding the need for
a user to contact an external third party CDS to validate attributes contained in
certificates, when comparing publications and subscriptions.

In theory, the distributed nature of CONVERGENCE’s middleware would
make it possible to deploy a broad range of solutions. On the one hand filtering
could be performed locally by the end-user device, which would have to handle a
flood of answers from the network and filter them afterwards. On the other hand
core peers could perform the filtering before results are notified to the end-user,
using public and common dictionaries. Many intermediate solutions are also
possible.

Filtering by peers in the overlay would obviously be desirable. In this way,
however, the network would not be able to exploit the user’s own trusted
synonyms.

A conceptually straightforward solution to the problem would be to:

• Clearly distinguish public, common CDS repositories with respect to private
CDS repositories;

• Only use common CDS when expanding terms during distributed match;
• Allow for a subset of private expansion rules be packaged together with the

S-VDI;
• Use those suggestions from the user, extracted from her private CDS repository,

to complete the matching process.

Let us continue with the BrightStar example.
Alina has installed a private CDS repository on her device, sourcing expansion

rules from Samsam’s knowledge base. Now Alina formulates the same query
Nicola formulated previously: ‘‘BrightStar that hasPrice 300 AND property has-
Price certified by Samsam’’. Her device packages the S-VDI as follows:

• SPARQL equivalent of the above query;
• Samsam PKC trusted by Alina (for instance issued by VeriSign);
• Snippet of expansion rule that declares: ‘‘Certified_Partner’’ only implies

‘‘hasRetailPrice’’.
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Peers that receive this subscription can now filter out publications from Nov-
elties Inc. declaring that hasPrice is backed up by Certified_Partner certification.

Another very important case, covered by this design, is the case when the user
has no knowledge of the specific ACs Samsam has issued, and formulates a broad
query such as: ‘‘Content that is endorsed by Samsam’’. This subscription does not
match P-VDIs that are signed by Samsam, but P-VDIs signed by individuals who
are holders of ACs issued by Samsam, regardless of the attribute string.

In summary, the solution described in this section guarantees that semantic
expansion of query terms, a crucial part of CONVERGENCE match technology, is
secure against infection by private information which could distort the results
provided to the general public, but still allows private expansions.

The crucial issue here is governance of CDS repositories. In other words, who
decides when and under what conditions a CDS repository is authoritative enough
to be considered of public and common interest.

As a concluding remark, it is possible to observe that the solution proposed in
CONVERGENCE confirms the decision that VDIs should be self-contained in
terms of assertion of trust. S-VDIs and P-VDIs carry with them all certificates
necessary for verification algorithms to run offline and in parallel in the core of the
semantic network of CONVERGENCE. Distributed networks often have trade-offs
between CPU time and the bandwidth required by the network overlay. The self-
contained chain of trust within VDIs makes it possible to explore the terms of this
trade-off, dropping any dependency on external services when certifying content.

This solution does not prevent anybody from linking to ‘‘official resources
unless some conditions are met’’, but lets subscribers verify that content is
endorsed by sources they trust.

7.6.2 A Secure Environment for CONVERGENCE
Technologies

In previous chapters the power and flexibility of the REL was demonstrated.
Nevertheless, it is obvious that the critical issue is the actual enforcement of the
rights, described by REL. The only way to achieve this is to run the whole Security
TE, and possibly other middleware technologies, within a trusted sandbox on the
devices acting as CONVERGENCE peers.

To better understand the issues involved, it is sufficient to imagine the situation
where an end-user in an unprotected terminal, which downloads a photo VDI
containing a license to Play (view) an encrypted photo. The CONVERGENCE
peer, based on the Play rights expressed in the license, decrypts and presents the
photo to the user. However, given that the middleware runs in an unprotected
environment, the peer could also be tricked to perform other type of manipulations
on the photo, such as Store, Adapt etc., even though these rights have not been
granted in the original license.
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Hence, a complete enforcement of licenses can only be achieved when
assuming a trusted ‘‘sandbox’’ device. To enforce a license of a content provider,
he/she has to trust the sandbox to honor that license. The owner of the device, who
wishes to ‘‘consume’’ the content, might in reality be glad if restrictive licenses
were not honored.

CONVERGENCE deployments that can count on peers equipped with fully-
fledged ‘‘Trusted Computing’’ systems using a Trusted Platform Module (TPM)-
like secure hardware, will be able to check that the middleware behaves validly.
Since management and presentation of VDIs is delegated to media engines at the
middleware level and mediated via the Security TE, it is possible to limit the user’s
actions on resources he/she has no right to manipulate further.

On the other hand, enforcement can also be achieved in an open environment,
through the use of a user’s smartcard, which constitutes a small and limited, yet
very trustworthy, ‘‘sandbox’’. In such a deployment, the smart card performs the
crucial step in content decryption, namely the ‘‘unwrapping’’ of the content-key.

The security aspects of CONVERGENCE are in Chap. 6. In that chapter it is
discussed support of REL in open environments using smart cards. The present
chapter describes a promising approach explored by CONVERGENCE, based on
so-called Attribute Based Encryption (ABE). Further technical details on how
ABE is integrated into CONVERGENCE, are also been provided in Chap. 6, in
particular Sect. 6.4.

7.6.3 State of the Art of the ABE Technology

Attribute Based Encryption (ABE) is an elegant form of key escrow allowing an
issuer of content (or in general, the sender of a message) to encode specific access
rules into his ‘‘ciphertext’’ (i.e., the encrypted content). ABE allows for an attri-
bute-based access structure with logical gates like AND- and OR-gates (even
threshold-gates), so that an issuer can encode complex decryption policies using
these gates.

ABE can thus be described as a type of encrypted access control, where access
control policies are either embedded in the user private keys or in the ciphertexts.
An example taken from (Bethencourt et al. 2007) will help clarify the approach.

A head FBI agent may want to encrypt a sensitive memo so that only personnel
who have certain credentials or attributes can access it. For instance, the head
agent may specify the following structure for accessing this information:

‘‘Public Corruption Office’’ AND (‘‘Knoxville’’ OR ‘‘San Francisco’’) OR
(management-level [5) OR (‘‘Name: Charlie Eppes’’).

With this statement, the head agent had the intention to indicate that only the
following entities should be allowed to see the memo: (1) agents who work at the
public corruption offices at Knoxville or San Francisco; (2) FBI officials with a
very high rank in the management chain; and (3) a consultant named Charlie
Eppes.
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In this example, ABE techniques can guarantee that agents not satisfying the
encoded attributes are not able to decrypt the memo.

The general ‘‘high-level’’ setup is quite easy to describe: To begin with, (like
with IBE, Identity Based Encryption) there is the need for an absolutely trust-
worthy master instance (a CA, ‘‘Central Authority’’) which generates system
parameters, holds one master secret key it never reveals to anyone, and issues one
common public key for the ABE-instance at hand. (Note the difference with IBE,
where each user is associated with a public key, or even several public keys, of his
own). For each member of the ABE-instance, the CA generates an individual
private key consisting of components with a list of attributes ‘‘woven’’ into them.

A ‘‘message’’ is encrypted by encoding a decryption policy described through
an ‘‘access structure’’ built up from logical combinations of attributes. A user can
decrypt the corresponding ‘‘ciphertext’’ if and only if the access tree used for its
encryption matches the sets of attributes woven into his or her private key.

ABE also tackles a fundamental problem immediately rising from such tech-
niques: namely collusion. Two or more users, whose individual private keys may
not satisfy the access structure of a given ciphertext, may still collude (‘‘combine
their private key material’’) if the union of attributes allocated to them allows
decryption.

A simple example: user1 is [18 years old, but not a member of clubxy; user2 is
a member, but \18 years. Take a message encrypted under an access structure
requiring any receiver to be member in the clubxy and [18 years old. Neither
user1 nor user2 satisfy both attributes, but joining together they do.

In reality, ABE is collusion resistant: the attributes ‘‘woven’’ into the private
key components are ‘‘bound’’ to each other by encoding them with user-specific
random numbers. Thereby attribute related components from different keys are
incompatible. During decryption the embedded random numbers will only ‘‘cancel
out’’ if compatible key components (with identical embedded random numbers)
are used.

In plain words, a private key can only decrypt a ciphertext if its underlying
access structure is satisfied by the attributes associated to components within one
and the same private key. As a consequence, disjoint colluding users cannot simply
‘‘merge’’ their private keys to obtain a ‘‘combined’’ private key capable of
decrypting a ciphertext whose access structure would only be satisfied by their
joint set of attributes, while none of the colluding users could alone decrypt it. This
means that in a particular ABE-instance, there is no need for all recipients to get
their individual private keys from the CA.

7.6.3.1 Existing ABE Schemes

The CP-ABE scheme by Bethencourt et al. (2007) cited above, describes a scheme
requiring one trusted CA for each ABE instance holding a master secret.

It is this CA that is responsible for governance and in particular for the deri-
vation of decryption keys. For each such decryption key generation, the CA takes a
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set of attributes and outputs a key that identifies that set. Given that the master key
is required, only the CA can generate such keys.

To avoid offering a single point of attack, the CA can be split into different CAs
using secret sharing techniques. Some schemes even lend themselves to homo-
morphic encryption, making it possible to derive individual keys using secret
shares and yet prevent recovery of the master secret.

Another very interesting ABE-variant uses a ‘‘decentralized’’ approach.
‘‘Decentralizing Attribute Based Encryption’’ (Lewko and Waters 2011), proposes
a scheme that, unlike the schemes discussed so far, has no single master secret.

This decentralized approach allows much more flexibility: various trusted
authorities can share attribute administration, with each authority retaining
responsibility for ‘‘its’’ attributes. Global parameters exist, but they are all public,
and there is no need for one master secret, or one single authority to be absolutely
trustworthy. Users can encrypt designated messages to attribute-based access
structures each involving various attributes from various authorities. Including
users’ trustworthy global IDs in key components makes the scheme collusion
resistant.

Simply speaking, each user ‘‘collects’’ his/her key components from various
authorities according to the attributes assigned to him/her. These key components
are ‘‘masked’’ with the user’s global ID. The mask cancels out during decryption
of a message only if the encoded access structure is satisfied by attributes for
which the receiving user possesses all necessary components (i.e. all masked with
‘‘his/her’’ ID, though possibly arising from different authorities). By contrast,
colluding users can only combine components masked with different IDs, which
will not cancel out.

7.6.4 Challenges in ABE Support to REL

In ABE, attributes are usually thought of as describing properties of recipients
rather than attributes of the content itself. However the strong point of ABE is that
basically any (binary) string can become an attribute. This is achieved by invoking
a suitable hash-function mapping arbitrary strings to elements of a specific group.

The construction of the group involves mathematics; usually it is a prime order
subgroup of an elliptic curve. Access trees have attributes assigned to their
leaf-nodes, while each interior node works as a threshold gate determining the
minimum number of its child nodes, which need to be satisfied.

Although, generically speaking, keys can be generated according to designated
sets of attributes, further research would be needed to have ABE-based techniques
fully integrated with the current architecture.
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7.6.4.1 Mapping Complex REL Statements to ABE

Mapping complex REL statements to ABE requires a specific method for trans-
ferring REL descriptions to ABE. A promising approach, and one explored by
CONVERGENCE, is to allow users to access portions of VDIs only if they possess
a certain set of credentials or attributes.

Encrypting specific parts of content—portions of VDIs—would provide the
ability to administer complex rights. For instance, it could be possible to allow free
access to low-resolution versions of photos, whilst imposing additional decryption
to decode the high-resolution components.

As an example, the next Table (Table 7.3) uses the specifically CONVER-
GENCE-developed usage scenario FMSH, to illustrate how ABE can be used to
code the right to download a video (please see Chap. 8 with details on the
CONVERGENCE applications).

Success in this task demands a clean and simple interface that lets us deal with
two fundamental aspects of ABE techniques in a technology-agnostic way:

• Encrypt/decrypt operations;
• Procedures for releasing attributes and for interaction with one (or more)

authorities. The interface should provide functionalities for temporal manage-
ment of attributes, for instance to check if attributes are still valid and to issue
replacements. Ideally it should also deal with attributes’ revocation, but this is
technically very much challenging since most ABE solutions do not support
such a concept.

The interface would encapsulate the specific details of the ABE solution cho-
sen, hiding them from CONVERGENCE technologies.

Table 7.3 Use of ABE in FMSH scenario

User Conditions on user characteristics

FMSH analysts (FMSH certified) AND (university level [ = M1)
FMSH broadcaster (FMSH certified) AND (localized in Paris, France)
FMSH VCO (FMSH certified) AND (paid a 1 € fee)
INC (INC certified)
Peruvian government (Peruvian government certified) OR (localized in Peru)
Summary ((FMSH certified) AND

((university level CM1) OR (localized in Paris,
France) OR (paid a 1 € fee)))
OR
(INC certified)
OR
(Peruvian government certified)
OR
(localized in Peru)
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7.6.4.2 Coping with a Highly Decentralized System

As it was described in the previous sections, there are two approaches for dis-
tributed ABE solutions: shared-secret among multiple authorities, and truly
decentralized techniques.

The problem with shared-secret approaches relates primarily to the manage-
ment of the system, rather than to any intrinsic limitation of the shared-secret
concept. There are distributed key generation algorithms (Pedersen 1991) that
make it possible to easily build a shared-secret that is not known by the partici-
pants, and that allows verification in a way that participants cannot fake. The main
problem lies in the steps authorities have to take to make the system work. This
problem can only be alleviated by dynamic incremental setup techniques.

The decentralized approach from Lewko and Waters (2011) does not involve
any shared-secret, hence avoiding setup procedures, constituting a major asset of
this approach. It should be however noted, that any setup procedures required by a
specific ABE scheme will be hidden from CONVERGENCE.

Furthermore, Lewko’s decentralized technique suffers from three criticalities:

• It is extremely difficult to integrate revocation methods. To the best of our
knowledge there are no known solutions for this. This is a problem common to
all decentralized techniques. The only schemes that offer limited opportunities
for revocation are single authority schemes.

• There is no formal proof that Prime groups are secure. This can be proved for
composite groups. However their huge size makes them impractical. Of course,
this does not mean the scheme is insecure, only that a formal proof is missing.

• Performance and overhead is problematic. This technique requires the addition
of a point to the elliptic group, plus three more points per attribute. Thus, with
10 attributes in a policy, this sums up to 31. The technique also requires a high
number of elliptic exponentiations for each attribute. Investigations on this issue
are important for the advancement of the state-of-the-art.

These three points, while not extremely critical, are a challenge for the
distributed technique. This implies that, if well-thought and implemented shared-
secret schemes compensate such criticalities, it could be worth paying the price of
the required setup phases.

Another example shows the difficulty of choosing the right ABE scheme for
CONVERGENCE. To the best of our knowledge there are currently no short
ciphertext techniques (i.e. schemes in which size is independent of the number of
attributes) for multiple authority schemes. To date this has been achieved only for a
single authority. It is likely that, if and when such techniques are developed,
extensions will apply to multiple authorities’ schemes and not to decentralized ones.

7 The Adoption of Rights Expression Language in CONVERGENCE 191



7.6.4.3 Dealing with Post-decryption Rights

How should rights, such as ‘‘read only’’ / ‘‘read ? modify’’ / ‘‘store’’, etc., which
apply to the resource even after it has been decrypted, be dealt with?

Within this model, it is not really possible to prevent a photo from being
distributed, manipulated, etc., after decryption. Likewise, a video or soundtrack,
once streamed, can easily be recorded and processed, even though such rights may
not have been granted by a license. There is the chance of taking ‘‘a posteriori’’
actions (like tracing illegal distribution through embedding robust watermarks),
but only after the damage has been done. also It is also possible to request a
signature from everyone who uploads content (possibly modified), but this would
simply transfer the issue of enforcement to yet another level: is it possible to
prevent the upload of non-signed content?

Our conclusion is that only a trusted middleware running on trusted hardware
platforms such as Trusted Platform Module (TPM)-based devices, allows fully-
fledged enforcements of rights, capable of capturing all the possibilities REL has
the ability of describing.

7.6.5 Fractals of Trust

The core concept behind the CONVERGENCE publish/subscribe model is the
assignment of peers to fractals, according to the content they are contributing to
the system. So, when a peer publishes some content within a fractal, the content is
propagated to a number of other peers in the fractal. The same holds for sub-
scription. In other words a fractal is a set of peers sharing some common interests.
The concept and use of fractals in CONVERGENCE is fully described in Chap. 4.

In this section the CONVERGENCE approach is proposed to create a fractal
based on criteria other than the users’ interests (as expressed through the semantic
descriptions of the resources), but also based on level of trust of a fractal. Even
though the project has achieved some results in this domain, the scheme described
below should be regarded as provisional. Further work would be required to
deliver more conclusive outcomes.

7.6.5.1 Beyond Basics

As explained in Chap. 4, a users’ specification of the fractal of interest may be
expressed in terms of a semantic keyword, a flat keyword or an operation on these
keywords. For example, it is possible to have the fractal MOVIE ? ACTION for
action movies. However, the fractals must not be necessarily bounded by the
content circulated inside them; they can also be based on the properties of other
peers, such as trust. This is explored in this section.

Specifying fractals based on trust can be seen as crucial not only for giving owners
control over content, but also for balancing the need for performance against the need
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for protection. Assuming that the owner encrypts the VDI using some license and
then propagates it blindly over some fractals, selected only by content, some
receivers may not be able to handle the VDI. Conversely, there might be peers that
would be allowed to access that content, but that will never receive it. The latter
situation could occur for one of two reasons: (1) probabilistic protocols; and
(2) limiting propagation depth. The technique proposed in CONVERGENCE, adding
trust as one of the parameters to select fractals, provides another means of limiting the
number of target peers, thus contributing to the scalability of the protocol.

7.6.5.2 Fractals of Trust

The question that arises at this point is how to define such a fractal. CONVER-
GENCE envisages two solutions, one of which requires the assistance of the user,
whilst the other is fully automated. In the current approach, it was considered the
creation of a fractal to be dynamic and under the total control of the user. In
parallel, a machine-based solution could be deployed, by automatically extracting
descriptive metadata contained in the P-VDI. For example, if a user says that the
content he/she is about to publish is MOVIEZ, then, the MOVIEZ fractal is
created. It should always be kept in mind that fractals are just a virtual organi-
zation of peers and, hence, a peer may belong to more than one fractal.

Apart from the increased matching performance, another important property of
a fractal of trust is that it allows a set of peers to create closed organizations,
accessed by peers that correspond to certain criteria, keeping the symmetric nature
of the system. This is achieved during the registration process, by protecting the
fractal registry. At this point, it should be observed that, when a peer requests to
enter the fractal, it communicates with another peer and asks for a part of the
fractal registry. If this registry is protected, then the peer will be able to use it only
if it has the required properties.

Another issue is how to manage/enforce rights on the fractal registry and, thus,
how to support fractals of trust. Obviously, a solution based on one certificate per
fractal does not scale. This is then a case in which Attribute Based Encryption can
be valuable.

Consider that each peer has a set of attributes, perhaps stored in a smart card.
Thus, the creator of the fractal who initially owns the registry, encrypts it using the
access policy for this particular fractal of trust. From this point on, only peers that
have attributes satisfying this access policy will be able to read the registry entries
they need to discover their neighbors, so only they will be able to access the fractal.

7.7 Conclusions

The CONVERGENCE system aims to become a platform for the future Internet,
enabling the secure distribution of resources and the realization of diversified and
advanced business models in which resources transit through complex value
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chains. Digital resources are often covered by a license or contract, specifying a
business relationship, including access and usage rights and conditions. Accord-
ingly, the CONVERGENCE system has to offer a complete security infrastructure
that enables the formulation and enforcement of complex and diversified access
and usage rights and conditions.

Rights Expression Languages provide a means to declare those rights and
conditions in a machine-readable manner. Most existing RELs have been devel-
oped for a specific application domain or do not aim at exerting subsequent
enforcement of digital rights. Many lack formality in the definition of their ele-
ments and are thus unsuitable for automated operation.

The MPEG-21 part 5 standard can be seen as a highly flexible, general-purpose
rights expression language, well suited to producing machine-readable assertions
of rights. The ultimate aim of the standard is to kick-start technologies that cor-
rectly enforce access and usage rights over different types of digital resources and
across a broad range of application domains.

Having already developed detailed application scenarios and considering the
diversity of digital resources which potentially are subject to distribution and
transactions within the CONVERGENCE system, the project has defined a
CONVERGENCE governance and licensing scheme. This scheme is based on a
number of specific own patterns and a sub-set of MPEG-21 part 5 REL elements.
This scheme, whilst supporting all requirements already identified in terms of
content protection and digital rights management, is sufficiently flexible to be
extended to accommodate further needs. The way in which MPEG-21 REL ele-
ments are used has been thoroughly explored. It should thus be possible to make
future extensions to the scheme at low cost.

The project has formulated detailed proposals for an extension of the already
rich set of REL verbs, identifying complex business cases that the current REL is
unable to accommodate easily.

The most interesting aspect of any real-world REL implementation, one that
CONVERGENCE started to cover but that needs further effort and exploration, is
to design novel integration patterns of advanced security technologies. These
novel patterns should allow to enforce at least the fundamental aspects of the REL
scheme at hand, taking into account the challenging trade-offs that arise when
abandoning requirements for fully-trusted hardware and software, which may be
deemed as impractical, in favor of trust chains and lightweight smart-cards.
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Chapter 8
Scenarios and Applications
for CONVERGENCE
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and Francis Lemaitre

Abstract This chapter provides a technical overview and description of the four
use cases and their corresponding applications that were developed in the
framework of CONVERGENCE Project: Photos in the Cloud and Analyses on the
Earth (under the responsibility of partner Alinari), Videos in the Cloud and
Analyses on the Earth (under the responsibility of partner FMSH), Augmented
Lecture Podcast (under the responsibility of partner LMU) and Smart Retailing
(under the responsibility of partners WIPRO and UTI). Each subsection begins
with a brief description of the considered use case, where the advantages of
CONVERGENCE over current TCP/IP implementations are highlighted. The
analysis goes on with the functional description of applications, alongside some
implementation details and requirements. In the final sections of the chapter, the
basic CONVERGENCE tools are described along with additional proposals for
further exploitation of the considered use cases. The implementation of tools and
applications was based on: (1) the functional requirements of use cases specified in
CONVERGENCE Project Deliverable D.2.2; (2) the definition of the Versatile
Digital Item (VDI) described in Chap. 5 and specified in CONVERGENCE Pro-
ject Deliverable D.4.1; and (3) the CONVERGENCE middleware protocols and

P. Gkonis (&)
Singular Logic SA, Nea Ionia, Greece
e-mail: ep5@singularlogic.eu

H. Hussmann � A. Hang � E. Ivanova
University of Munich (LMU), Munich, Germany

S. H. Minelli
Alinari 24 Ore (Alinari), Florence, Italy

D. Sequeira
Wipro Technologies (Wipro), Maia, Portugal

I.-C. Bobric � M. Tanase
UTI GRUP SA, bucharest, Romania

V. Legrand-Galarza � F. Lemaitre
Fondation Maison des Sciences de l’Homme (FMSH), Paris, France

F. Almeida et al. (eds.), Enhancing the Internet with the CONVERGENCE System,
Signals and Communication Technology, DOI: 10.1007/978-1-4471-5373-3_8,
� Springer-Verlag London 2014

197

http://dx.doi.org/10.1007/978-1-4471-5373-3_5
http://dx.doi.org/10.1007/978-1-4471-5373-3_5


technology engines described in Chap. 4 and fully specified in CONVERGENCE
Project Deliverables D.5.3 and D6.3. Moreover, the impact of CONVERGENCE
to the end users who evaluated all developed applications is highlighted as well.

8.1 Introduction

The considered use cases in the framework of CONVERGENCE play a fundamental
role towards the deployment and evaluation of ICN networks. These use cases were
carefully selected based on the needs of industrial (i.e. Alinari, WIPRO and UTI) and
non–industrial partners (i.e. FMSH, LMU) in an effort to identify users’ needs as the
structure of today’s Internet shifts towards content-centric architecture and imple-
mentation. In this framework, four use cases were adopted and implemented:

• Photos in the cloud and Analyses on the Earth (Alinari): This scenario is ded-
icated to the photographic market. Due to the large expansion of professional
and semi-professional photographic production, we aimed at powering archive
and photographers businesses making it easier to publish, retrieve and distribute
authoritative content with ready-made licensing models;

• Videos on the Cloud and Analyses on the Earth: This scenario has been designed
to improve the management of audiovisual archives and to exploit the potential
of semantic techniques, when the same video resources are exploited several
times in different contexts of use (analyses using different domain ontologies,
posting on different video channels);

• Augmented Lecture Podcast: This scenario is based on a web-based lecture
podcast application that enables students to revise lectures by watching video
podcasts with synchronized slides. The use of CONVERGENCE demonstrates a
new way to achieve podcasting and annotation functionalities that provides a
common basis for collaboration and information exchange;

• Smart Retailing: This scenario is grounded on a VDI-enabled product supply
chain, where VDIs are associated with products after they have been manu-
factured and released to the market. This new supply chain will enhance the
retail market with a wide range of new services and operations, from which
manufacturers, retailers and consumers will benefit.

8.2 Photos in the Cloud and Analyses on the Earth

8.2.1 Brief Description of Use Case

This use case tests whether CONVERGENCE can provide useful support for new
business models in the photography business. The goal is to make it easier for
photographers to create, describe and distribute their photos, improve access for
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users and generally facilitate the management of relevant services. All photo-
graphs are represented by VDIs, each containing:

1. The photo itself (or a link to the photo), possibly accompanied by a low-
resolution version of the photo;

2. Metadata describing the photo defined by Alinari and including the date, time
and place where the photo was taken, legal data on the author and owner of the
photo, technical data about the photo (camera, lens, shutter time, aperture, ISO
etc.), historical data about the site represented in the photo, and other metadata
contributed by Alinari staff and third parties;

3. Licensing information representing the conditions at which photos can be
licensed by a photographer to Alinari and by Alinari to an end user. Licensing
information is represented using the CONVERGENCE REL (CONVER-
GENCE Project Deliverable D.4.2).

The dedicated applications provide Alinari staff with a user interface making it
easy for them to create, publish, un-publish, describe and update the photos and
VDIs. Free-lance photographers can access the Alinari service to create Resource
VDIs and Publication VDIs. End-users can subscribe to photos (thus activating a
search and collect agent) and possibly buy photos or related editorial materials
using a local application connected to the Alinari server. Alinari provides both
images and annotations to be channeled through the application. Furthermore,
Alinari generates retail products and offers which may match the visual content.

The CONVERGENCE framework automatically prevents access to photos that
have expired and performs garbage collection to purge expired copies from net-
work storage. This feature is unique, considering that all competitors take
advantage from creative content made available by the users and their loss of
control along time on their rights. In fact, most users register to picture sharing
platforms and sites with nicknames (most often they do not provide personal home
addresses): they generate creative content and then while they forget their cre-
dentials or for any reason abandon to access their profile on such sites allowing
their collection stay public with no statement about their wills. As a consequence,
their creative contents are orphaned. CONVERGENCE is innovative in this sense
as it allows the user to define the lifetime of the published content.

8.2.2 Bird’s Eye View of the Deployment Framework

The actors of the Alinari application are the photographers and archive managers
on one side and the final customers on the other side. The photographers and
Alinari are image sellers. The customers can be editorial or educational clients
who need images for their activities or publications.

The Photographers/Alinari can create and manage their personal photographic
gallery; they can associate their photographs to the license models previously
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defined by the Archive Manager (on the basis of specific templates or model
releases) while they can also publish the photographs in the marketplace.

Customers can execute searches in the entire marketplace; they can save the
executed searches inside the marketplace (set of images); they can purchase by means
of prepaid credits, the desired set of images and the corresponding use license.

8.2.3 Supported Applications

The Photographic Archive Management (PAM) application targets professional
photographers and agencies wishing to manage their archives. Professional pho-
tographers currently manage their collections using proprietary systems developed
over a number of years. The Alinari PAM application provides an alternative. The
application, which runs on top of the CONVERGENCE middleware and network,
helps users to store and manage their own photo-libraries and to make the pictures
available through a (shared) market place.

As evidenced by the Fig. 8.1, the photographers (or the Archive Manager) can
upload on the system images and annotate them. They can also decide if they wish
to publish the image and also set appropriate rights regarding image access. On the
other side, the end users can search for interested topics and be notified when
matching occurs among their search query and other information that has been
published.

CONVERGENCE also executes a matching with retail products (product-
VDIs) and offers (offer VDIs) and the camera information embedded automatically
in the EXIF record of the image. Thus, the user visualizes the searched image and
eventually the offers related to the camera model and lenses with which the
photographer has taken the picture (see Fig. 8.2).

Even if the PAM application addresses the professional market, it can also offer
a wide opportunity for crowd generated content: users can upload their creations

Publication of new content Notification of submitted searches

Fig. 8.1 Publication of new content and notification in the Alinari application
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and share (publish) them. By the fact, the final PAM application has been
addressed and designed to the social communities enabling them to look for
interested collections and share published items in their own platforms (and thus
attracting new users into PAM).

8.2.4 Functional Overview

The main activities of the applications in the framework of the PAM use case are
depicted in the previous section. Users create, describe, apply licenses and publish
VDIs that in turn can be subscribed to (searched for) by other users and potential
clients. This section summarizes the functional requirements of the PAM appli-
cation, which offers the following capabilities to the end users:

• Creation of Photo VDIs and storage in CONVERGENCE system;

Fig. 8.2 Matching of the image and the related products

8 Scenarios and Applications for CONVERGENCE 201



• Enforcement of licenses in the photo with the help of CONVERGENCE REL;
• Creation of Publication VDIs and injection in the CONVERGENCE system;
• Subscription to photos under certain search criteria;
• Revocation of photos either after a predefined expiration date or on user

demand;
• Registration to the application by different types of end users (i.e. free-lance

photographers, Alinari staff, etc.);
• Authentication through a secure mechanism in order to avoid uploading of

malicious content.

The most innovative functionalities are those related to the licensing (the user
can define the visibility, access and use of the owned images) and to the retrieval
(the photographer can publish and un-publish owned images; the client can acti-
vate some kind of temporally defined ‘agents’ who act on keys and provide the
results of searches). A further innovative functionality implemented in CON-
VERGENCE is the matching of user generated content with retail products: as
soon as the photographer or a client submits searches, CONVERGENCE performs
keyword matching with existing retail products (Alinari provided 40,000 shop
products in two languages ranging from art prints and collotypes to books, cal-
endars and fine art prints): the user is shown the searched images and is advised on
related offers.

8.3 Videos in the Cloud and Analyses on the Earth

8.3.1 Brief Description of Use Case

The ‘‘Videos in the Cloud and Analyses on the Earth’’ scenario illustrates how
CONVERGENCE could provide new features for the management of audiovisual
archives in the scientific and research areas. This use case is based on ESCoM-
FMSH1 platform of audiovisual digital libraries and archives, named ARA
Campus2 http://www.archivesaudiovisuelles.fr/EN/. The main goals and actions of
this program, developing a scientific video library on-line, are:

1 Equipe Sémiotique Cognitive et Nouveaux Medias (Cognitive semiotics and new media
research team)—a research laboratory hosted in FMSH (Fondation Maison des Sciences de
l’Homme), a French not-for profit scientific organization whose mission is to promote research in
the social sciences and humanities.
2 In 2001, ESCoM launched the ARA (Audiovisual Research Archives), a web video library
dedicated to collect, archive, analyze and disseminate cultural and scientific heritages. Today the
archives include more than 5800 h of videos in 16 languages, concerning scientific and cultural
topics (such as social history, social and cultural anthropology, language studies and linguistics,
archaeology, etc.).
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• To collect and archive audiovisual corpora in order to constitute a multimedia
portal of scientific heritage in social and human sciences;

• To analyze and describe audiovisual resources, with the elaboration of semiotic
ontologies and analysis tools;

• To publish and disseminate these heritages on a web platform, making them
available to specific target populations (researchers, educators, students etc.)
through dedicated media channels;

• To investigate and develop the scientific means and technical tools enabling any
institution or individual to create, manage, diffuse and share his own audiovisual
resources in form of online libraries or archives.

In the context of Web video platform market for purposes of research,
knowledge transmission or education, such as ESCOM-FMSH program, we point
out 5 main needs:

• Compatibility and interoperability between the different existing audiovisual
archive systems and technologies;

• Legal framework and juridical procedures through a scientific media and a
licensing system allowing the protection of intellectual properties on videos and
properly disseminate them;

• Autonomous and non-commercial services allowing people to autonomously
produce, manage, diffuse, exploit and preserve their own audiovisual resources;

• Scientific uses and advanced functionalities, such as scientific annotation and
indexing, facilitating the use of semiotics to new technologies and media;

• Online dissemination and remote access, allowing the sharing of audiovisual
material and analyses from distant users communities.

Given the goals and characteristics of the ESCoM-FMSH scenario, the CON-
VERGENCE framework could provide a valuable tool to improve management of
audiovisual data and to exploit the potential of semantic techniques, when the same
video resources are exploited several times in different contexts of use. The inte-
gration of CONVERGENCE technology in ARA Campus will then answer to several
central needs expressed by professional users, especially video and analysis owners:

• Using CONVERGENCE Licensing system to guarantee the respect of copy-
rights and intellectual property of content owners, the secure download and
upload of resources, allowing flexible possibilities for sharing content;

• Using CONVERGENCE standard digital container VDI for the preservation of
metadata, tracing any usage of the content;

• Using CONVERGENCE CDS to facilitate the definition of metadata and user
search criteria;

• Using the CONVERGENCE subscription/publication mechanism to subscribe
to content in a powerful way by the use of ontologies and semantic queries;

• Using CONVERGENCE event reporting to monitor the use of video resources
and analyses, through notifications;
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• Using CONET caching to reduce requirements for bandwidth and server
resources and to optimize local delivery of video resources.

8.3.2 Bird’s Eye View of the Deployment Framework

The ESCoM-FMSH scenario involves actors such as researchers, teachers, stu-
dents and audiovisual professionals that belong to three main areas: research,
education and culture. These actors are led up to play four different roles in the
workshops developed by the ARA Campus for the management of videos,
semantic resources, analyses and channels:

• Video Material Owners (VMOs) are people having full rights on video material.
They publish encrypted video resources with licenses granting specific rights for
using their material, and monitor the uses of their content (when a video is
downloaded or analyzed by an Analyst, posted in a video channel, etc.);

• Analysts describe and analyze videos (i.e. discourse analysis, visual analysis,
thematic analysis, etc.). They subscribe to videos, download video resources and
publish video analyses with licenses. They monitor as well the uses of their
analyses;

• Video Channel Owners (VCOs) are responsible of web video channels, pro-
posing to browse video analyses and material following specific topics. They
subscribe to video analyses of their interest by building semantic queries, then
post analyses on their video channels;

• Video Channel Users (VCUs) subscribe to video channels and browse videos
and analyses on the channels Fig. 8.3.

One important aspect of ESCoM-FMSH scenario is the need to enable VMOs to
share their culturally sensitive material in a secured way that will ensure that their
intellectual property, as well as the respect of filmed people’s rights (indigenous
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people, researchers, etc.), are preserved. However, a same video can be used by
different people (analyzed by a researcher, posted by a teacher, etc.), in different
contexts of use (analyzed for specialists of a domain, analyzed for linguistics
aspects, etc.). ESCoM-FMSH application answers to this need by:

• Enabling VMOs to manage the licenses for downloading, posting and watching
their material, even when used by third parties (when analyses of their videos
are posted in a video channel, for example);

• Enabling VMOs to keep notified every time their content is used, even by third
parties: when their videos are referenced in an Analysis, when such an Analysis
is posted in a channel, or even when their videos are watched in such a channel;

• Enabling Analysts and VCOs to manage the licenses and monitor of their own
contents as well Fig. 8.4.

8.3.3 Supported Applications

The ‘‘Videos in the Cloud and Analyses on the Earth’’ Application provides a
secured digital environment for the sharing and monitoring of video material,
video analyses and video channels. The application offers several tools depending
on the role of the authenticated user:

• Typically, a VMO upload a video file (stored encrypted in the network), then
publish the video as a Video VDI with licenses (for downloading, posting and/or
watching the video) and event report requests. He can monitor the uses of his
video VDIs by the reception of notifications for the kinds of uses he requested to
be notified;

• An Analyst usually receives notifications of new videos of his interest from his
subscriptions. He provides the analysis of the video in a RDF format referencing

Fig. 8.4 Users interactions in ESCoM-FMSH application
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the relevant domain ontology stored in CDS Server. He publishes the RDF file
as an Analysis VDI, with licenses and event report requests;

• The VCO receives notifications of new analyses of his interest from his sub-
scriptions. These subscriptions consist of semantic queries which exploit the
richness of the analyses metadata and domain ontologies (for example, sub-
scribing to analyses of documentaries about traditional handcraft in South
America). Then, the VCO can post the analysis in his channel, as a Publication
VDI called Post VDI;

• VCUs subscribe to video channels and get notified of any new post in the
channels they subscribe to Fig. 8.5.

8.3.4 Functional Overview

The ESCoM-FMSH application offers the following features to users:

• Upload and encryption of videos and analyses;
• Creation and publication of Video, Analysis and Post VDIs;
• Rights management with REL Licensing;
• Unpublication and digital forgetting;
• Publication/Subscription mechanisms supporting semantic queries;
• Support of different domain ontologies;

Fig. 8.5 Video browser
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• Video storage and delivery over CoNet;
• Content monitoring through notifications.

Key benefits of CONVERGENCE technology for users are the monitoring of
the uses of their content (event report requests and notifications), as well as
security enforcement (REL licensing, encryption, digital forgetting). This is more
particularly valuable for Video Material Owners whose content can be indirectly
used by Video Channel Owners (by posting analyses referencing their videos). The
possibility to exploit the semantic metadata and ontologies for search, subscription
and publication mechanisms is also an important aspect of the application Fig. 8.6.

8.4 Augmented Lecture Podcast (ALP)

8.4.1 Brief Description of Use Case

Traditional podcasts usually consist of audio/video streams and are sometimes
accompanied by additional material (e.g. presentation slides). An innovative
approach is to augment traditional podcasts with Web 2.0 features, allowing stu-
dents to contribute their own content through annotations. The main goal of this

Fig. 8.6 Main features of ESCoM-FMSH application
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idea is to engage students in discussions, enriching student-to-student communi-
cation as well as student-to-teacher communication. There already exists a variety
of podcasting solutions that support this idea. For example, Moodle (Moodle n.d.)
is a course management tool that supports lecturers in the creation of online
courses. There also exist a variety of plugins for Moodle (e.g. podcasting plugins)
to distribute podcasts and learning material. In fall 2012, MITx (MITx 2012) will
start a new learning initiative where students can find a variety of courses from
MIT embedded within a virtual learning community. Similar services can be found
at other universities like the Open University (SocialLearn 2012) and LMU (Video
Online n.d.).

The augmented lecture podcast scenario is based on the described ideas and
employs a social learning environment where students watch video podcasts with
synchronized presentation slides. Interactivity is achieved through private, semi-
private and public annotations. The scenario only marginally shows new func-
tionalities within social learning environments, but it demonstrates a new way of
how these functionalities can be achieved using the CONVERGENCE framework.

We motivate the use of the CONVERGENCE framework due to the diversity of
existing applications. Though all of them implement similar features, their basic
infrastructure is completely different. That is, while one application uses Flash for
implementation, others rely on PHP, JAVA, etc. This works fine as long as those
standalone applications stay alone. However, we have to face some difficulties,
when collaboration between applications is desired.

CONVERGENCE has the potential to overcome these issues. It offers a com-
mon underlying infrastructure that facilitates the collaboration, i.e. sharing content
between applications. The main advantages of using CONVERGENCE are:

1. CONVERGENCE is a common standard. It creates interoperability and avoids
platform lock-in;

2. CONVERGENCE maintains the relationship of all copies to the original
source. When content is modified, automatic updates are made at the next
adequate time. This ensures the quality of learning;

3. CONVERGENCE has an integrated notification mechanism. This enables
asynchronous searches. Students do not miss the chance to find relevant content
that is not published yet. They are notified as soon as new content is available;

4. CONVEGENCE ensures reliability of service. It allows content caching so that
students can be offline to retrieve content (e.g. from students close to them).

8.4.2 Bird’s Eye View of the Deployment Framework

The main actors of the augmented lecture podcast scenario are lecturers (content
producers) and students (content consumers and producers). Their main activities
are depicted in Fig. 8.7 and can be summarized as follows:

208 P. Gkonis et al.



1. Lecturers create, store and publish lecture podcast VDI sequences, which are
updated from time to time, when video or slides are modified. Lecturers revoke
outdated lecture podcast VDIs. Lecturers can also retrieve statistical informa-
tion about the use of the lecture podcast VDIs (statistical information is col-
lected by the service provider);

2. Students search, subscribe, download and watch lecture podcasts. Students are
also informed if a new lecture podcast or a new version of a podcast is made
available by the service. Moreover, they can create and publish annotations to
specific portions of the podcast using an augmented lecture podcast application
which streams the podcast episode. Finally, they can receive notifications of
published annotations and publish annotations to annotations as well as delete
annotations.

Figure 8.7 depicts a single-application scenario. However, one can easily
imagine an extension of this idea with additional applications. Due to the CON-
VERGENCE cloud, it is easy for applications that are running for example to
another university to connect to CONVERGENCE and share their content (e.g.
podcasts or annotations) with other existing applications. This is possible through
the underlying common infrastructure that CONVERGENCE provides.

8.4.3 Supported Applications

The described activities are implemented in two CONVERGENCE-based appli-
cations: a podcast creator application for lecturers and an augmented lecture
podcast service for students. Figure 8.8 shows two screenshots of the graphical
user interface of both applications.

Fig. 8.7 Main activities of users within the augmented lecture podcast scenario
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Podcast creator: This application is used by lecturers to create, store and
publish podcast components or podcasts by providing a variety of associated
features. For example, lecturers can assemble different materials (i.e. presenta-
tions, videos and synchronization information) within VDIs and are guided step-
wise through the creation process where they define the resources to be assembled,
describe them and decide how long the resources are supposed to be available for
search and retrieval by third parties. Once the information has been completed, the
application publishes the VDI. Lecturers have the possibility to review, update and
revoke (delete) their published VDI.

Augmented lecture podcast service: The podcast VDIs that have been pub-
lished in the previously described application become available for the augmented
lecture podcast service. The users of this service are students that search, watch
and annotate podcasts. If they are particularly interested in certain content, they
can take advantage of the CONVERGENCE subscribe functionality in order to get
notified about newly published content, interesting annotations and other relevant
information.

8.4.4 Functional Overview

The main activities of the applications in the framework of the ALP use case are
depicted in the previous sections. The main idea is to base them on the CON-
VERGENCE framework. Users create, describe and publish VDIs that in turn can
be subscribed to by persons of interest. With respect to our scenario, this means
that lecturers will produce podcast VDIs sequences that students will subscribe to.
This section summarizes the functional requirements of the two applications,
which offers the following capabilities to the end users:

• Creation of podcast component VDIs/podcast VDIs and storage in the CON-
VERGENCE system;

Fig. 8.8 Screenshot of two applications from the augmented lecture podcast scenario
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• Definition of relationships between podcast component VDIs within a podcast
VDI;

• Update of podcast component VDIs/podcast VDIs and revocation of outdated
podcast component VDIs/Podcast VDIs;

• Creation of publication VDIs and injection in the CONVERGENCE system;
• Subscription to podcast component VDIs/podcast VDIs of interest

– Augmentation of podcast VDIs with annotation VDIs;
• Selection of licenses for annotation VDIs (private, semi-private, public,

anonymous)

– Registration of users for both applications.

These application features/requirements enables user to experience the advan-
tages of CONVERGENCE. In particular, users will get the idea of asynchronous
searches, immediate updates and the work with always-up-to-date content. Content
producers will experience the built-in protection of published content through
enforcement of licenses and the easy management of published content. From a
long-term perspective, where we assume a wide acceptance of CONVERGENCE
and the existence of many CONVERGENCE-based applications available on the
market, users will also experience the quality and richness of the provided content.
Richness in the sense that a variety of different content will be available through
the collaboration of different services that is facilitated by CONVERGENCE.

8.5 Smart Retailing (Real World Rrial 4)

8.5.1 Brief Description of Use Case

This use case describes a smart retailing supply chain for consumer electronic
products. In this environment, CONVERGENCE provides users with a wide range
of services and operations. The users and beneficiaries of this scenario can be
divided in three distinct groups: Manufacturers, Retailers and Consumers. The
Manufacturers create their own products VDIs and make them available for
Retailers and Consumers by publishing the VDIs on the CONVERGENCE system.
The Retailers subscribe to products from Manufactures and advertise the products
they sell to Consumers with promotions, discounts, special offers, etc. Consumers
subscribe to, search for and compare products through the CONVERGENCE
network. Furthermore, additional services also improve the Consumers shopping
experience allowing them to subscribe to information or specific data on products,
receive notifications and sales events announcements about those products, and
immediately look up for information on a particular product, accessing its VDI by
scanning its barcode at the Retailers’ stores.

In this retail scenario CONVERGENCE will aim to provide new services
mostly to Retailers and Consumers, which will generate new and additional
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revenues for the entire retail industry. These new services produced by CON-
VERGENCE offer a considerable number of significant innovations:

• A standard digital container (VDI) for product information, digitally signed by
its Manufacturer;

• Retailer and Consumer access to up-to-date product information distributed via
the CONVERGENCE Network;

• Integration between CONVERGENCE technology and existing retail tools and
frameworks;

• Facilitated migration of product information from VDIs to Retailers’ systems
and databases;

• Improvements on in-store product management (product recalls, warranty
verification, control, fraud and piracy prevention, etc.);

• CONVERGENCE-enabled POS machines, providing digital receipts and
warranties to Consumers;

• CONVERGENCE-enabled retail applications that operate on top of CON-
VERGENCE middleware.

8.5.2 Bird’s Eye View of the Deployment Framework

From a high-level perspective this scenario involves all the following activities,
listed below by users:

1. Manufacturers

a. Create, store, advertise and publish Product Type VDIs containing reliable
information such as the product name, description, physical characteristics,
technical features and resources (product photos, user manuals, etc.).

2. Retailers

a. Subscribe to Product Type VDIs created and published by Manufacturers;
b. Receive notifications about all kinds of updates and warnings on Product

Type VDIs they have subscribed to;
c. Create and publish Retailers’ Product Type VDIs, augmenting Manufac-

turers’ Product Type VDIs with information about Retailer promotions,
discounts, special offers, sales information, etc.;

d. Create Product Instance VDIs when selling products to Consumers at the
POS machine, adding new data such as consumer information, serial
number and warranty details to Product Type VDIs;

e. Visualize statistics about subscriptions made by consumers, divided into
categories of products; monitor the customers’ preferences and habits;

f. Add customizable attributes to an offer made for a category of products,
defining different properties of the products included in the offer;

g. Create offers and promotions for an entire category of products, not only
for a single product in particular.
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3. Consumers

a. Browse and subscribe to all kinds of product VDIs;
b. Receive notifications about all kinds of updates and warnings on product

VDIs they have subscribed to;
c. Access and consult reliable information about products;
d. Subscribe to an entire category of products and receive notifications about

any product belonging to the category they subscribed;
e. Pick attributes from a list and attach them to a subscription made on a

category of products, defining particular properties that the products inclu-
ded in notifications should have (e.g. color, sizes).

The global view of the smart retailing scenario is shown in Fig. 8.9, where
different types of VDIs related to the product supply chain are generated and
published in CONVERGENCE.

8.5.3 Supported Applications

The described activities above were implemented in three CONVERGENCE-
enabled applications: two ‘‘Smart Retailing’’ web applications (Figs. 8.10 and
8.11, WIPRO and UTI) to create, publish, subscribe and browse product VDIs and
a Point-of-Sale application (Fig. 8.10) by WIPRO for every sale made by the
retailers to consumers. Some screenshots of these applications are shown below.

Fig. 8.9 Global view of the smart retailing scenario
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In Fig. 8.10 it is shown a screenshot of the form in WIPRO’s web application
that is used to create, store and advertise a Product Type VDI containing product
information (metadata) and resources (files), such as photos or user manuals. This
create product form appears once the user clicks on the ‘‘Create Product’’ option of
the web application.

Figure 8.11 displays the screen of UTI’s web application from the retailer
perspective. The user has the possibility to view details about the offers, the
matches and the subscriptions on the same screen. By clicking on the number
listed in the ‘‘Matches no.’’ field, the retailer can see the subscriptions that matched
his offer.

In Fig. 8.12 it is shown a screenshot of the retailers’ POS machine Oracle
application. When selling items (products) to consumers, the sales agent begins
with the ‘‘Sell Item Screen’’ where all the transactions begin and end. This screen
always shows all the items involved in the current transaction between the retailer
and the consumer.

8.5.4 Functional Overview

The development of all the applications mentioned above involved the following
requirements:

• Registration by different types of users: manufacturers, retailers and consumers;
• Authentication of different types of users through a secure mechanism;

Fig. 8.10 Smart retailing web application ‘‘create product’’ form
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• Creation of Product VDIs and storage in CONVERGENCE system;
• Enforcement of licenses in the Product VDI data and resources with the help of

REL;
• Creation of Publication VDIs and injection in the CONVERGENCE system;
• Subscription to products under particular keyword(s) criteria;
• Display of personalized notifications related to the subscribed products;
• Revocation of Publication and Subscription VDIs after a predefined expiration

date.

These requirements, used to develop all the retail applications for this scenario,
are the prime foundation to develop any CONVERGENCE-enable application,
regarding user experience, applications functionalities and their interaction with
the CONVERGENCE middleware. In this context all of these requirements
mentioned above were tested throughout all the three phases of the end users real
world trials, not only for these end users to experience all the advantages of
CONVERGENCE, but also for the developers to perceive their validity and sus-
tainability facing real world problems. In general, users that participated in trials
were able to get familiar with the product VDI concept by creating their own

Fig. 8.11 UTI smart retailing application—visualize the offers, the matches and the
subscriptions
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products VDIs and understanding the publish/subscribe mechanism implemented
on CONVERGENCE. They also became aware of the notifications system related
to their own products subscriptions and apprehended the way all the content flows
in CONVERGENCE.

8.6 Convergence Tools and Deployment of Applications

In the previous paragraphs the CONVERGENCE use cases were presented while
their decomposition in supported applications was described as well. Moving from
specifications towards implementation, the goal of the consortium was to identify
similar operations among applications that could be deployed once and reused
many times by different applications: This task had two goals:

• On one hand to facilitate the work of the application developers;
• On the other hand to create units of reusable code that in future can be used in

order to develop additional applications based on more complex use cases.

The overall architecture of tools and applications is depicted in Fig. 8.13. As it
can be observed, the Application level provides the interface between users and
CONVERGENCE and is the top level of CONVERGENCE from the user point of
view. The Application level is split into two sub-levels: a Tools sub-level and a

Fig. 8.12 Point-of-sale application screenshot of shell item screen

216 P. Gkonis et al.



User Applications sub-level. The Tools sub-level contains functional components
that combine a subset of CoMid functionalities and can be reused by many
applications but not all of them. In each case, the user interface to the tool is
provided by the application, with different applications presenting different
interfaces.

Following the analyses of the previous paragraphs, it becomes apparent that the
applications of the CONVERGENCE use cases can be decomposed in a set of five
fundamental operations:

• User registration to the application: All application should be in position to
provide to their end users a simple but secure mechanism to register and
authenticate their selves;

• Creation of Application VDIs (Resource VDIs): Different types of VDIs should
be supported, such as Photo, Video, Podcast, Product and Offer VDIs. This tool
should also be in position to provide to the end user the capability of inserting
among others licenses inside the VDI regarding its usage as well as methods to
digitally sign it;

• Publish of VDIs in CoNet: Users should be in position to advertise their
resources in CONVERGENCE cloud by injecting VDIs consisting of a subset of
information related to the original Resource VDI. As in Resource VDIs, the
insertion of appropriate licenses should be supported as well;

• Subscription to VDIs: Users should be able to express their interest over a digital
resource by injecting their search query in CONVERGENCE. This is performed
by the creation of Subscription VDIs. Matching is typically performed among

Fig. 8.13 Tools and applications architecture
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the metadata of a Publication and a Subscription VDI provided that certain
conditions defined with the help of CONVERGENCE REL are met;

• Revocation of VDIs: Removal of VDIs on demand should be supported in all
types of applications. When such an event takes place, hosting peers of this VDI
should be informed as well.

Therefore, in the framework of CONVERGNECE five fundamental tools were
developed:

• User registration: The first step in each scenario is for the user to register with
an identity provider, who provides her with a certificate and a personal smart
card, which stores an automatically generated key pair and the certificate. The
user also receives a unique identifier. After registering with the identity pro-
vider, the user can register with a service provider, using a pseudonym (if this is
allowed by the application). After registering with the Identity Provider and the
Service Provider, the user can authenticate herself, either using a username and
password or the smart card. Usually the content provider (i.e. Alinari or FMSH)
act as a service provider as well, while the identity provider is a third party
trusted authority;

• Resource VDI: This tool allows a user to create and parse a Resource VDI
(R-VDI) and provides methods to add and extract metadata, licenses, resource
references and links to other VDIs. Additional methods allow users to package
the VDI with resources, to sign and to store the VDI. These functionalities are
supported by various middleware engines, the most important of which is the
VDI TE. The metadata element of the R-VDI is created and parsed by the
Metadata TE. Therefore, application users can create photo, video, podcast or
product VDIs, add metadata and enforce licensing conditions;

• Publish VDI: This tool allows a user who has successfully created a VDI to
create, inject and parse a Publication VDI (P-VDI), providing methods to add
and parse metadata, licenses, and event report requests. Other methods allow
users to inject a P-VDI into the overlay, to add a digital signature and to store it.
These functionalities involve various middleware engines, the most important
being the VDI TE. Metadata elements are handled by the Metadata TE. The
Publish VDI tools shares several methods with the Resource VDI Tool. Most of
these methods are supported by the same middleware engines in both tools.
Therefore, the R-VDIs that were created in the previous step can now be
advertised to the CONVERGECE system under appropriate license conditions,
thus allowing other CONVERGENCE users to be informed on potential updates
and/or purchase digital resources;

• Subscribe VDI: This tool allows a user to create and parse a Subscription VDI
(S-VDI). The tool provides methods for adding, and extracting conditions,
licenses, event report requests. Additional methods allow the user to inject the
S-VDI into the semantic overlay, to add a digital signature or to store it. These
functionalities are supported by various middleware engines, the most important
being the VDI TE. The creation and parsing of metadata is handled by the
Metadata TE. Subscription queries are formulated using the MPQF TE;
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• Revoke VDI: This tool allows CONVERGENCE users to revoke a P-VDI or an
S-VDI from CoNet or CoMid. The tool uses CoNet TE for CoNet revocation
and the Overlay TE to propagate the revocation request to peers.

8.7 Additional Fields of Exploitation

Once the development of the CONVERGENCE applications was finalized and
validated through the CONVERGENCE trials, the consortium identified additional
fields of exploitation of these applications. This final use case integrates three
individual CONVERGENCE applications: The Alinari Photographic Archive
Management Application (PAM) and the two retail applications from UTI and
WIPRO. The goal is, on the one hand, to demonstrate interoperability among
applications, on the other hand to show how CONVERGENCE could support
additional use cases, not described here.

The use case (see Fig. 8.14) involves two user profiles, one for the content
creator (a photographer) and one for the content consumer. The business stake-
holders are Alinari (which sells image rights and fine art books and printed
material), WIPRO and UTI (both technology providers for the retail industry).
Once the photographer has created photographic images (including automatically
generated camera information, and published her creations through the PAM
interface) CONVERGENCE associates the photo with the Product VDIs for her

Fig. 8.14 Integrated Alinari/WIPRO/UTI application
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camera and lenses, created with the WIPRO application and with special offers to
buy the equipment (created with the UTI application). When the content consumer
retrieves images through the PAM, she receives similar information.

Users registered to the Alinari application are able to:

• Create, Annotate, License and Publish photos (photographers);
• Submit queries, personalizing the period to which the query refers (photogra-

phers and content consumers);
• Purchase products related to digital photos, such as cameras and lenses (pho-

tographers and content consumers).

To support this scenario, the application automatically matches EXIF infor-
mation incorporated in the photo with product VDIs, for cameras, lenses etc. Other
trusted subjects (e.g. UTI), can then use this information to generate offer VDIs,
which can then be visualized through the PAM application.

In brief the application provides the consumer with information that could lead
her to make new purchases—in this case, cameras and lenses, in the future books
from the photographer, Alinari books and posters, etc.

For this system to work, a manufacturer has to publish for example a camera
product VDI in the CONVERGENCE system, before bringing a new camera to the
market. The camera product VDI is published in a specific fractal that the Man-
ufacturer shares with her certified Retailers. Once the camera product VDI is
published, all retailers that are allowed to subscribe to the fractal (all authorized
retailers) will have the new product in their catalogue and will be able to make
special offers to customers wishing to purchase the product. To create such an
offer, a retailer defines an offer VDI linked to the Manufacturer’s product VDI.
The offer VDI will contain specific fields for the offer (e.g. price, period of validity
for the offer, picture of the promotional material). This VDI is published in a new
fractal. After this step, every subscriber to this fractal will be notified about the
new offer. The notification will allow the user to browse the details and go to a link
where she can purchase the product.

8.8 The Convergence Trials

All the applications described above were thoroughly tested through the CON-
VERGENCE trials. For this reason, each scenario leader recruited several external
users that were invited to evaluate the developed applications in terms of new
supported functionalities and eventually express their opinion over the proposed
CONVERGENCE solution. The trials were organized in three distinct rounds,
where users’ comments and feedback from the first two rounds were taken into
consideration by the developers’ team in order to enhance certain aspects of the
involved applications. As it was extracted from users’ reports, CONVERGENCE
provided sufficient solutions to a number of issues related to the management and
protection as well as search and retrieval of digital content:
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• Better control over the data users share (e.g. setting expiration dates), as well as
over the information that other people can find and access about them. This is
due to the explicit ownership rights that CONVERGENCE proposes (control
over digital resources through the enforcement of licenses as well as mainte-
nance of anonymity when for example publishing content);

• Content is always kept up-to-date without the need to worry about outdated
information or about multiple copies of the same content. In this context,
CONVERGENCE offers the ‘‘future search’’ functionality to its end users. This
practically means that matches among a subscription and a publication VDI may
also occur at a future time since there can be publications made after the specific
subscription. This feature is crucial for the ALP application for example where
students and lecturers want to be always kept up to date when searching for
educational material. Moreover, in the WIPRO and UTI application retailers and
consumers that have subscribed to particular products may receive instant
notifications when for example a new version of the product is released along
with relevant documentation. Additionally, this feature is enforced with the
compatibility with semantic search (powered by CDS Server), allowing the user
to search for very specific content and to get notified of publications matching
exactly with their interests (experimented in FMSH scenario where rich
semantic metadata of video analyses are exploited);

• Efficient traceability of content published in the network, enabled by the Event
Reports Requests and Notifications features of CONVERGENCE. This point
has been noticed by the users involved in the trials as a key advantage, seen as a
powerful technology for collaborative tools. This is also very useful for contents
which can be re-used by different people, and/or exploited in different contexts
of use (particularly in FMSH scenario where a same video can be analysed by
several analysts, and where Video Material Owner need to keep informed when
analyses of their material are posted in video channels);

• Interoperability and matching among different types of VDIs generated in
CONVERGENCE, such as Photo VDIs, Product VDIs and Offer VDIs in the
integrated Alinari/WIPRO/UTI application for example. Therefore, users can be
notified on interesting products and potentially purchase them when for example
they are viewing a photo VDI in the PAM application.

8.9 Conclusions

In this chapter, the CONVERGENCE use cases along with the corresponding
applications were presented and analyzed. The analysis of the applications was
decomposed in five fundamental operations: Subscription and registration to
applications, creation of application resource VDIs, publish of VDIs, subscription
to VDIs as well as revocation of VDIs. Therefore, the corresponding tools based
on these operations were implemented, thus facilitating the deployment and testing
of all applications.
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As validated by the CONVERGENCE trials, the concept of VDI provides
solutions to a number of issues related to the management of digital content:
dynamic update and revocation of content, digital resource protection, event report
requests and notifications, enforcement of rights over digital resources, interop-
erability among different types of digital content, etc.

However, as it was presented in this chapter, the road to additional fields of
exploitation remains open. In particular, the first integrated application made
possible the purchase of specific products such as cameras and lenses, related to
photographic digital content. The presented use case shows how different types of
VDIs (i.e. photo, product, offer VDIs) can be accessed and processed by one single
integrated application; thus facilitating ICN applications interoperability.

The outcomes of this integration are important for realistic ICN networks,
where it is expected that different types of digital media content will be exchanged
in the network. Therefore, as search and retrieval of content is of primary
importance, ICN applications should be in position to deal with different types of
content and present it to the end users.

In this context, we believe that the interoperability demonstrated in the inte-
grated application framework is relevant not just for business applications but also
for education. Taking the FMSH and LMU scenarios as an example, it would be
possible, for instance, for two institutions to share video material annotated by
their respective users’ viewers, while using different software solutions and pur-
suing different educational goals.

References

MITx: MIT’s new online learning initiative, (2012), Retrieved November 6, 2012, from http://
mitx.mit.edu/.

Moodle. (n.d.), Retrieved November 20, 2012, from https://moodle.org/.
SocialLearn. (2012), Retrieved November 6, 2012, from http://sociallearn.open.ac.uk/public.
Video Online Unterrichtsmitschau 2.0. (n.d.), Retrieved November 6, 2012, from http://

videoonline.edu.lmu.de/.

222 P. Gkonis et al.

http://mitx.mit.edu/
http://mitx.mit.edu/
https://moodle.org/
http://sociallearn.open.ac.uk/public
http://videoonline.edu.lmu.de/
http://videoonline.edu.lmu.de/


Chapter 9
Business Models and Exploitation

Sam Habibi Minelli, Andrea de Polo, Giuseppe Tropea,
Panagiotis Gkonis, Alina Hang, Mihai Tanase, Daniel Sequeira,
Francis Lemaitre and Riccardo Chiariglione

Abstract This chapter provides the CONVERGENCE business Models for the
commercial and non-commercial exploitation of CONVERGENCE applications
and technology. The chapter collects the studies of feasibility and implications of
alternative exploitation strategies. We identified competing products and services,
and evidenced the market risks and threats.

9.1 Introduction

The current CONVERGENCE consortium comprises different categories of
organization (industrial companies, SMEs, universities, research institutions) with
different interests, strategies and business cultures. Some of these organizations
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have access to significant financial resources. For others, even relatively small
investments are problematic. For the consortium nature and structure it is unlikely
that the current partners could formulate a single business strategy capable of
meeting their very different requirements. Thus, in this chapter we will present
commercial and non-commercial business models covering the nature of partners
and in some cases we will specify more in detail the local business model.

CONVERGENCE is a complex system, which can serve as the basis for many
different products and services, targeting different user populations and commu-
nities. Work in the project so far has led to:

• A complete specification and reference implementation of the CONVER-
GENCE middleware (CoMID) and network (CoNET), including features very
likely to become part of MPEG standards;

• Prototype smartcards (hardware and software) providing advanced functionality
to protect the privacy and security of CONVERGENCE users and to protect
CONVERGENCE CONTENT;

• Four prototype applications, dedicated respectively to stock photography, video
sharing in the non-profit market, distance education and retailing.

This does not mean however that the partners are ready to exploit the results of
their joint research. At the technical level, this will require a significant effort to
industrialize the current prototypes and to improve the design of the interfaces and
documentation provided to end-users and developers. In marketing terms, the
partners will need to establish a CONVERGENCE brand, and to convince
potential customers of the value of the technology. At the organizational support, it
will be necessary to find solutions that guarantee the future of the CONVER-
GENCE framework, providing on-going maintenance, development and technical
support. All this requires planning. In this report, therefore, we report the current
state of the partners’ plans.

The CONVERGENCE Consortium includes commercial companies (Alinari,
CEDEO, Morpho, SIL, UTI, WIPRO, XIW), non-profit organizations (FMSH) as
well as Universities and research institutions (CNIT, ICCS, INESC-Porto, LMU).
Obviously these organizations have different interests and different strategies for
exploitation. The commercial organizations in the Consortium have developed
detailed plans to exploit the technologies and applications they have helped to
develop; FMSH has developed a clear plan to incorporate CONVERGENCE in the
not-for-profit services it provides to the French academic community. The aca-
demic partners, on the other hand are more concerned with the development of
CONVERGENCE as a public good, and with the exploitation of the technology in
their research and teaching. Fortunately, as we will see the interests of these two
very different categories of partner coincide. The academic partners will guarantee
the future development and maintenance of the CONVERGENCE framework,
using it in their teaching and research and promote CONVERGENCE to the
scientific world and to standards organizations; the commercial partners will
develop applications and technologies with clear prospects for commercial
exploitation.
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9.1.1 Outputs of the CONVERGENCE Project

A fully deployed CONVERGENCE system would consist of:

• One or more, potentially interconnected networks of CONVERGENCE nodes
providing CONVERGENCE publish-subscribe functionality to CONVER-
GENCE applications;

• Applications that access and exploit this functionality via the CONVERGENCE
middleware (CoMid).

At the time of writing, the CONVERGENCE partners have developed and
tested prototype implementations of the CoMid and of its underlying functionality,
prototypes of related security technologies (smartcards) and several prototype
applications (for professional photography, for the sharing of video resources in a
non-profit context, for ‘‘lecture podcasts’’ for ‘‘smart retailing’’, for video
streaming). These prototypes are intended to provide a proof of concept for the
CONVERGENCE approach and are not yet ready for deployment in an opera-
tional environment.

From this brief overview it is possible to identify the minimal requirements for
the exploitation of CONVERGENCE results:

• Industrialization and maintenance of the CoMid including all required tech-
nology and protocol engines;

• Deployment and operation of one or more CONVERGENCE networks;
• Development and deployment of one or more CONVERGENCE applications.

If the exploitation is to be successful it will also be necessary to meet other
requirements, in particular in terms of marketing: the ultimate value of CON-
VERGENCE will depend on the number of users and applications it can attract.

Meeting these requirements would need significant investment by the CON-
VERGENCE partners, and, perhaps new legal and organizational arrangements.
Obviously such investment can only be justified if it brings adequate returns. In
this report, therefore, we examine potential solutions and analyse their costs and
benefits for the CONVERGENCE partners. In doing so, we bear in mind that
CONVERGENCE is a mixed consortium including organizations (universities,
commercial companies, non-profit organizations) with very different goals, per-
spectives and markets.

9.2 E-Commerce Photographs and Fine Art Production

This business scenario has been contributed by Alinari, the oldest photo archive in
the world with over 5.5 M historical and modern images from around the world.
The way Alinari does business is by licensing rights to use its images for
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commercial, personal and educational purposes. The company is also famous for
its production of personalized high quality photographic books and special editions
for important companies. Last but not least, Alinari sells unique reproductions of
early seventeenth century drawings with a unique continuous tone process called
collotype. The company, with 25 employees and photographic archive partners
around the world, is recognized as a leading fine art photo archive and content
provider in Europe and abroad. It has already digitalized 350,000 images and
indexed them in a multilingual database. New images are added on a daily basis.

9.2.1 Description of Business Scenario

Alinari needs to establish a truly credible and convincing business position in the
publishing market, for photography and fine art. The current market trends evi-
dence increasing demand of pictures but at lower prices with the bad effect of
copyright infringements and inadequate image right protection. Therefore, the
company is interested in the prospect of creating an online e-commerce web site
focused on real-time licensing of photographs, and online sales of its publications
and collotype drawings. To date, however, those ideas have not being fully
implemented and it is not possible to distribute pictures under established licensing
models (traditional professional photographers are used to decide the licensing
models on the basis of the client requests: let it be for advertisement, for mar-
keting, for documenting or video broadcasting, etc.).

The two main difficulties are Alinari’s need to control the DRMS and content
licensing workflow, and its need to manage the online catalog, all in real time. In
this setting, CONVERGENCE can provide the quality, credibility, and efficiency
Alinari requires. The planned trial in Alinari will thus demonstrate the integration
of CONVERGENCE in the Alinari online e-commerce portal, where it will be
used to sell and distribute rights for Alinari digital photographs, fine art photo-
graphic books and collotype reproductions of drawings. More specifically VDI’s
will play a critical role in synchronizing the Alinari picture database (currently
based on Microsoft SQL Server and IIS DB) and the Alinari merchandising cat-
alogue with the online shopping portal. VDIs will be used in various steps of the
digitization process, including image digitalization, content indexing (including
‘‘region of interest’’ picture descriptions), semantic and metadata tagging, injection
of GPS information, publishing, licensing and selling. As stated earlier, one of the
most important advantages of VDIs for Alinari and its picture agency partners is
that they can provide a shorter and monitored distribution model for visual
products with immediate sell (currently, many Alinari’s clients, wait some days to
acquire the desired images).
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9.2.2 Users

Alinari is currently exploring possibilities for commercial exploitation of the Photo
Archive Management (PAM) tool developed in collaboration with SIL and UTI
(adding Alinari’s editorial offers through the application).

The PAM application targets professional photographers and agencies wishing
to manage their archives. Professional photographers currently manage their col-
lections using proprietary systems developed over a number of years. The Alinari
PAM application provides an alternative.

The application, which runs on top of the CONVERGENCE middleware and
network, helps users to store and manage their own photo-libraries and to make the
pictures available through a (shared) market place. With the application:

1. Photographers can

a. Create and manage their gallery;
b. Associate their photographs to the license models previously defined by the

Archive Manager;
c. Publish the photographs in the marketplace.

2. Customers can

a. Execute searches in the entire marketplace;
b. Save the executed searches inside the marketplace (set of images);
c. Purchase by means of prepaid credits, the desired set of images and the

corresponding use license (*).

3. Alinari’s Archive manager can (*)

a. Manage the use licenses and assign a pricing model to them;
b. Manage the market place services;
c. Monitor the orders and the image flow (download processes);
d. Offer related editorial products matched by CONVERGENCE to the user

subscriptions.

9.2.3 The Market, Products and Services

In what follows, we limit our detailed estimates to the market we know (Italy) and
offer only rough estimates of the European market, considering any additional
revenue flows as a ‘‘bonus’’. We estimate that Italy alone has *8,000 professional
photographers. From our knowledge of the market, we estimate that each of these
photographers is willing to spend up to Eur 150 per year for the kind of services
offered by the PAM app. On this basis, we estimate that the overall Italian market
is worth Eur *1.2 million per year while the European market is worth more than
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Eur *10 million per year. If we also include assistants and semi-professional
photographers we can increase our target population in Italy to more than 16,000
units (and a corresponding market of Eur *2.4 million). The total size of the
European market amounts to between *10 M Eur and *70 M Eur per year.
Alinari can probably address 5–10 % of this market.

Services to internal team in Alinari CONVERGENCE technology supports a
different paradigm to manage content and make it available to the clients: the
licensing can be fixed in advance and be linked to the content; clients and content
providers can be made more autonomous and thus involve less costs for Alinari.
Internal team in Alinari can provide packaged contents (thematically chosen) to
clients and advertise collateral products by combining user searches to matched
books and retail products.

Services to photographers professional photographers and agencies would pay
a basic fee for using the service, plus royalties on sales of licenses. Browsing
would be free.

Services to end users final users will be able to acquire content and licenses
directly with no human interaction in the Archive and save searches (submissions)
defining the period of interest for pictures. This would also enable the Archive’s
photographer to plan photographic campaigns.

9.2.4 Table of Transactions

Considering that Alinari has already applied some of the knowledge it acquired
during the CONVERGENCE project, using it to speed up its delivery procedures
and updates. In particular, Alinari has used VDIs concept model in a recent project
with the Municipality of Milan (2010–2011), in which it provided the municipality
with more than 4,000 images for the local tourism web site: http://
www.turismo.milano.it. In this project, we used VDIs concept model as a means
of packaging images (in different cuts and resolutions), metadata, licensing
information and machine-to-machine information in a single information con-
tainer. Alinari used VDIs again during the national photographic competition
www.sognomilano.alinari.it. During the competition, Alinari received several
thousand pictures from photographers, which it had to process very rapidly, pro-
viding a license for each for each photo before sending it to the evaluators and to
the Municipality of Milan. In brief, VDIs have enabled Alinari to implement new
workflows providing higher quality faster delivery, and generally enhancing Ali-
nari’s ability to compete at lower market prices. From these experiences Alinari
planned a 5 year cash flow estimation and the financial indicators as shown in the
Table 9.1.
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9.2.5 Business Flow

Alinari’s Business Flow combines internal and external factors. Internally Alinari
is aiming at reducing costs and improving the production flow. Externally Alinari
is aiming to better collect and resell professional photographers and external
represented archives products. Furthermore Alinari aims at selling other editorial
products from CONVERGENCE ability to match user search and e-commerce
products and offers made by Alinari (Fig. 9.1).

9.2.6 Comparison with Traditional Implementations

Existing services for access to large photographic libraries have nothing equivalent
to VDI synchronization and authenticity solutions. Most existing services are
offered by commercial companies or communities and are based on proprietary
technologies. This means that content owners have no control over the technology.
This can create concern about security, trust and privacy issues. Last but not least,
the management, update and harvesting of those solutions can be tedious and
complex, especially for users who need to update and synchronize large volumes
of content.

9.2.7 Business Models

B2B (business): In this case, content is sold to professional licensees (editors,
magazines, publishers). Services and searching tools are personalized according to
the needs of the customer and to the business contracts signed.

The business model for this scenario is to offer the CONVERGENCE solution
to photographic partners and agencies that already work with Alinari. Alinari
would allow these partners to sell their content through PAM interface on a

Table 9.1 Cash flow and financial indicators for Alinari scenario

Y1 Y2 Y3 Y4 Y5

Revenues (worst case) €58.380,00 €145.102,00 €414.802,00 €616.004,00 €963.606,00
Costs €121.000,00 €128.000,00 €162.500,00 €160.700,00 €172.400,00
Revenues—costs 2€62.620,00 €17.102,00 €252.302,00 €455.304,00 €791.206,00
Required external

investment
€62.620,00 €0,00 €0,00 €0,00 €0,00

Internal rate of return 196 %
Net present value at 10 % €949.020,27
Break-even Y2
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revenue share model. Thus Alinari would distribute and sell third parties collec-
tions and share the revenues with them.

B2E (education): Alinari would offer a free access with restricted features and
an annual subscription for flat access to content. Additional collections would be
available on request under a pay per upgrade basis.

B2C (consumer): This solution would offer free access with restricted features,
limited access to search functionality and the matching with Alinari’s e-commerce
product will generate the revenue stream.

9.3 Semantic and Secured Digital Environment for Non
Profit Audiovisual Web Channels

In 2002, FMSH’s R&D lab in digital audiovisual medias ESCoM (Equipe Sémi-
otique Cognitive et Nouveaux Médias) lab launched the ‘‘Audiovisual Research
Archive’’ Program (ARA). ARA has a two-fold mission:

Fig. 9.1 Business flow in Alinari business scenario
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1. To produce a digital audiovisual online library that documents the scientific and
cultural heritage in social and human sciences;

2. To perform research and development in the use and exploitation of audiovisual
content.

Almost ten years later, the ARA Program offers:

1. A collection of almost 6,000 h of online video resources accessible through a
main web portal and several specialized portals;

2. A digital environment for working with audiovisual corpora called ASW1

Studio (Studio ASA in French). The environment provides tools for segment-
ing, describing, annotating, indexing and publishing audiovisual corpora as
well as meta-linguistic resources—the ASW ontology—for building the
libraries of description models necessary for the segmentation, analysis, and
publishing of audiovisual materials;

3. A technical infrastructure for storing, streaming, using and preserving audio-
visual data (essentially a group of servers maintained by the FMSH Computer
Resources Department).

At the beginning of 2012, ESCoM started an exploratory R&D project (ARA
Campus) whose goal is to provide an appropriate environment for individual
academics and academic groups working with audiovisual resources. ARA
Campus is intended to:

1. Become a video portal offering access to video resources provided by indi-
vidual academics and academic groups;

2. Provide these actors with the tools they need to create and manage their own
archives, working and publishing their video collections, using and/or reusing
their own collections and/or those of third parties.

9.3.1 Description of Business Scenario

ARA Campus is a technical and scientific platform that in principle enables any
academic or academic group to:

1. Create and manage an online audiovisual archive (a ‘‘video channel’’ in the
sense of YouTube);

2. Upload audiovisual resources to the archive;
3. Delete and change audiovisual resources in the archive;

1 « ASW » stands for « Audiovisuel Semiotic Workshop » ASWwas developed thanks to an
ANR (Agence Nationale de la Recherche) funded R&D project called « ASA-SHS » (Atelier de
Sémiotique Audiovisuelle pour l’analyse de corpus audiovisuals en SHS): http://www.asa-shs.fr/
(also: http://asashs.hypotheses.org/78).
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4. Develop and manage ontologies (concepts, description models and thesaurus)
on the basis of a common ontology provided by ARA Campus;

5. Define publishing formats for audiovisual resources on the basis of a ‘‘library’’
of models provided by ARA Campus;

6. Segment, analyse, publish and republish audiovisual resources;
7. Incorporate videos provided by third parties (other researchers, other institu-

tions, etc.);
8. Moderate the segmentation, description and republication of resources by

third parties;
9. Moderate revision of ontology—changes proposed by third parties using the

archive as a platform for storage and dissemination;
10. Moderate third party requests to use records from to the archive for com-

mercial or non-commercial purposes;
11. Trace all uses of audiovisual resources belonging to the archive;
12. Distribute parts of archive material over social media, tracing the way they are

used.

ARA Campus acts as a content provider for:

1. Third party videos;
2. Third party video archives;
3. Third party video descriptions and video publications (in the form of interactive

video books, thematic folders, video-lexica, etc.).

9.3.2 Users

As mentioned earlier, the main ‘‘market’’ for ARA Campus is the public academic
world, primarily in France. This comprises:

1. Individual academics: researchers, teachers, doctorate and post-doc students;
2. Collective and institutional actors: research projects and programs, research

labs, research networks, associations.

More specifically, the market comprises:

1. Individual or institutional actors who already own audiovisual data and who
want to digitize the data for purposes of preservation and dissemination;

2. Individual or institutional actors who want to create their own audiovisual
archive systems for research, educational or cultural purposes;

3. Individual or institutional actors who want to use or reuse already existing
digital resources for their own specific activities (in research, in education, in
documentation, etc.) (Fig. 9.2).
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9.3.3 Services

ARA Campus consists of several services (or ‘‘workshops’’) for the management
of videos, semantic resources, analyses and channels. In addition, ARA Campus
will host a cloud providing the remote services needed by these workshops,
including storage, querying of metadata, video streaming, etc. In this setting, ARA
Campus will exploit specific CONVERGENCE services to provide:

1. Licensing;
2. Secure download and upload of resources;
3. Subscription/publication mechanisms;
4. Event reports requests/notifications.

Fig. 9.2 Target market actors
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An overview vision of ARA Campus is shown in Fig. 9.3. The integration of
CONVERGENCE technology in ARA Campus will satisfy several central needs
expressed by professional users. The use of CONVERGENCE technology will
make it possible to:

1. Guarantee respect for copyright and the intellectual property of content owners;
2. Guarantee the secure transaction of resources;
3. Offer flexible possibilities for sharing content, based on specific licenses;
4. Trace the way content is used, making sure that it is not altered or used in a

context that could affect the image of the those concerned (the video owner,
people appearing in the film, the analyst, etc.);

5. Subscribe to content using ontologies and semantic queries;
6. Send automatic notifications to authors whenever content is used.

9.3.4 Comparison with Traditional Implementations

This scenario shows several significant improvements over traditional imple-
mentations. It introduces new features, and makes it possible to combine features
that were previously available only as stand-alone services. The main improve-
ments can be summarized as follows:

1. Audiovisual web channel administrators can implement semantic descriptions
and publishing templates based on semantic properties without depending on
the help of a technical developer. Anyone wishing to create an audiovisual web
channel can set up his/her own video description and publishing templates;

Production Workshop

Modelling Workshop

- Domain Ontology (thesaurus)
- Channel Ontologies (analysis & publication templates of channels)

- Encoding
- Streaming
- Basic Metadata (domain ontology)

Analysis Workshop Publication Workshop

CLOUD

- Licensing
- Resource Uploading/Downloading
- Subscription/Publication
- Tracing Usages

- Channel Management
- Analysis/Video Posting

- Segmentation
- Semiotic Description
(channel ontology)

Ontologies

Videos Analyses

Channels

Cognitician
Channel Owner

Video Owner Analyst Channel Owner Channel User

- Channel Browsing

Posts

- Encoding & Streaming services
- Metadata Database
- Channels
- User Registration/Identification

CLOUD

Videos Analyses Posts

Fig. 9.3 ARA campus services
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2. Audiovisual web channel administrators can set up properties which are
common to a video corpus—properties such as rights management (licensing,
user rights, copyrights, etc.) and video trans-coding properties. The improve-
ment here is that these properties are described (VDI format) and used
(CONVERGENCE network) in the same way as video descriptions, video
annotations or video web portals;

3. Digital forgetting VDI adds strong support for digital forgetting that data
providers (video provider, channel editor, video analyst…) can trust;

4. Data providers are able to control and update both:

a. information linked to content they provide (e.g. video notices and
copyrights);

b. the list of users who are authorized to exploit, and re-use video resources
and the way they use or re-use it.

In CONVERGENCE, developers only have to deal with one class of object (i.e.
VDIs), in whose key features (e.g. licensing rights) have a standard representation.

9.3.5 Business Models

This offer a significant number of business possibilities such as:

1. Licensing of VDIs to public institutions (such as museums, archives or
libraries) and social (virtual or ‘‘real’’) communities intending to create an
online audiovisual library (for instance, in cultural heritage): the CoApp Pro-
vider sells or cedes free licenses to a VDI ‘‘service’’ for the registration of
collected videos, the management of IPR, the ‘‘watermarking’’ of stored videos,
the trans-coding of the stored videos in different streaming formats and online
publishing of stored videos;

2. Licensing of VDIs for use in education: the CoApp Provider sells or cedes free
licenses for a VDI ‘‘service’’ to educational institutions (schools, universities,
…) and individuals working in education (teachers, tutors, …) for the creation
of video channels, the constitution of online personal video corpora, the (vir-
tual) segmentation of videos for teaching purposes objectives and the use of
specific domain ontologies to enhance the pedagogical interest and relevancy of
parts of previously segmented videos;

3. Licensing of VDIs for translation activities: the CoApp Provider sells or cedes
free licenses of a VDI ‘‘service’’ to individuals and/or institutions working in
the audiovisual translation market, enabling these actors to open monolingual
video resources to the intrinsically multilingual digital knowledge market;

4. Licensing of VDIs for public communication and valorization activities: the
CoApp Provider sells or cedes free licenses of a VDI ‘‘service’’ to individuals
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or (public or private) institutions, enabling them to disseminate and valorize
their (cultural, historical, scientific, …) heritage in form of short video trailers,
online publicity, inserts in electronic messages, etc.

9.4 Pay Video Services Supply

Since 2009 CEDEO has been working on the development of PDAT (Platform for
Digital Asset Trading), a technology platform based on the first edition of ISO/IEC
23006-2 MPEG Extensible Middleware (MXM). PDAT is centred on a server and
supports a number of clients. The platform provides the following basic func-
tionality (non-exhaustive list):

1. Input/output of a video;
2. Description of a video;
3. Creation of content (audio ? description);
4. Posting of content;
5. Negotiation of content;
6. Licensing of a video;
7. Reporting of events;
8. Payment for a video;
9. Search for a video;

10. Streaming of a video.

Since 2011, CEDEO has developed a first line of business based on PDAT. This
is CEDEO’s WimTV service (http://wim.tv/). Since 2012 CEDEO has also
developed a second line of business based on the licensing of customized PDAT
solutions.

CEDEO is interested in migrating PDAT and its two business lines to support
the CONVERGENCE technology. Such a move would offer a number of benefits
to the company. In what follows we will limit our discussion to the use of
CONVERGENCE security technologies.

9.4.1 Description of Business Scenario

Even though live streaming technologies have been around for some time, they
have seldom been implemented as pay services and have tended to serve mainly
niche markets. However, this situation is changing. With downstream bit rates of
several Mbit/s now routinely available, new opportunities are arising to offer
coverage of events (religious, social, sport, cultural etc.) whose audiences are too
small to justify the use of broadcast channels (DTT, satellite and cable).
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It is difficult to give a precise estimate of the size of the market. To get a first
idea, consider the C-league in Italian football. The league stages 85 matches per
year. Assuming 6,000 viewers per match (a conservative estimate) and a price of
€2.5 per match, a service showing C-league matches could earn about Eur
1,300,000/year. Extrapolating this result to the European Union level, we obtain an
estimate of Eur * 10 M. We expect that as the new service expands, other smaller
football leagues will also want to benefit. In the end, total revenues could be of the
order of Eur * 100 M. If other categories of customers also used the service
revenues could be even higher

To exploit these opportunities commercially, providers need adequate protec-
tion for streamed content and a flexible online payments scheme. These are the
services CEDEO would seek to provide.

We assume two entities: Event Organizer and Event Reseller (in some cases
they could be the same organization). The former is the holder of the rights to the
event; the latter is the organization that actually distributes the event. WimTV
offers live distribution and split payment services to both and could extend the
service with the current WimTV offering of on-demand video streaming distri-
bution and payment services (Fig. 9.4).

CEDEO plans to produce new C++ implementations of its video clients
incorporating the following new features:

Fig. 9.4 WimTV business model
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1. Licenses expressing user rights to video (e.g. the right to download);
2. Enhanced security using the CONVERGENCE Security TE and hardware-

based security for user identification (e.g. user group identification), user
authentication, and content protection.

These technologies will allow CEDEO to extend its current business—essen-
tially based on ‘‘on-demand’’ services—to ‘‘live’’ services.

9.4.2 Users

Users of WimTV live streaming service come from a wide range of entities.
Basically, any person, company, association, organization and even institutions are
potential adopters of WimTV solution.

Below, a list of candidate users is provided, together with a motivation
explaining why they would be interested.

• Sports: football teams, as well as basket, volley, and many other sports can
proficiently offer live streaming to their supporters;

• Theatres: many theatres today are already equipped for filming (for archiving
purposes) the most important shows that they host. It would be very easy—and
effortless—for them to live stream these shows to the interested audience.
Theatres could share the deriving revenues with the performers, thus generating
a new revenue flow for both parties;

• Teachers, schools: schools and independent teachers can use live streaming
functionality for e-learning sessions;

• Exhibitions: live streaming is a powerful way to increase the interest of people
in products, and services presented in exhibitions. Organizers can stream the
most important events (such as workshops, conferences, speeches) that take
place during the exhibition;

• Music festivals and independent music bands: concerts are one of the most
promising types of event to exploit live streaming services. This way they can
‘‘sell’’ virtual tickets to remote audience interested in the performance;

• Institutions and public bodies: town councils and other important moments of
the life of a town can be streamed online, so as to be participated also by those
who live too far or cannot reach the physical event.

9.4.3 Services

WimTV live streaming services make ti possible to video shoot events and
transmit them online, on the web and on other devices like smartphones, tablets
and SmartTV.
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Live events can be offered for free, pay per view, or subscription based. For
instance, theatres or other event organizers who want to stream large number of
live shows, can offer to their audience a bundle. By paying a subscription fee, users
are granted access to all events included in the bundle (Table 9.2).

There are also important non-financial benefits. In general terms, the new
service will increase the global perceived value of CEDEO in terms of:

1. The range of services the company can provide;
2. The range of customer needs it can meet;
3. The expertise of CEDEO personnel.

This is important for revenues from consultancy, an area in which CEDEO has
been active for many years.

9.4.4 Business Flow

CEDEO’s main objective with the deployment of live streaming services is to
increase its revenues by offering its customers an innovative way to generate a
profit by exploiting live events.

Live streaming is not an isolated service. WimTV also offers many others
functionalities that serve the needs of those who work with video content.

Once transmitted, live events can be published and offered as video on demand
in a owned web tv channel, always with the possibility of creating revenues
through pay per view. Event organizers and event resellers can create a wide
catalogue of all the events they have offered live, and make them available to users
at any time from their web tvs.

Table 9.2 Cash flow projections and financial indicators for WimTV scenario

Y1 Y2 Y3

Cash flow
Revenues 70 937 6,586
Costs 296 425 636
Revenues—costs -226 512 5,950
Accumulated cash flow -224 289 6,241
Financial indicators
Internal rate of return 11 %
Net present value at 10 % 4,596
Break-even at month 22
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9.4.5 Comparison with Traditional Implementations

WimTV is not the only platform offering live streaming functionalities. You-
Stream, Livestream, Ustream among the others, offer something similar.

The main difference between WimTV and other competitors is that WimTV
give its customers very flexible conditions for setting up a business. When they
create a live event, customers not only can specify the price of the virtual ticket to
view, but also can involve other parties in the deal (like music festival organizers
and the bands performing in it).

Generally, when more parties collaborate to offer services or content, and
generate revenues, the main hurdle they face is about trust. Do they trust each
other? Who is—among different parties—the one appointed to cash payments?
How can it give evidence to other parties about the total income they got from the
shared business? How can other parties be sure about the correctness of the rev-
enue share? Often, these difficulties are a barrier for entities who want to col-
laborate. They need lawyers, expensive contracts, which at the end can turn the
joint business in a loss of money.

WimTV overtakes all this since, when an economical agreement is reached
among parties, all payments are split according to the percentages they set in their
WimTV dashboard. No lawyers and other costs are needed, in order to make
parties trust one another.

The introduction of secure split payment service, and the possibility to allow
different entities to operate in the same deal (the transmission of a live event) is the
most important difference between WimTV and other solutions.

9.5 Smart Product Purchase

We explored also other business models not limiting ourselves to produce local
business solutions for partners of CONVERGENCE. Among all, we can envisage
potential markets in the coming ‘smart products’. In fact, we imagine that as soon
as products will become more actively informative (as example by addressing the
counteract market), by enabling products to be ‘smarter’, then CONVERGENCE
system will have attractive potentials for investors.

9.5.1 Description of Business Scenario

In this scenario, the CoMid provider certifies individual manufacturing companies
that wish to advertise their products to the public. Each VDI contains a broad set of
information relating to a product. Customers may subscribe to this service in order
to shop more easily. In this case, a customer connects to CoNet through her mobile
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device and enters the name of a product and the manufacturer. The network
responds with the associated VDI as well as with VDIs of similar products. The
VDI contains information such as the indicative price of the product, as well as
locations where it can be found. Alternatively, this information can be provided by
entering the product’s unique identifier (such as barcode). Stores can also sub-
scribe to the service. In this way, they can publish VDIs containing the list of
available products.

Consumer organizations may also subscribe to the service, so as to provide
consumers with additional information and guarantee that products available to the
public are safe. CoApps will support the appropriate functionalities, such as VDI
updates in the event of changes in price or product availability. They will also
support context-aware applications, such as interoperability with GPS devices in
order to guide consumers to a specific sales location.

9.5.2 Users

The main users identified to this scenario are:

• Manufacturing companies who wish to publish information on their products;
• Consumers who want to shop more easily;
• Store owners who wish to publish VDIs for their list of products and thus

increase their sales;
• Customer protection organizations.

9.5.3 Products and Services

In this scenario some products and services could be provided, namely in the
following areas:

• CoNet certification to manufacturers;
• Product VDI retrieval;
• Interoperability with context-aware applications, such as GPS navigators.

9.5.4 Business Flow

The enterprise which could invest on smart product will be enabled to offer its
customers a broad range of services for the integration and customization of retail
solutions.

CONVERGENCE will add another service to our portfolio, which already
includes offering from several leading technology providers including Oracle. Our
main strategy for selling to existing customers will be to show them examples of
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CONVERGENCE solutions for the retail business, demonstrating their benefits,
primarily in terms of cost reductions.

CONVERGENCE is a disruptive technology, with no direct competitors. In
these conditions it is premature to consider pricing for CONVERGENCE-based
retail solutions on smart products.

The Fig. 9.5 shows the relevance of certification in the product manufacturing
and distribution chain. The certification will be pervasively requested as smart
products will be available on the market.

9.5.5 Comparison with Traditional Implementations

Customers do not have an easy way to obtain all relevant information for a
product. A common practice is to visit the product’s webpage (if available) and get
an idea of the product’s characteristics. However, it is unusual that the webpage
lists all possible sales locations. With the CONVERGENCE solution, each indi-
vidual storeowner will be able to subscribe to the CONVERGENCE application
and add his store as a sales place for a specific product. The VDI is then updated
and the consumer can retrieve this information. Another problem is that in the
event of a product recall, there is no immediate way to inform consumers. In our

Certification to include
product VDIs in
CONVERGENCE

- Certification to include their store in the
product’s VDI sales locations

App and tools
developers

Certificationto create
CONVERGECE certified
appsandtools

Apps/tools

Manufacturers

Store owners

Consumers
- Certification to subscribe to the

CONVERGENCE service

Fig. 9.5 Relationships between CoMid provider and involved members
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proposed model, consumer protection organizations would update the corre-
sponding VDI and owners of the product would be instantly informed.

9.5.6 Business Models

The CONVERGENCE software developer sells licenses to manufacturers who
wish to publish VDIs concerning their products. Storeowners may also buy a
license, so as to be included in the list of sales locations for the product. Individual
consumers will pay to use this CONVERGENCE application in their mobile
devices because it helps them to shop. Finally providers will seek cooperation with
software developers in order to develop the necessary applications.

9.6 Augmented Lecture Podcasts for Education

This business scenario has been contributed by LMU—one of the renowned
universities in Germany. As educational institution, LMU aims at educating future
generations for research and business. Complementary to traditional teaching,
LMU works with contemporary solutions, e.g. podcasts and social learning
environments.2 This has become more and more important in times of techno-
logical advances.

9.6.1 Description of Business Scenario

The spread of information and communication technologies have created new
possibilities for educational services (at universities), including lecture podcasts.
They usually consist of audio/video records that sometimes are accompanied by
presentation files. Such podcasts support students during individual learning,
allowing them to choose when and at what pace they want to study a lecture. An
innovative idea is to augment lecture podcasts within a social learning environ-
ment that provides additional features like annotations to enhance student-to-stu-
dent as well as student-to-teacher communication.

Based on this idea, we present some business ideas for the augmented lecture
podcast scenario in which universities offer their services over the CONVER-
GENCE Network. It shall be noted that universities as educational institutions do
not primarily aim at financial gains, but focus on non-financial gains in education
as well as research which includes:

2 http://videoonline.edu.lmu.de/
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• Attract potential students to enroll to our university;
• Improve the quality of educational services for subscribed students;
• Enhance the university’s reputation in terms of international competition as well

as research;
• Support of national and international cooperation.

The benefits for these users do not directly come from CONVERGENCE, but
rather from the content that is provided through CONVERGENCE. However,
those two aspects are tightly coupled with each other. The CONVERGENCE
framework offers several built-in functionalities that support these ambitions:

1. CONVERGENCE is a common standard. It enables interoperability and avoids
platform lock-in and cooperation;

2. CONVERGENCE maintains the relationship of all copies to the original
source. When content is modified, automatic updates are made at the next
adequate time. This ensures the quality of learning;

3. CONVERGENCE has an integrated notification mechanism. This enables
asynchronous searches. Students do not miss the chance to find relevant content
that is not published yet. They are notified as soon as new content is available;

4. CONVERGENCE ensures reliability of service. It allows content caching so
that students can be offline while still being able to retrieve content (e.g. from
students close to them).

In summary, CONVERGENCE improves the overall service quality of edu-
cational services and the learning quality in general. This in turn positively
influences the Universities reputation; attracting potential students and allowing us
to gain revenues from newly subscribed students.

9.6.2 Users

The main actors of the depicted scenario are students and lecturers. While lecturers
function as content producers, students take the role of content consumers as well
as producers. They search, download, watch and annotate podcast VDIs.

Currently, the department of Computer Science at LMU has about 1900 stu-
dents, of which more than 700 are studying media informatics. However, there are
also other potential users of CONVERGENCE-based services which include
students from other departments and occasional students from other universities
and countries who sometimes use the department’s learning materials.
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9.6.3 Market, Products and Services

There are two potential markets for universities: a local market which comprises
students and users within the country, but also a global market, which is bigger in
size and which yet has to be developed, but if such global market exists, new
sources of revenues will unfold (e.g. from advertising, start-ups, etc.).

Services to Lecturers CONVERGENCE facilitates the production and modifi-
cation process of podcasts for lecturers—description, licenses and resources are all
nested within a VDI. Once this package is published, lecturers do not have to take
care about notification mechanisms (this is a built-in feature by CONVER-
GENCE). The same applies when podcasts are updated.

Services to Students CONVERGENCE improves existing features for students.
Students can perform asynchronous searches in order to find content that will be
published in the future. They can subscribe to content of their interest and are
automatically notified (e.g. when new podcast episodes are released).

9.6.4 Comparison with Traditional Implementations

The augmented lecture podcast scenario does not introduce new functionality to
the podcast creation process or to social learning environments, but CONVER-
GENCE changes how these functionalities are achieved.

There are already a variety of tools that support the podcast creation process.
Authoring tools like ProfCast,3 Camtasia4 or Lecturnity5 allow lecturers to pro-
duce their own lecture podcast for presentations. A variety of universities run
social learning environments for their students. For example, Unterrichtsmitschau6

at LMU offers an online learning environment where students can watch lecture
podcasts and discuss them with other students. MITx7 is a new initiative to expand
the online learning experience. It is supposed to be launched in fall 2012. Last but
not least, there is Moodle,8 an open source content management system for online
courses. It can be used for a variety of purposes and many universities use this
software complementarily to their actual course.

CONVERGENCE does not replace all these applications, but brings new
opportunities for them. The implementations of these applications are quite dif-
ferent from each other, meaning that connecting two applications is cumbersome
(platform lock-in) due to the different technologies used. However, having

3 www.profcast.com/
4 http://www.techsmith.com/camtasia.html
5 www.lecturnity.de
6 http://videoonline.edu.lmu.de/
7 http://mitx.mit.edu/
8 http://moodle.org/
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CONVERGENCE-based applications will provide a common infrastructure for
collaboration and content sharing, but still respecting copyrights of content
through its rich licensing mechanism. CONVERGENCE changes the way we
handle content and how application functionalities are implemented!

9.6.5 Business Models

As an educational institution, LMU’s primary mission is not to generate revenue
but to attract new students, improve the quality of the educational services the
university offers to existing students, and to compete in international research.

We believe that the podcast market is still in movement and will play an
important role in the future. The Internet has not only changed the way we con-
sume media, but also the way we learn (look at Wikipedia). Podcasts are part of
this trend. Between October and December 2011, Sebastian Thrun (of Stanford
and Google) held an online course on Artificial Intelligence that had about 160,000
subscribers from all around the world.9 Thanks to this success, he decided to leave
the university and found a new online learning company, which he has called
Udacity.10

This anecdote highlights the potential of this kind of podcast. There will be
more to come. In the future, it will be difficult for universities to compete with
online lectures from top researchers. One strategy could be to incorporate such
lectures in their own learning materials, enhancing them in the way they see fit,
and encouraging student commentary and discussion on the lectures. CONVER-
GENCE would be ideally suited to support such a strategy. It has the potential to
provide a common infrastructure for this approach to share content between uni-
versities, respecting ownership rights with its rich licensing language.

From a commercial point of view, there are further opportunities for augmented
podcasts, especially for providers of online courses. Since CONVERGENCE
allows continuous updates, providers of augmented podcasts for online courses can
extend and renew their business models to include subscriptions. Instead of
making one-time payments to download podcasts, customers could pay a sub-
scription and keep their podcast up to date for one, three, 6 months or more.
Another possibility would be to offer partial subscriptions, in which a customer
subscribed only to particular chapters in a podcast, or only to video or slide
content. Of course, these models could be combined. Augmenting podcasts with
annotations increases product quality as well as user satisfaction. Customers can
easily ask questions, discuss with other customers, and experience a new form of

9 http://blogs.reuters.com/felix-salmon/2012/01/23/udacity-and-the-future-of-online-
universities/
10 http://www.hackeducation.com/2012/01/23/stanford-ai-professor-thrun-leaves-university-to-
start-udacity-an-online-learning-startup/

246 S. Habibi Minelli et al.

http://blogs.reuters.com/felix-salmon/2012/01/23/udacity-and-the-future-of-online-universities/
http://blogs.reuters.com/felix-salmon/2012/01/23/udacity-and-the-future-of-online-universities/
http://www.hackeducation.com/2012/01/23/stanford-ai-professor-thrun-leaves-university-to-start-udacity-an-online-learning-startup/
http://www.hackeducation.com/2012/01/23/stanford-ai-professor-thrun-leaves-university-to-start-udacity-an-online-learning-startup/


learning in a learning community. Using CONVERGENCE, personnel who
administrate discussions can easily remove inappropriate content or support cus-
tomers with answers to questions.

9.7 Retail In-Store Logistics and Post-sales Services

As one of the largest Romanian integrators and providers of complex information
management solutions, UTI is interested in extending its integrated information
management expertise to the management of real world objects. UTI Retail
already has an extended base of installed security systems to monitor, track and
perform surveillance on real-world items. However many of our major customers
are starting to demand more sophisticated services. Thus, UTI has started to work
on the development of new intelligent real-world objects management services that
offer enhanced benefits to different types of actor (retailers, customers, brand
owners, etc.). The CONVERGENCE project complements the company’s efforts
in this direction.

9.7.1 Description of Business Scenario

This business scenario focuses on the use of VDIs in the retail business, where they
can be used both for in-store logistics and post-sales services. Any retailer with a
RFID/barcode infrastructure can associate (selected) products with a VDI and use
CONVERGENCE to build extended software services to manage the product
lifecycle inside the store. For example, it would be possible to create services that
monitor warehouse stock and automatically place a purchase order when the stock
falls below a certain threshold or when it is falling very rapidly. CONVERGENCE
can also provide product placement services that offer information on the status of
VDIs on the shelf (number of current items, last check-outs, last check-ins etc.)
and trigger alarms if the stock on the self falls below a threshold. Customers can
benefit from a better shopping experience at the shelf (access to extra product
information).

The second category of retail business services that can be implemented using
the CONVERGENCE infrastructure is post-sales services. For example, the
retailer can save time and money by automatic issuing digital warranties and other
product related documents in the form of VDIs. Customers can use the product
VDI to search for associated services (accessories, upgrade, repair) and for the best
providers of these services, possibly saving money. Finally, different service
providers can use the CONVERGENCE platform to advertise their services
through VDIs and increase their sales and businesses.
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9.7.2 Users

The main users in this business scenario are:

• Retailers: use the VDIs for better in-store and post-sales services;
• Customers: use the VDIs associated with products they (wish to) buy to find

additional information and services;
• Service providers: use the CONVERGENCE platform to advertise their

services.

9.7.3 Products and Services

UTI developed two types of CONVERGENCE-based services:

• Services for consumers:

– Searching for products and subscribing to products of interest using as many
description attributes as possible (if desired)

– Receiving a notification when a retailer publishes an offer which matches the
customer’s preferences

– Receiving in-store notifications of personalized offers and local/in-store deals.
• For retailers:

– Using VDIs to publish offers that reach customers outside the retailer’s own
ecosystem

– Monitoring the interests expressed by consumers
– Monitoring matches between customer preferences and the retailer’s offers
– Monitoring consumer behaviour inside and outside the store.

9.7.4 Table of Transactions

The Table 9.3 below presented the predictable financial rewards of this scenario.

Table 9.3 Cash flow and financial indicators for UTI smart retailing service

Y1 Y2 Y3 Y4 Y5

Revenues 46,770,00 102,750,00 142,750,00 200,920,00 263,900,00
Costs 147,200,00 127,650,00 100,050,00 100,050,00 100,050,00
Revenues—costs -100,430,00 -24,900,00 42,700,00 100,870,00 163,850,00
Accumulated cash

flow
-100,430,00 -125,330,00 -82,630,00 18,240,00 182,090,00

Internal rate of return—33,082 %
Net Present Value at 10 %—90,836,16 EUR
Break-even—Y3
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9.7.5 Business Flow

UTI, as a technology integrator provider will play an important role in facilitating the
actors in the retail chain access to the CONVERGENCE technology. More specif-
ically, UTI will help retailers to enable their technology to CONVERGENCE by:

• Offering development services to retailers to implement the connectors/adaptors
to the CONVERGENCE platform;

• Help retailers advertise product offers in the VDI format;
• Help retailers subscribe to manufactures feeds (expressed as VDIs) about new

product releases, product updates and other news;
• Adapt their technologies to connect to other service provides that manage

product VDIs (Fig. 9.6).

9.7.6 Comparison with Traditional Implementations

From the retailer point of view, RFID/barcode systems that provide product
management services are already in widespread use. However, these systems are
generally custom developed and are not interoperable. Thus, the retailer is unable
to offer a standard interface to its business partners (manufacturers, providers,
customers, other service providers.). CONVERGENCE, by contrast will allow
retailers to exchange information with all these actors in a standardized way.

Retailer
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Developer

Customer

Service 
Provider

Manufacturer

Exchange VDIs
and services

Searches product
info and services

Provides
additional
components

Provides additional components

Searches product
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Fig. 9.6 Business flow in UTI business scenario
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The retailer will be able to easily publish, search and subscribe to relevant
information, thus saving time and money through interoperability.

The same advantages apply to customers. In today’s world, a customer doesn’t
have a standard place to look for information and services related to a product she
buys. All she can do is browse the Internet and use search engines to find product
details, manuals, comments or repair shops. By contrast, VDIs associated with a
product, can provide her all the information she needs. Finally, there is no market
today where different service providers can advertise their services and compete to
offer the best alternative to their clients. CONVERGENCE will create such a
market, allowing them to access a potentially large customer base.

9.7.7 Business Models

UTI is considering several different business models.

9.7.7.1 Platform as a Service-in-the-Cloud

One model involves running the platform as a hosted service using a range of
different charging mechanisms, as specified below.

Monthly Subscriptions

Monthly Subscriptions services mainly target brick-and-mortar stores. UTI
envisages four types of subscriptions:

• Free—up to 5 advertisements per month, unlimited email notifications based on
matches, no discriminated ranking in search results;

• Standard—up to 50 advertisements per month, unlimited email notifications
based on matches, preferential ranking in search results;

• Silver—up to 200 advertisements per month, unlimited email notifications based
on matches, preferential ranking in search results;

• Gold—unlimited advertisements, unlimited email notifications based on mat-
ches, preferential ranking in search results.

To facilitate retailer take-up, all subscriptions in the first 6 months will be free.

Pay Per Click

PPC services will target online retailers. PPC display advertisements will be shown
on a Smart Retailing web site with related content and will receive preferential

250 S. Habibi Minelli et al.



ranking in search results. Retailers will pay when customers click on the link
present in a list of search results.

To facilitate retailer take-up, services in the first year will be free.

Sponsored Links/Banner Ads

In addition to providing search results, the Smart Retailing web site will also
include sponsored links. These will be clearly identified and kept separate from
search results. Some will be context-based (based on customer profiles); some will
not. Retailers will pay by ‘‘impression’’ (each time a customer views an ad). The
site will never display more than six sponsored links/banner will be displayed
simultaneously.

In-store Digital Campaigns

The platform will be designed for deployment to different types of terminal
including mobile terminals. It will thus be possible to use it as the basis for in-store
digital campaigns.

9.7.7.2 Platform as Integrated Solution

UTI is also considering the possibility of licensing customized versions of the
platform to individual retailers. In this case, revenues would come from:

• Licensing fees;
• Customization;
• Maintenance and support.

UTI sees the first business model primarily as a short-medium term solution. In
the longer term, we expect ICN services to become a standard part of the Internet.
Once this occurs our dedicated CONVERGENCE cloud would lose its market.

In the longer term, UTI sees itself as a company that earns revenues by helping
companies to exploit future Internet technologies (including CONVERGENCE or
other ICN-based technologies).

9.8 Services for a Product-Supply-Chain

This section describes the market opportunity for retailers who require efficient
match of available products and consumer needs. In particular Wipro is willing to
exploit by integrating between CONVERGENCE and Oracle Retail solutions, thus
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enhancing the services WIPRO provides to retailers. Wipro consultants and
technicians have a proven track of expertise and success in different retail areas
such as customer analytics, RFID, global data synchronization, in-store mer-
chandizing and pricing, and supply chain management with focused solutions for
the grocery, pharma and specialty retailing segments.

WIPRO will use CONVERGENCE to provide new services to retailers, earning
additional revenues by supporting these services. The services WIPRO will pro-
vide offer customers a number of important innovations.

• A standard digital container (VDI) for product information, digitally signed by
the manufacturer;

• Retailer and consumer access to up-to-date product information distributed via
the CONVERGENCE network;

• Integration between CONVERGENCE technology and existing retail tools and
frameworks;

• Facilitated migration of product information from VDIs to retailer systems and
databases;

• Improvements in in-store product management (product recalls, warranty veri-
fication, control, fraud and piracy prevention, etc.);

• CONVERGENCE-enabled POS machines, providing digital receipts and
warranties;

• CONVERGENCE-enabled retail applications that operate on top of CON-
VERGENCE middleware.

9.8.1 Description of Business Scenario

The CONVERGENCE Project can only achieve its full potential if it offers the
tools necessary to generate revenues. These are the laws of today’s world: a great
project comes from a great idea, but its development is directly proportional to the
money it generates. Against this background, the business scenario described here
focuses on a single issue. How can CONVERGENCE help retailers make money?
If we want retailers to support CONVERGENCE, this is the question we have to
answer.

In this business scenario we consider a VDI-enabled product supply chain,
where a VDI is associated with a product after it has been manufactured and the
information provided on the VDI is certified by a security entity that is paid to
perform this service. In the scenario, product manufacturers use the VDI for cross-
merchandising and cross-marketing. To do this, they enhance the VDI for a
product with information about other similar or compatible products. This can
become a huge marketing tool allowing them to make their products known to
consumers through the VDIs they create or own. Cross marketing could involve
multiple brands. For example, an iPod VDI could have information about
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compatible speakers from Logitech or Sony; insurance companies and repairers
could pay to have their service information available in the VDIs for selected
products. Finally, a VDI-enabled product supply chain could also include second-
hand sales. The CONVERGENCE Platform could be a splendid substitute for
websites like eBay. In this scenario, all a consumer would have to do is publish the
VDI for the product on the platform. This would represent a big step forward in
terms of reliability and trust.

9.8.2 Users

The main considered users for this scenario are:

• Manufacturers: Product manufacturers that create VDIs, using CONVER-
GENCE tools. Manufacturers are also responsible for associating their products
VDIs with other products or services;

• Retailers: Retailers can also associate VDIs with their other products and ser-
vices (e.g. VDIs for, insurance companies or repairers they trust;

• Consumers: From the point of view of the supply chain consumers are end-
users. However they can also become sellers, advertising VDI-enabled products
they own on the CONVERGENCE Second-Hand Sales Platform;

• Security Entity: Companies responsible for certifying the information contained
in VDIs, increasing consumer trust;

• Insurance Companies/Repairers: Entities that try to make deals with manufac-
turers and retailers so they can associate their services with product VDIs.

9.8.3 Products and Services

Some pertinent products and services can be considered for this scenario:

• VDI creator: A tool allowing users to create and update VDIs;
• CONVERGENCE Certification Service: A tool allowing security entities to

certify the VDIs information;
• CONVERGENCE Search Engine: A tool allowing anyone to browse VDIs

according to search criteria and user restrictions;
• CONVERGENCE Sales Service: A tool allowing anyone to publish their VDIs

for second-hand sale, making them available in the CONVERGENCE Second
Hand Sales Platform.

9.8.4 Business Flow

Wipro Portugal offers its customers a broad range of services for the integration
and customization of retail solutions.
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CONVERGENCE will add another service to our portfolio, which already
includes offering from several leading technology providers including Oracle. Our
main strategy for selling to existing customers will be to show them examples of
CONVERGENCE solutions for the retail business, demonstrating their benefits,
primarily in terms of cost reductions. However, we expect it will be easier to sell to
new customers, who have no investment in previous WIPRO solutions.

One of the biggest obstacles we will have to face is that WIPRO focuses on
retailing and does not work directly with manufacturers or with other stages in the
supply chain.This means other actors will have to cover the manufacturer segment
of the supply chain.In brief, the plans of WIPRO to commercialize CONVER-
GENCE-based solutions require a pre-existing CONVERGENCE infrastructure.
WIPRO recognizes this as a weakness in its plans.

CONVERGENCE is a disruptive technology, with no direct competitors. In
these conditions it is premature to consider pricing for CONVERGENCE-based
retail solutions. If WIPRO decides to offer such solutions to its customers, the
prices will be confidential, and adapted to the needs of the customer, as is the case
for all WIPRO products and services (Fig. 9.7).

Fig. 9.7 Relationships and revenue flows between a provider of CONVERGENCE services and
involved members
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9.8.5 Comparison with Traditional Implementations

The business scenario described here offer a massive improvement compared to
current implementations. Nowadays we are facing a big problem in terms of
information reliability, every day we are confronted with large quantities of
information, but we don’t know for sure which information we should trust. With
VDI signed by its issuer people will know the source of. This is especially
important for the second-hand sales market, where users will know in advance that
they can have trust the description of the product they are buying. Instead of a
product description they will have access to a certified VDI containing all the
product’s data.

In cross-merchandising and cross-marketing, CONVERGENCE will provide a
great tool for products manufacturers and retailers. The marketing potential of
associating product’s VDIs is incalculable when compared to the tools available
nowadays. For consumers, VDIs can resolve many problems like not knowing
which speakers are compatible with an iPod, which are the best routers for a
modem or what graphics card to buy for a laptop.

CONVERGENCE will also make a big contribution to the market for product
insurance and repair, helping not just insurance and repair companies but also
consumers. With CONVERGENCE, it will be much easier for a consumer to
access the available options to obtain insurance for her product or to repair if it is
broken. It will also be much simpler to get products repaired CONVERGENCE
will give us confident consumers.

9.8.6 Business Models

The main business models proposed by Wipro Portugal are:

• Certifying VDI information: The CONVERGENCE Platform will provide a
security infrastructure that will operate as a broker between CONVERGENCE
and product manufacturers. When creating a new VDI for a specific product,
manufacturers will use the CONVERGENCE platform to request a service
provider to sign the VDI. The service provider will then provide a special
signature for the VDI if the information in the VDI is trustworthy;

• Associating VDIs with other VDIs (cross-merchandising and cross-marketing):
The CONVERGENCE Platform will provide a service that allows manufac-
turers and retailers to incorporate links to other VDIs within the VDIs for their
own products and thus to support cross-merchandising and cross-marketing DIs;

• Associating VDIs with insurance and repair companies: The CONVERGENCE
Platform will provide a service that permits manufacturers and retailers to
associate their VDIs for their products with services offered by insurance and
repair companies. When the companies have reached an agreement, they can use
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the CONVERGENCE Platform to include the necessary links in the VDIs for
their products;

• Second-hand sale of VDI-enabled products: The CONVERGENCE Platform
will provide an option making it easier for consumers to sell their VDI-enabled
products second hand. When a consumer owns a VDI-enabled product and
wants to sell it, all she has to do is access the CONVERGENCE Platform and
publish its product VDI. Other users will then be able to find the product via the
CONVERGENCE Search Engine.

9.9 Marketing and Advertising in Publish/Subscribe
Networks

CONVERGENCE can be a powerful instrument in the marketing and advertising
activities of an enterprise. Enterprises can be enabled to distribute their applica-
tions, and nowadays applications are used as entry point to real shops or e-com-
merce (see IKEA for furniture, Amazone.com for books and many other product
categories, etc.). As more applications can be distributed offering specialized
services, more often the marketing and advertising units use them to present new
products or support the choice of the clients.

9.9.1 Description of Business Scenario

The general rationale for this scenario is based on a preliminary analysis of the
impact of the publish/subscribe paradigm on marketing as compared to current
marketing models.

Today, actors who want to publicize their products need to establish business-
to-business relationships with other actors (e.g. newspapers, magazines, broadcast
media, internet search engines, email spammers) who can carry their
advertisements.

CONVERGENCE will not replace this model. However it has the potential to
create new channels of communication between producers and consumers and new
business models.

9.9.1.1 Commercial Advertisement Through VDIs

The CONVERGENCE framework allows advertisers to inject advertisements into
the network in the form of VDIs.
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In this scenario, we take the YouTube marketing model, in which Mercedes
Benz posts a video commercial for its latest ‘‘Blue Engine’’ to YouTube with the
tags CARS, ECOLOGY, and use CONVERGENCE to apply it to the network as a
whole. Unlike the traditional model, CONVERGENCE makes it possible to give a
precise classification to the advertisement, making it easier for users to find what
they are looking for. It also allows advertisers to clearly indicate when a particular
item of content should be classified as ‘‘commercial information’’—a legal
requirement in many countries.

Skilled marketing departments will use CONVERGENCE to create commer-
cials that comply with the law while exploiting the enhanced possibilities offered
by the new system.

9.9.1.2 Trading Information about Users Interests/Subscriptions

The CONVERGENCE subscription model allows users to express their habits,
preferences, tastes, and requests in a precise machine-readable format. However,
making this possible at a technical level, does not guarantee that most people will
do it. User-friendly design patterns at the Application level (such as the photo
tagging tool of Facebook) must be implemented in order to facilitate the widest
acquisition of context information. For marketing businesses, the knowledge that
the user has expressed a clear interest in a specific topic is worth gold and is in fact
much more valuable than the information they can extract from search requests to
Internet search engines such as Google. It is easy to envisage an ecosystem of
technology companies specialized in building software spiders to crawl CON-
VERGENCE nodes, collect subscribe requests, aggregate them and sell the data to
marketing businesses or marketing departments.

We are fully aware that this scenario raises major issues of user privacy. To
better shed light on its several implications, the following observations are to be
underlined:

1. We do not embed any private or personal information about users inside the
subscriptions they perform, that may allow to link back to one specific identity.
When results are available and match a subscription, they are routed back to the
CONVERGENCE peer through which the subscription was issued, not to a
specific user. Only the Notification Service of that peer knows how to reach the
user. Thus, subscribe information that circulates inside the system is decoupled
from info about who formulates subscriptions;

2. The approach of CONVERGENCE is not to devise technical solutions able to
ban these businesses from going on. Since CONVERCENCE acts as a powerful
search and retrieve engine, it is obvious that this knowledge will be exploited
commercially, also. We seek to distribute this possibility to all people using it,
since the system is distributed. Aggressive data mining strategies are hence
more difficult to be employed, compared to concentrators such as Google or
Facebook. CONVERGENCE is designed to be transparent, have a public API
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to hook to its knowledge, and to manipulate that data according to existing (and
novel) privacy legislation;

3. The VDI, which is the basic self-contained information block circulating
among CONVERGENCE peers, follows an open standard that defines its
structure and format. CONVERGENCE keeps this standard and its source code
open and compliant to the law, allowing refining its privacy preserving capa-
bilities from the feedback of the received attacks or public discussion about
technical choices;

4. CONVERGENCE devises a flexible technical solution. If a provider wants to
offer a closed service or application on top of CONVERGENCE middleware,
hence asking its users to fully identify themselves on the system (e.g. a ticket
selling infrastructure where personal information is needed in order for the
service to be carried out, and focused advertisement about Opera Houses is
conveyed to users who gave consent), then it might as well encrypt everything
and decide to deploy specific gateways to be interoperable with the rest of
CONVERGENCE. Inside its network, personal information about users tastes
will be non searchable by external spiders.

Furthermore, this scenario offers the possibility to test CONVERGENCE in a
potentially controversial use case, where the capabilities of the system and its
precision can be fully evaluated on the background of their commercial value.

9.9.1.3 Related Business Scenarios

CONVERGENCE’s own search and subscription solutions are not necessarily the
best solutions imaginable. Once the system APIs of the CONVERGENCE mid-
dleware are clearly defined, technology providers could create their own inde-
pendent search engines for CONVERGENCE, perhaps with different ranking and
grouping algorithms.

9.9.2 Users

The main users of this scenario are:

• Marketing departments of companies;
• Developers of data mining solutions.

9.9.3 Products and Services

Some relevant products and services were also considered:

• VDIs containing commercials or linking to them;
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• Data about subscriptions: marketing companies extract and sell aggregated data
about users’ interests;

• Subscriptions Crawler: a spider that enters CONVERGENCE, and exploits data
aggregation algorithms and data mining algorithms while scanning the flows of
subscriptions entering the system.

9.9.4 Business Flow

The Fig. 9.8 represents the business flow where the marketing department of an
enterprise can purchase the license for advertisement VDI or accessing data about
user’s subscriptions while technology providers can acquire aggregated data about
user’s interest.

9.9.5 Comparison with Traditional Implementations

Like today’s web, CONVERGENCE can be used as a worldwide advertising
platform. However, CONVERGENCE offers several new benefits: it makes it easy
to target advertisements to users with specific interests, when they give consent,
and easy for users to find them. It also makes it easy to filter out advertisements
where this is required by law. With CONVERGENCE users will only receive
information on their explicit request. This will limit spam and contribute to better
and focused advertising.

If the depicted business scenario is to work on a healthy basis, then several
issues have to be tackled in the CONVERGENCE architecture, such as:

• In order to protect the user, CONVERGENCE Applications that allow Subscribe
actions should be carefully designed by developers, in order to prevent malware
or bots subscribing to unwanted contents on behalf of the user;

• Content caching on multiple nodes should not prevent Law Authorities from
removing or obfuscating unwanted advertisements;

Marketing
of

Comapnies

CoMid
Provider

Developers of
Spiders and 
Data Mining

Fig. 9.8 Transactions in the ‘‘Marketing and advertising in publish/subscribe networks’’
business scenario
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• Spiders crawling the CONVERGENCE node and collecting precious data from
the flow of subscriptions should be regulated and should only be able to access
information through a proper API;

• Private information shall always be aggregated and unrelated to specific users.

9.9.6 Business Models

Business Models for this scenario focus on trading and buying information from
information providers that collect it from CONVERGENCE nodes. The infor-
mation traded in this way is potentially of higher value than the information
collected by other concentrators such as Google. CONVERGENCE can thus
change the shape of the market. At the same time, the new possibilities are likely
to require new regulations to protect user privacy.

The use of VDIs to carry advertisements offers a new potential source of
revenue for CoMid providers. Given the need to meet special legal requirements
and technical specifications, providers could charge more for advertisements than
for regular VDIs. Given that VDIs will have be better targeted and have higher
user acceptance than other forms of advertising marketing businesses will be able
to charge higher fees than for traditional advertising. Finally the availability of
information on users (subject to regulations and/or business-to-business relation-
ships) can provides another source of significant added value.

In CONVERGENCE, very specific licensing and business-to-business models
can be developed, that will depend on the size of the CONVERGENCE network
and the size of potential target audiences.

9.10 Licensing Schemes for the CONVERGENCE
Software

There are several licensing options CONVERGENCE project could address for the
technologies it developed. The BSD license is the least restrictive scheme: The
license allows the use of BSD-released source code even in projects that do not use
the BSD license, including commercial closed source software. Being a permis-
sive, free software license, it places minimal restrictions on the redistribution of
the software. This is in contrast to copyleft licenses, such as the GPL family which
have reciprocity/share-alike requirements.

The Mozilla MPL license strives to stay in the middle: it allows covered source
code to be mixed with other files under a different, even proprietary license.
However, code files licensed under the MPL must remain under the MPL and
remain freely available in source form.
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All pre-CONVERGENCE MPEG-M middleware components were released
under the BSD policy. Thus, the main decisions the partners have to take concern
the new components the project has developed. These include:

• New MPEG-M middleware engines (Overlay, Match, CoNet, protocols, …);
• Tools;
• Applications;
• The network-level CoNet core.

The partners believe that MPEG-M made the right choice with BSD, since the
focus is on protecting the specification, and not the code. More generally, the
project agrees that CONVERGENCE should protect its intellectual property by
means of scientific publications, where appropriate, and freely release the derived
source code.

The following Table 9.4 summarizes the licenses the partners will use to protect
their software and the rationale for its choices.

The project wishes to stress that the CONVERGENCE Tools represent a major
contribution to the MPEG-M community, facilitating integration between Appli-
cations and the MPEG-M eco-system of engines. By releasing them under BSD
licensing (vs. LGPL, for instance) CONVERGENCE guarantees that the MPEG-M
community can share all the benefits. This licensing solution avoids the risk that
CONVERGENCE Tools (and Applications running on top of the tools) could be
isolated from the engines, and promotes the introduction of novel Tools.

Table 9.4 Licensing choices for CONVERGENCE products

License type Motivation

New MPEG-M
engines

BSD Stay in line with MPEG-M

CoMid tools BSD The CoMid tools make it easier to use the
MPEG-M middleware and address the
same user community. It is appropriate,
therefore, that they should be released
under the same licensing scheme

CoNet core LGPL ? GPL This choice is dictated by the licensing of the
original CCNx project. CONVERGENCE
modifications to the network forwarding
functionalities of CCNx will therefore
remain under GPL. New functionality for
the routing plane will be licensed under
LGPL (allowing middleware wrappers to
remain under BSD)

CONVERGENCE
Peer Kit (CPK)

Mozilla ? BSD This bundle includes a reduced set of CoMid
engines and a simple demo Application

Applications Will be decided by the
owners of individual
applications

This allows enterprises to protect their
investment when building
CONVERGENCE-compliant software
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There are no issues with the CoNet TE (an MPEG-M engine) being licensed
under BSD, although it uses our modified version of CCNx. CCNx is partially
licensed with a GPL strict scheme (core networking stack running on routers) and
partially with LGPL (API library). The creators of the CCNx package have used
this scheme on purpose. Coherently, CONVERGENCE adheres to the same mixed
scheme for its own newly developed CoNET routing functionality, extending and
enhancing CCNx.

As far as concern Applications, owners of CONVERGENCE-compliant
applications can apply whichever licensing scheme they choose to suit their needs.
The link to the middleware does not impose any special restrictions. For instance,
trial applications developed by UTI and WIPRO will not be completely open
sourced, and will remain the property of the developers; other developers involved
in the CONVERGENCE trials have decided to release the source code of their
applications to the community.

For instance, the demo Application contained within the CPK is released under
a MOZILLA public license, but the CPK uses the MPEG-M middleware, which is
released under a BSD license.

Except where prohibited by licenses for third party software, incorporated in
CONVERGENCE, CONVERGENCE will adopt the MPEG BSD license. The
consortium has made available part of the sources developed during the project
through the CONVERGENCE web site (http://www.ict-convergence.eu/demo
downloads/).

9.11 Conclusions

Keeping converged networks, services and devices up and running perfectly, while
being able to capture and bill for them, will be a major differentiator among
operators and players. In that sense, broadband, IP adoption and converged ser-
vices dissolves traditional barriers by enabling new value chains to take shape. At
the same time, for those industry players who get it right the same physical and
software infrastructure will bind them together in ways never seen before.

Researchers around the world are studying how this change will affect the
society and businesses. There are relevant advantages from the way contact centre
agents work and interact with customers, to the way we work from home or on the
move as effectively as if we were at a desk, to the way that businesses become
more efficient and integrated communicators.

What looks clear is that we are at the beginning of a huge change in the way
business is done. As we demonstrated in this chapter, CONVERGNECE services
and tools can be exploited in different scenarios that will improve employee
productivity and customer or citizen satisfaction.

The academic partners will continue to participate in standardization activities
and to support the CONVERGENCE framework and the commercial partners will
continue with their individual exploitation plans.
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Chapter 10
Conclusions and Future Research Topics

Nicola Blefari Melazzi, Teresa Andrade, Richard Walker,
Leonardo Chiariglione, Iakovos S. Venieris and Heinrich Hussmann

Abstract The final outcome of the CONVERGENCE project is the full specifi-
cation and an Open Source implementation of the CONVERGENCE system,
which comprises the CONVERGENCE network and middleware levels, as well as
a set of prototype applications demonstrating the functionality of the network and
middleware in different business scenarios.

The final outcome of the CONVERGENCE project is the full specification and an
Open Source implementation of the CONVERGENCE system, which comprises
the CONVERGENCE network and middleware levels, as well as a set of prototype
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applications demonstrating the functionality of the network and middleware in
different business scenarios. Additionally, it includes the results from trials, sim-
ulations and models demonstrating the scalability, robustness and security of the
overall system, its applicability to real-life business scenarios and its acceptability
to users.

The results delivered by the project are sufficient for third party developers to
design and deploy their own CONVERGENCE-compliant applications, supporting
dedicated high-level requirements different from those identified in the project, but
taking full profit of the underlying content-based, publish-subscribe functionality
of CONVERGENCE. In addition, several of the results of the project have been
contributed to standardization and some of them are now International Standards.

From an end-user point of view, CONVERGENCE offers new ways of handling
digital resources. Focus groups suggested that the most important ‘‘selling points’’
are transparent synchronization of content among multiple users, fine-grained
author control over access rights and payment conditions, the grouping of multiple
information resources in a single self-contained package, built-in support for
security and privacy, including ‘‘digital forgetting’’, ‘‘democratic’’ CDN (i.e. CDN
functionality available for all) and improved performance. More in general, the
project showed that all the promised advantages off the ICN paradigm (see the
preface of this book) can indeed be reached.

The CONVERGENCE partners believe that these concepts and their technical
implementation in CONVERGENCE will have an important influence on the
future development of the Internet and online applications.

In terms of technology, the project contributed to answering important ques-
tions concerning the best way to overcome the shortcomings of the current Internet
architecture—in particular the mismatch between an architecture focused on
communication between hosts and the needs of applications, increasingly focused
on content. CONVERGENCE has also tested strategies for dealing with these
problems, comparing the advantages of an incremental approach to more radical
strategies and opting for the former.

The trials have tested the technical functionality provided by CONVERGENCE
in four user scenarios; two have tested CONVERGENCE as a support for a large
photo archive and a large archive of video material respectively; a third has tested
CONVERGENCE in an educational setting; the fourth and last scenario has shown
how CONVERGENCE concepts and technologies can be applied in ‘‘smart
retailing’’. In addition, the project decided to implement other two applications, by
integrating the four main applications; the first integrated application merges the
first (video) and fourth (podcasts) original applications; the second integrated
application merges the second (pictures) and third (retail) original applications.
The aim of the integrated applications is to show that our system is flexible enough
to combine different applications in one and to exploit common VDIs. In this
context, we believe that the interoperability demonstrated in the integrated
application framework is an important result of the project. The same VDIs are
indeed shared and used by diverse applications.
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We can conclude that our project has been among the pioneers of ICN; we have
been instrumental in defining and implementing a working ICN platform, we
published widely on the subject and made several important contributions to
standardization and we are well known in the international community, having
been invited to numerous events as speakers, keynote speakers and presenters of
demos and test-beds and to participate in technical program committees and guest-
editorial board of related publications.

All in all, we have been true to the project’s main goal ‘‘Enhancing the Internet
with an information-centric, publish-subscribe service model, based on a common
container for any kind of digital data, including representations of people and Real
World Objects’’.

Notwithstanding all this work and the work of other research projects belonging
to a first wave of endeavours on ICN, and notwithstanding several papers and
specialized workshops that are now at their second or third edition (e.g. SIG-
COMM’s Information-Centric Networking workshop and INFOCOM’s NOMEN),
research and development activities on this topic are far from being concluded.
Standardization efforts on ICN networks are at their beginning as well, as
evidenced by the creation of an IRTF working group (Information-Centric
Networking Research Group—ICNRG), which started to draft requirements and
scenarios documents on ICN.

Open research topics regarding ICN at large can be classified in four broad
areas: (i) functionality of the network/transport layer, the very core of ICN; (ii)
functionality of a middleware layer; we believe that some functions and services
like content-based publish/subscribe services or semantic search or advanced
security/privacy/DRM management are too complex to be implemented at the
network level, at line speed, in every network node; we believe that trying to do so
would force designers to choose rather simple solutions; thus, we believe that such
functions are better performed at the middleware layer, in a subset of all network
devices; (iii) applications, related APIs, scenarios and use cases facilitated by the
ICN paradigm, e.g. video delivery, Internet of Things, fragmented networks,
disaster scenarios; (iv) transversal and general issues, such as: migration path from
the current TCP/IP paradigm, allowing also future evolvability; metrics and tools
that make it possible to evaluate ICN implementations; business, legal and regu-
latory frameworks; relationships with supporting technologies, like Software
Defined Networking and Network Functions Virtualization; energy efficiency at all
layers, including applications.

The first area, functionality of the network/transport layer, which is very
important for our field of investigation, can be broken down in more specific
research topics, which correspond also to fundamental components of an ICN
infrastructure. People and projects working on ICN made a very good start, but are
still far to put the word end to research on the following issues:

(1) Primitives and interfaces, which define the relationship of the ICN protocols
with the overall architecture.
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(2) The naming scheme, which specifies the identifiers for the information
addressed by the ICN. The choice of a naming-scheme impacts different
aspects an ICN, including the handling of name uniqueness and trademark-
ing, routing scalability, flexibility of supporting different applications,
usability, security.

(3) Name resolution mechanism a node routes by-name a request of an infor-
mation item towards a selected serving device. Hence, the ICN node should
resolve the name of requested items in the ‘‘physical’’ address of next ICN
node towards the selected serving device. Several name-resolution approa-
ches are possible, ranging from an off-path resolution, e.g. based on DHT, to
an en-route hop-by-hop resolution exploiting name-based routing tables.

(4) Routing scalability with respect to IP, the routing plane of an ICN has to
handle a number of information items and corresponding names that is much
bigger than the number of IP network prefixes. This has implications on the
size of ICN routing tables, on the complexity of lookup functions and on the
distribution of ICN routing information and is one of the main concerns of
ICN.

(5) Information delivery an ICN addresses information items rather than hosts, so
it needs a technique to route back the requested information item from the
serving device to the requesting device. Some architectures propose to use
plain IP means, other ones propose to face the issue through ICN’s own
means.

(6) Segmentation and transport mechanisms needed to (i) split a whole content
(e.g. a VDI) in different data units (or chunks); each chunk is an autonomous
data unit with embedded security and addressable by the routing plane; (ii)
ensure a reliable transfer of chunks from the origin node (or from a cache
node) towards the requesting node; (iii) counteract congestion.

(7) In-network caching ICN nodes may cache chunks of information. Differently
from traditional HTTP caching, an ICN is a cache network; this implies the
need of properly devising a replication strategy that optimizes the caching
space, e.g. by avoiding excessive duplication of content in the network
caches.

(8) Resilience against fragmentation of the network.
(9) Energy efficient operation.

(10) Security and privacy issues tackling (at least) three specific aspects (i) how to
guarantee content authenticity and protect the network from fake content,
which could also pollute network caches; (ii) how to guarantee that content
be accessed only by intended end users, and (iii) how to protect information
consumers from profiling or censorship of their requests.

The interest of the international community on ICN has been always increasing
in the last months and we are confident that this exciting field will provide sig-
nificant theoretic and technologic advances and real world developments and
applications, in the near future.
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Glossary

Access Rights Criteria defining who can access a VDI or its components under
what conditions.

Advertise Procedure used by a CoNet user to make a resource accessible to other
CoNet users.

Application Software, designed for a specific purpose that exploits the capabili-
ties of the CONVERGENCE System.

Business Scenario A scenario describing a way in which the CONVERGENCE
System may be used by specific users in a specific context or, more narrowly, a
scenario describing the products and services bought and sold, the actors
concerned and, possibly, the associated flows of revenue in such a context.

CA Central Authority.

CCN Content Centric Network.

Cl_Auth_SC Client Authentication with Smart Card (Challenge Response).

Cl_Auth_User_Pw Client Authentication with Username and Password.

Clean-slate architecture The CONVERGENCE implementation of the Network
Level, totally replacing existing IP functionality. See ‘‘Integration Architec-
ture’’, ‘‘Overlay Architecture’’ and ‘‘Parallel Architecture’’.

CoApp The CONVERGENCE Application Level.

CoApp Provider A user providing Applications running on the CONVER-
GENCE Middleware Level (CoMid).

CoMid The CONVERGENCE Middleware Level.

CoMid Provider A user providing access to a single or an aggregation of CoMid
services.

CoMid Resource A virtual or physical object or service referenced by a VDI, e.g.
media, Real World Objects, persons, internet services. It has the same meaning
of ‘‘Resource’’ and it is used only to better specify the term ‘‘Resource’’ when
there is a risk of a misunderstanding with the term ‘‘CoNet Resource’’.
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Community Dictionary Service (CDS) A CoMid Technology Engine that pro-
vides all the matching concepts in a user’s subscription, search request and
publication.

CoNet Provider A user providing access to CoNet services, i.e. the equivalent of
an Internet Service Provider.

CoNet Resource A resource of the CoNet that can be identified by means of a
name; resources may be either Named-data or a Named service access point.

Content-based resource discovery A user request for resources, either through a
subscription or a search request to the CONVERGENCE system (from litera-
ture). See ‘‘subscription’’ and ‘‘search’’.

Content-based Subscription A subscription based on a specification of user’s
preferences or interests, (rather than a specific event or topic). The subscription
is based on the actual content, which is not classified according to some pre-
defined external criterion (e.g., topic name), but according to the properties of
the content itself. See ‘‘Subscription’’ and ‘‘Publish-subscribe model’’.

Content-centric A network paradigm in which the network directly provides
users with content, and is aware of the content it transports, (unlike networks
that limit themselves to providing communication channels between hosts).

CONVERGENCE Applications level (CoApp) The level of the CONVER-
GENCE architecture that establishes the interaction with CONVERGENCE
users. The Applications Level interacts with the other CONVERGENCE levels
on behalf of the user.

CONVERGENCE Computing Platform level (CoComp) The Computing
Platform level provides content-centric networking (CoNet), secure handling
(CoSec) of resources within CONVERGENCE and computing resources of
peers and nodes.

CONVERGENCE Core Ontology (CCO) A semantic representation of the
CoReST taxonomy. See ‘‘CONVERGENCE Resource Semantic Type
(CoReST)’’.

CONVERGENCE Device A combination of hardware and software or a soft-
ware instance that allows a user to access Convergence functionalities

CONVERGENCE Engine A collection of technologies assembled to deliver
specific functionality and made available to Applications and to other Engines
via an API

CONVERGENCE Middleware level (CoMid) The level of the CONVER-
GENCE architecture that provides the means to handle VDIs and their components.

CONVERGENCE Network (CoNet) The Content Centric component of the
CONVERGENCE Computing Platform level. The CoNet provides access to
named-resources on a public or private network infrastructure.
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CONVERGENCE node A CONVERGENCE device that implements CoNet
functionality and/or CoSec functionality.

CONVERGENCE peer A CONVERGENCE device that implements CoApp,
CoMid, and CoComp (CoNet and CoSec) functionality.

CONVERGENCE Resource Semantic Type (CoReST) A list of concepts or
terms that makes it possible to categorize a resource, establishing a connection
with the resource’s semantic metadata.

CONVERGENCE Security element (CoSec) A component of the CONVER-
GENCE Computing Platform level implementing basic security functionality
such as storage of private keys, basic cryptography, etc.

CONVERGENCE System A system consisting of a set of interconnected devi-
ces—peers and nodes—connected to each other built by using the technologies
specified or adopted by the CONVERGENCE specification. See ‘‘Node’’ and
‘‘Peer’’.

Dec_Key_Unwrap Key Unwrapping and Content Decryption

DIDL Digital Item Description Language

Digital forgetting A CONVERGENCE system functionality ensuring that VDIs
do not remain accessible for indefinite periods of time, when this is not the
intention of the user.

Digital Item (DI) A structured digital object with a standard representation,
identification and metadata. A DI consists of resource, resource and context
related metadata, and structure. The structure is given by a Digital Item Dec-
laration (DID) that links resource and metadata.

Domain ontology An ontology, dedicated to a specific domain of knowledge or
application, e.g. the W3C Time Ontology and the GeoNames ontology.

Elementary Service (ES) The most basic service functionality offered by the
CoMid.

Enc_Key_Wrap Encryption and Key Wrapping.

Entity An object, e.g. VDIs, resources, devices, events, group, licenses/contracts,
services and users, that an Elementary Service can act upon or with which it can
interact.

Expiry date The last date on which a VDI is accessible by a user of the CON-
VERGENCE System.

Fractal A semantically defined virtual cluster of CONVERGENCE peers.

Group_Sigc Group Signature.

ICN Information Centric Network.
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Identifier A unique signifier assigned to a VDI or components of a VDI.

Integration Architecture An implementation of CoNet designed to integrate
CoNet functionality in the IP protocol by means of a novel IPv4 option or by
means of an IPv6 extension header, making IP content-aware. See ‘‘Clean-state
Architecture’’, ‘‘Overlay Architecture’’ and ‘‘Parallel Architecture’’.

IP Identity Provider.

License A machine-readable expression of Operations that may be executed by a
Principal.

Local named resource A named-resource made available to CONVERGENCE
users through a local device, permanently connected to the network. Users have
two options to make named-resources available to other users: (1) store the
resource in a device, with a permanent connection to the network; (2) use a
hosting service. In the event she chooses the former option, the resource is
referred to as a local named-resource.

Metadata Data describing a resource, including but not limited to provenance,
classification, expiry date etc.

MPEG eXtensible Middleware (MXM) A standard Middleware specifying a set
of Application Programming Interfaces (APIs) so that MXM Applications
executing on an MXM Device can access the standard multimedia technologies
contained in the Middleware as MXM Engines.

MPEG-M An emerging ISO/IEC standard that includes the previous MXM
standard.

Multi-homing In the context of IP networks, the configuration of multiple net-
work interfaces or IP addresses on a single computer.

Named resource A CoNet resource that can be identified by means of a name.
Named-resources may be either data (in the following referred to as ‘‘named-
data’’) or service-access-points (‘‘named-service-access-points’’).

Named service access point A kind of named-resource, consisting of a service
access point identified by a name. A named-service-access-point is a network
endpoint identified by its name rather than by the Internet port numbering
mechanism.

Named-data A named-resource consisting of data.

Network Identifier (NID) An identifier identifying a named resource in the
CONVERGENCE Network. If the named resource is a VDI or an identified
VDI component, its NID may be derived from the Identifier (see ‘‘Identifier’’).

Overlay architecture An implementation of CoNet as an overlay over IP. See
‘‘Clean-state Architecture’’, ‘‘Integration Architecture’’ and ‘‘Parallel
Architecture’’.
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Parallel architecture An implementation of CoNet as a new networking layer
that can be used in parallel to IP. See ‘‘Clean-state Architecture’’, ‘‘Integration
Architecture’’ and ‘‘Overlay Architecture’’.

PKI Public Key Infrastructure.

Policy routing In the context of IP networks, a collection of tools for forwarding
and routing data packets based on policies defined by network administrators.

Principal (CoNet) The user who is granted the right to use a CoNet Principal
Identifier for naming its named resources. For example, the principal could be
the provider of a service, the publisher or the author of a book, the controller of
a traffic lights infrastructure, or, in general, the publisher of a VDI. A Principal
may have several Principal Identifiers in the CoNet.

Principal (Rights Expression Language) The User to whom Permissions are
Granted in a License.

Principal Identifier (CoNet) The Principal identifier is a string that is used in the
Network Identifiers (NID) of a CoNet resource, when the NID has the form:
NID = \namespace ID, hash (Principal Identifier), hash (Label)[ In this
approach, hash (Principal Identifier) must be unique in the namespace ID, and
Label is a string chosen by the principal in such a way that hash(Label) is
unique for in the context of the Principal Identifier.

Publish The act of informing an identified subset of users of the CONVER-
GENCE System that a VDI is available.

Publisher A user of CONVERGENCE who performs the act of publishing.

Publish-subscribe model CONVERGENCE uses a content-based approach for
the publish-subscribe model, in which notifications about VDIs are delivered to
a subscriber only if the metadata/content of those VDIs match constraints
defined by the subscriber in his Subscription VDI.

Real World Object A physical object that may be referenced by a VDI.

REL Rights Expression Language.

Resource A virtual or physical object or service referenced by a VDI, e.g. media,
Real World Objects, persons, internet services.

Scope (in the context of routing) In the context of advertising and routing, the
geographical or administrative domain on which a network function operates
(e.g. a well-defined section of the network—a campus, a shopping mall, an
airport—, or to a subset of nodes that receives advertisements from a service
provider).

Search The act through which a user requests a list of VDIs meeting a set of search
criteria (e.g. specific key value pairs in the metadata, key words, free text etc.).

Serv_Auth Server Authentication without Smart Card.
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Service Level Agreement (SLA) An agreement between a service provider and
another user or another service provider of CONVERGENCE to provide the
latter with a service whose quality matches parameters defined in the
agreement.

Sig Signature.

Smart_Card Role_Auth_SC Role Authentication towards Smart Card.

SP Service Provider.

Subscribe The act whereby a user requests notification every time another user
publishes or updates a VDI that satisfies the subscription criteria defined by the
former user (key value pairs in the metadata, free text, key words etc.).

Subscriber A user of CONVERGENCE who performs the act of subscribing.

Timestamp A machine-readable representation of a date and time.

Tool Software providing a specific functionality that can be re-used in several
applications.

Trials Organized tests of the CONVERGENCE System in specific business
scenarios.

Un-named-data A data resource with no NID.

Us_Reg_IP User Registration to Identity Provider.

Us_Reg_SP User Registration to Service Provider.

User Any person or legal entity in a Value-Chain connecting (and including)
Creator and End-User possibly via other Users.

User (in OSI sense) In a layered architecture, the term is used to identify an entity
exploiting the service provided by a layer (e.g. CoNet user).

User ontology An ontology created by CONVERGENCE users when publishing
or subscribing to a VDI.

User Profile A description of the attributes and credentials of a user of the
CONVERGENCE System.

Versatile Digital Item (VDI) A structured, hierarchically organized, digital
object containing one or more resources and metadata, including a declaration
of the parts that make up the VDI and the links between them.
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